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Abstract

Workflow systems aim to provide automated support for the conduct of cer-
tain business processes. Workflow systems are driven by workflow specifications
which among others, capture the execution interdependencies between various
activities. These interdependencies are modelled by means of different control
flow constructors, e.g., sequence, choice, parallelism and synchronisation. It has
been shown in the research on workflow patterns that the support for and the
interpretation of various control flow constructs varies substantially across work-
flow systems. Two of the most problematic patterns relate to the OR-join and
to cancellation.

An OR-join is used in situations when we need to model “wait and see” be-
haviour for synchronisation. Different approaches assign a different (often only
intuitive) semantics to this type of join, though they do share the common theme
that synchronisation is only to be performed for active paths. Depending on
context assumptions this behaviour may be relatively easy to deal with, though
in general its semantics is complicated, both from a definition point of view (in
terms of formally capturing a desired intuitive semantics) and from a computa-
tional point of view (how does one determine whether an OR-join is enabled?).
Many systems and languages struggle with the semantics and implementation of
the OR-join because its non-local semantics require a synchronisation depending
on an analysis of future execution paths. This may require some non-trivial rea-
soning. The presence of cancellation features and other OR-joins in a workflow
further complicates the formal semantics of the OR-join. The cancellation fea-
ture is commonly used to model external events that can change the behaviour
of a running workflow. It can be used to either disable activities in certain parts
of a workflow or to stop currently running activities. Even though it is possible
to cancel activities in workflow systems using some sort of abort function, many
workflow systems do not provide direct support for this feature in the workflow
language. Sometimes, cancellation affects only a selected part of a workflow and
other activities can continue after performing a cancellation action. As cancella-
tion occurs naturally in business scenarios, comprehensive support in a workflow
language is desirable. We take on the challenge of providing formal semantics,
verification techniques as well as an implementation for workflows with those
features.

This thesis addresses three interrelated issues for workflows with cancellation
regions and OR-joins. The concept of the OR-join is examined in detail in the
context of the workflow language YAWL, a powerful workflow language designed
to support a collection of workflow patterns and inspired by Petri nets. The OR-
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join semantics has been redefined to represent a general, formal, and decidable
approach for workflows in the presence of cancellation regions and other OR-joins.
This approach exploits a link that is proposed between YAWL and reset nets, a
variant of Petri nets with a special type of arc that can remove all tokens from
a place. Next, we explore verification techniques for workflows with cancella-
tion regions and OR-joins. Four structural properties have been identified and
a verification approach that exploits coverability and reachability notions from
reset nets has been proposed. The work on verification techniques has highlighted
potential problems with calculating state spaces for large workflows. Applying
reduction rules before carrying out verification can decrease the size of the prob-
lem by cutting down the size of the workflow that needs to be examined while
preserving some essential properties. Therefore, we have extended the work on
verification by proposing reduction rules for reset nets and for YAWL nets with
and without OR-joins. The proposed OR-join semantics as well as the proposed
verification approach have been implemented in the YAWL environment.
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Chapter 1. Introduction

Chapter 1

Introduction

1.1 Workflow

Workflow systems aim to provide automated support for the conduct of cer-
tain business processes [Law97, Mue04, AH04, DAH05]. There are many success
stories of workflow systems in different domains including academic, financial,
government, healthcare, industry, technology, transportation and utilities1. The
benefits of workflows include “improved efficiency, better process control, im-
proved customer service, flexibility and business process improvement” [WfM06].
The Workflow Management Coalition, the international standardisation organisa-
tion for workflows, defines a workflow as “the automation of a business process, in
whole or part, during which documents, information or tasks are passed from one
participant to another for action, according to a set of procedural rules” [WfM06].

Workflow systems encompass a number of different perspectives of business
processes [JB96]. In Kiepuszewski’s thesis [Kie03], the four different perspectives
of workflows, namely, control flow, data, operational, and resource, are explained
along the following lines. The control flow perspective captures the execution in-
terdependencies between the tasks of a business process using different construc-
tors e.g., sequence, choice, parallelism and synchronisation. The data perspective
deals with business documents and the information flows between different ac-
tivities of a workflow. The operational perspective describes how the various
activities map into underlying applications. The resource perspective captures
the different roles of resources, both human and machine, which are responsible
for executing the activities in a workflow. In terms of importance, the control flow
perspective is essential for understanding the execution behaviour of workflows
while the data perspective focuses on the information exchange. The resource
perspective and the operational perspective add to the control flow perspective
and the data perspective and provide a more complete picture of a workflow.

Considering the importance of control flow dependencies in workflows, it is sur-
prising that there is no consensus among workflow vendors regarding the control
flow requirements of workflow specification. The research of workflows patterns
found that “the interpretation of even the basic control constructs is not uni-
form across different workflow systems and it is often unclear how more complex

1http://www.e-workflow.org/case_studies/index.htm
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requirements could be supported” [AHKB03].

1.2 Workflow patterns

To identify control flow requirements of workflow languages, an in-depth analysis
and a comparison of a number of commercially available workflow management
systems has been performed by Aalst et al. [AHKB03]. Twenty control flow
patterns were proposed to address control flow requirements in a language in-
dependent style. This work has received significant attention in academia and
in industry. Among others, the patterns have been used as “a benchmark for
comparing process definition languages and in tendering processes for evaluat-
ing workflow offerings”2. There are also a number of commercial and open-source
workflow systems “inspired or directly influenced” by the patterns3. The pattern-
based approach to identifying the control flow requirements of workflow has been
extended to include data patterns [RHEA05] and resource patterns [RAHE05].

While some have advocated the use of Petri nets for the specification of work-
flows, among others due to the formal foundation, their graphical nature and
the presence of analysis techniques [Aal98a, Aal00], they have some shortcom-
ings when it comes to capturing some workflow patterns. In particular, they
have difficulty capturing cancellation, some forms of advanced synchronisation
and patterns involving multiple instances [Aal98b, AH02]. Cancellation feature
cannot be easily modelled in Petri nets due to its non-local effects. The synchro-
nising merge pattern (we will use the term OR-join as a synonym) cannot be
modelled using a Petri net due to the non-local semantics. Supporting multiple
instance tasks may involve a lot of bookkeeping when modelling them in terms
of high-level Petri nets.

1.3 Yet Another Workflow Language

The findings of the workflow patterns initiative highlighted the need for an expres-
sive workflow language that provides comprehensive support for these workflow
patterns [AHKB03]4. The workflow language YAWL is a general and powerful
language grounded in workflow patterns and in Petri nets [AH05]. YAWL has a
formal semantics specified as a transition system and has a graphical notation.
Although YAWL exploits concepts from Petri nets, it also provides direct support
for those patterns hard to realise in Petri nets such as cancellation, the OR-join
and multiple instances.

The YAWL language has been implemented in an open source workflow sys-
tem5. The YAWL workflow system consists of a number of components including
a workflow engine and an editor [AADH04]. Workflow specifications can be de-
signed using the YAWL editor and deployed in the YAWL engine for execution.

2http://www.workflowpatterns.com
3http://www.workflowpatterns.com/impact.htm
4The only workflow control pattern that YAWL does not support is implicit termination.
5http://www.yawl-system.com
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There is a trade-off between expressive power and ease of verification. One of
the drawbacks of an expressive language like YAWL is that it makes it difficult
to determine the correctness of workflow specifications modelled in the language.
There exists a body of work concerning the verification of workflow specifications
based on Petri nets [Aal97, Aal98b, AH00, Ver04, DA04]. Unfortunately, these
results are not transferable to situations where languages are involved that use
concepts either not easily expressed in terms of Petri nets such as cancellation
regions and OR-join. These concepts are examined in more depth in the next
two sections.

1.4 Cancellation regions

Cancellation occurs frequently in business scenarios and hence, in workflow mod-
elling. Cancellation captures the interference of an activity in the execution of
others in certain circumstances. Cancellation can be triggered by either a cus-
tomer request (e.g., a customer wishes to withdraw a credit card application) or
by exceptions (e.g., an order cannot be processed due to insufficient stock level).
In general, cancellation results in one of two outcomes: disabling some scheduled
activities or stopping currently running activities.

Sometimes, cancellation affects only a selective part of a workflow and other
activities can continue after performing a cancellation action. When cancellation
only involves a single activity, this behaviour is captured by the “cancel activity”
workflow pattern [AHKB03, AH02, Kie03]. In an evaluation reported by Kie-
puszewski [Kie03], it is shown that this pattern is not supported by the following
commercial workflow management systems: Visual WorkFlo, Verve Workflow,
MQSeries Workflow, Forte Conductor, HP Change Engine, Fujitsu I-Flow and
SAP R/3 Workflow. When cancellation affects the entire workflow case, it stops
the execution of the workflow and the process is terminated. This behaviour is
captured by the “cancel case” pattern [AHKB03, AH02, Kie03]. A number of
workflow systems support this pattern using either a terminate activity, a ded-
icated final activity or an abort function. There are also serval standards and
tools that has such a concept (e.g., UML activity diagrams, Staffware, BPMN,
etc).

As cancellation occurs naturally in business scenarios, comprehensive support
in a workflow language is desirable. The notions of cancel activity and cancel case
can be generalised to the notion of cancellation region whereby an arbitrary region
of a workflow specification can be subjected to a cancellation action. It should
be noted that the introduction of arbitrary cancellation regions complicates the
notion of reachability whereby one wishes to determine whether a certain future
state of the workflow can be attained from a certain other state. In fact, as will
be seen later on, this notion becomes undecidable. The complicating factor is
that due to concurrency issues, the cancellation action may or may not result in
cancelling certain activities, i.e., the process may be in a state before or after that
part that is cancelled. It is also clear that the introduction of cancellation regions
may lead to deadlocks in some specifications in some scenarios. New techniques
are required to enable design time detection of verification problems in workflows
with cancellation regions (e.g., deadlocks, improper completion).
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YAWL provides direct support for cancellation regions. The semantics of
cancellation in YAWL is that if a task is within the cancellation region of another
task, it may be prevented from being started or its execution may be terminated
(depending on the timing). As mentioned before, the use of cancellation regions
may increase the scope for errors and hence, this needs to be taken into account
when analysing YAWL workflows at design time.

1.5 OR-join semantics

Workflow languages typically offer support for various types of splits and joins.
One type of join, which shows up in various incarnations, is the OR-join. An
OR-join is used in situations when we need to model “wait and see” behaviour
for synchronisation. For example, a purchase process could involve the separate
purchase of one or two different items and the customer can decide whether he/she
wants to purchase one or the other or both. The subsequent payment task is to be
performed only once and this requires synchronisation if the customer has selected
both products. If the customer selected only one product, no synchronisation is
required before payment.

Different approaches assign a different (often only intuitive) semantics to this
type of join. Several variants and interpretations of the OR-join have been pro-
posed in the literature. In Rittgen’s report [Rit99], several possible interpretations
of OR-join semantics in the context of Event-driven Process Chains (EPCs) are
discussed. If the OR-join is preceded by a matching OR-split, the OR-join seman-
tics is taken to be “wait for the completion of all paths activated by the matching
split”. If there is no matching split, there could be at least three interpretations
of an OR join: “wait-for-all”, “first-come” and “every-time” [Rit99]. Even the
OR-join definition from the Workflow Management Coalition does not support
non-local semantics. An OR-join is defined as “a point within the workflow where
two or more alternative activity(s) workflow branches re-converge to a single com-
mon activity as the next step within the workflow. (As no parallel activity exe-
cution has occurred at the join point, no synchronisation is required.)” [WfM06].
This OR-join definition is similar to the “simple merge” pattern defined in the
workflow patterns as none of the incoming branches can execute in parallel.

Many systems and languages struggle with the semantics and implementa-
tion of the OR-join because its non-local semantics require a synchronisation
depending on an analysis of future execution paths. This may require some non-
trivial reasoning. Workflow management systems like InConcert, eProcess, and
WebSphere MQ Workflow have solved problems related to the OR-join using
syntactical restrictions. IBM WebSphere MQ Workflow [LR99] (used as a basis
for the BPEL standard) appears to offer full support for the OR-join for acyclic
workflows [ADK02]. As a consequence of the requirement for workflows to be
acyclic, loops are disallowed and the only way to introduce loops is by specifying
a postcondition for a subprocess; the subprocess is then repeated until the post-
condition evaluates to true. Other systems like Eastman and Domino Workflow
also support an OR-join concept with non-local semantics. The use of non-local
semantics may result in poor performance as is stated in the manual of East-
man: “Parallel instances can accumulate at a Join workstep if the instances are
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routed to the workstep by preprocessing rules. These instances will eventually
be joined by a RouteEngine subprocess (thread) that examines Join worksteps
for such instances. This Join scavenger thread reduces system efficiency, so rout-
ing to Join worksteps using preprocessing rules should be avoided” [Eas98]. It
seems to be challenging to select a suitable OR-join semantics and to implement
it efficiently. For a more complete discussion on OR-join semantics, we refer the
reader elsewhere [ADK02, AHKB03, AH02, Kie03, Kin04, Kin06].

The concept of OR-join is not limited to workflow systems. In van der Aalst
et al [ADK02], the authors highlight the technical, conceptual and practical prob-
lems with the formal semantics of the OR-join in EPCs. The authors suggest that
there is no sound formal semantics for EPCs that seems to satisfy the intuitive
semantics and that any formal semantics for EPCs will impose some restrictions
or will deviate from the informal semantics to some extent. The authors demon-
strate the problems using “vicious circles”, which are formed when two or more
OR-joins are in a feedback loop and each OR-join waits for the other OR-join to
complete first. Business Process Modelling Notation (BPMN) contains an OR-
join like construct called OR-join gateway [Whi04]6. In Wohed et al. [WAD+05],
it is shown that the OR-join gateway does not capture the desired behaviour for
unstructured workflows. The discussion about the semantics of the OR-join gate-
way does not seem to be closed as shown in the recent discussion on the internet
where the attention was drawn to the OR-join semantics in YAWL and whether
the OR-join gateway could benefit from this semantics7.

In the collection of workflow patterns, the synchronising merge pattern cap-
tures the essence of an OR-join. The OR-join construct in YAWL as proposed
by van der Aalst and ter Hofstede [AH05], is intended to provide direct support
for OR-join semantics while imposing no syntactical restrictions. This particular
OR-join semantics ignores other OR-joins on the path to a specific OR-join while
determining whether this OR-join should be enabled. This may yield counter-
intuitive results e.g., an OR-join firing prematurely. Moreover, in a nested spec-
ification the behaviour of an OR-join can be influenced by the presence of an
OR-join occurring in another decomposition. Hence, we believe that there is
scope for further improving the semantics of an OR-join concept in YAWL.

There are a number of complicating factors (cf. the vicious circle mentioned
earlier) when it comes to defining a general approach to OR-join semantics.
Firstly, cancellation regions complicate the computation of future states. A task
that an OR-join is waiting for that is in the cancellation region of some other
task may or may not be disabled. Such considerations make state space analysis
computationally expensive. Secondly, for workflows with infinite loops (e.g., a
continuous monitoring activity), the state space is infinite. Thirdly, it is an open
issue how a state space analysis for a certain OR-join should treat other OR-joins
that need to be considered.

In conclusion, the general approach to the OR-join behaviour is complicated,
both from a definition point of view (in terms of formally capturing a desired
intuitive semantics) and from a computational point of view (how does one de-

6http://www.bpmi.org
7http://www.bpmn.org/MeetingMinutes/Face-to-FaceMeeting2006-02-14.htm and

http://www.omg.org/archives/bpmn-ftf/msg00170.html
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termine whether an OR-join is enabled?). In this thesis, we revisit the YAWL
OR-join semantics as defined by van der Aalst and ter Hofstede [AH05] and try to
improve upon its drawbacks. We wish to preserve important characteristics of an
OR-join construct which are to wait for synchronisation and to continue execu-
tion when appropriate. We propose (non-local) formal semantics of an OR-join in
the presence of cancellation regions and infinite loops without adding structural
restrictions.

1.6 Verification

Given that deployed workflows may execute for a long time and may take many
actions that cannot be undone in a simple manner, it is desirable to detect errors
at design time. Workflow verification is concerned with determining, in advance,
whether a workflow does not exhibit certain undesirable behaviours.

There exists a body of work concerning the verification of workflow specifica-
tions expressed as Petri nets [AAH98, AHV00] or expressed in languages for which
mappings to Petri nets have been defined [Aal97, Aal98b, AH00, VBA01, Ver04].
In either case, verification boils down to examining certain properties of Petri
nets. In Verbeek’s thesis [Ver04], verification of workflow nets is discussed in de-
tail and Petri net analysis techniques are used to detect whether a workflow net is
sound or not. Unfortunately, these results are not straight forwardly transferable
to situations where languages are involved that use concepts not easily expressed
through Petri nets. YAWL is an example of such a language. In addition, the
introduction of new concepts such as cancellation regions and OR-joins may lead
to new properties that need to be analysed.

When a workflow contains a large number of tasks and involves complex con-
trol flow dependencies, verification can take too much time or it may even be
impossible. Applying reduction rules before carrying out verification could de-
crease the size of the problem by cutting down the size of the workflow that needs
to be examined while preserving some essential properties. As a result, reduction
rules could potentially decrease average case complexity of performing workflow
verification.

1.7 Succinct problem statement

In this thesis, two problems related to workflows with cancellation regions and
OR-joins are investigated.

First, there is a need to define the formal semantics of an OR-join that sup-
ports non-local semantics and at the same time, provides a general approach not
imposing unnecessary structural restrictions. In addition, the proposed OR-join
semantics must be decidable, i.e., the algorithmic approach must exist to deter-
mine whether an OR-join should be enabled. This approach should work for
workflows with multiple OR-joins, cancellation regions and infinite loops.

Second, there is a need to investigate new verification techniques for work-
flows with cancellation regions and OR-joins. The presence of cancellation and
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OR-joins poses new challenges for deciding the correctness of workflows. Their in-
troduction may lead to new properties that need to be checked, the design of new
algorithmic approaches and the management of their computational complexity.

1.8 Approach

This thesis addresses three interrelated issues for workflows with cancellation and
OR-joins. As YAWL has a formal foundation in Petri nets, provides comprehen-
sive support for the workflow patterns including direct support for cancellation
regions and OR-joins, and has an open-source implementation, YAWL represents
an ideal candidate through which the results in this thesis can be expressed8.
The ground work for this thesis starts with a reconsideration of the OR-join se-
mantics in YAWL. Next, possible verification techniques are explored for YAWL
workflows with cancellation and OR-joins. To try and manage the complexity of
verification, reduction rules are proposed.

1. OR-join semantics: An approach based on the translation of workflows
with cancellation regions and OR-joins into reset nets is proposed to define
a decidable and general OR-join concept with non-local semantics [FS98].
Reset nets are Petri-nets with reset arcs. A reset arc removes all tokens
from a place when its transition fires. Through the behaviour of reset arcs,
the behaviour of cancellation regions can be captured in a natural manner.
The OR-join approach uses the backwards coverability algorithm of Well-
structured Transition Systems [FS98, FS01, FRSB02] to cater for workflows
with an infinite state space.

2. Verification techniques: Four desirable properties for workflows with
cancellation regions and OR-joins are proposed. These are soundness, weak
soundness, irreducible cancellation regions, and immutable OR-joins. Using
the notions of coverability and reachability, these properties can be formu-
lated and algorithmic approaches can be derived.

3. Reduction rules: When dealing with large and complex workflows, work-
flow verification can easily become intractable. Hence, it becomes necessary
to consider potential optimisation techniques. A number of soundness pre-
serving reduction rules are proposed both at the reset net level and an at
the YAWL net level. Applying these reduction rules to YAWL workflows
may decrease the size of the workflow and hence, the time taken for verifica-
tion. The proposed reduction rules for reset nets are based on the reduction
rules for Petri nets [Mur89, DE95]. These rules then form the inspiration
for reduction rules for YAWL nets.

8However, the results and insights presented in this thesis are definitely not limited to YAWL;
they are applicable to a large set of languages used by various systems and standards
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1.9 Alternative approaches

In previous sections, the use of the Petri net formalism for workflow specification
and verification was discussed. Our proposed approach as it is clear from the
previous section is related to Petri nets. In this section, other formal approaches
to workflow specification and verification are briefly presented. We evaluate the
suitability of these alternatives based on their support for cancellation and OR-
joins. Detailed discussions comparing results and approaches in this thesis with
those in the literature are postponed until the relevant chapters.

There has been a long-running debate in the workflow community about the
suitability of Petri nets versus π-calculus as a formal foundation for workflow lan-
guages [Aal05]. The π-calculus was developed by Robin Milner as “a calculus of
communicating systems in which one can naturally express processes which have
changing structure” [MPW92, Mil99]. The calculus is an extension of the pro-
cess algebra CCS (Calculus of Communicating Systems). Perumal and Mahanti
describe how π-calculus can be used to formalise the workflow patterns [PW05].
In the approach presented for the OR-join, the only thing that is taken into
account is that tokens in any non-empty subset of input places could lead to
the execution of the OR-join. This completely ignores the non-local aspects of
the OR-join semantics. Stefansen proposes to encode the workflow patterns in
CCS [Ste05a]. In the proposed approach to the OR-join signalling is used to re-
port to an OR-join that a certain task has completed or that it has been skipped.
This approach has similar limitations with respect to loops as the approach taken
by MQ Series Workflow. The author also shows how the two cancellation patterns
could be modelled in CCS but suggests that the cancel case pattern results in a
very tedious encoding and a more abstract language would be useful. Stefansen
also proposes the SMAll Workflow Language (SMAWL) that uses translations to
CCS [Ste05b]. The language has two constructs called “choose any” and “do all”
to support the synchronising merge pattern. Detailed information on how these
constructs operate for complex workflows is not provided.

In the paper of Dumas and ter Hofstede [DH01], the authors examine the suit-
ability of UML activity diagrams 1.4 for workflow specification. In particular, it
is shown that, “given an appropriate clarification of their semantics, activity dia-
grams are able to capture situations arising in practice, which cannot be captured
by most commercial Workflow Management Systems” [DH01]. The authors do
not mention the patterns associated with OR-joins and cancellation directly. In
Wohed et al. [WAD+05], the analysis of control flow perspective in UML 2.0
in terms of the workflow patterns is carried out and the findings demonstrate
that the synchronising merge pattern is not directly supported by UML activity
diagrams but there is direct support for the cancellation patterns.

Different verification approaches for workflows have been proposed in the lit-
erature. One approach is the use of graph reduction techniques. Graph reduc-
tion techniques are proposed to identify certain conflicts [SO99]. The authors
claim that the correctness of a workflow can be determined by whether it can
be reduced to an empty graph after repeated application of the reduction rules.
Perumal and Mahanti propose another graph reduction algorithm to verify dead-
lock and lack of synchronisation [PM05]. The authors claim that their approach
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results in a simpler and more efficient graph algorithm than the one by Sadiq
and Orlowska [SO99]. None of these algorithms can verify cyclic workflow graphs
nor does the workflow language used many of the complex patterns into account.
In addition, there is no formal definition of semantics and no formal correctness
notation is provided.

In this paper by van der Aalst et al. [AHV02], it is shown that the reduction
rules presented by Sadiq and Orlowska [SO99] are not complete and as a result
some correct models are classified as incorrect. Instead, they propose an alter-
native algorithm using Workflow nets and Petri nets analysis techniques. This
algorithm has a comparable complexity but is complete and can even deal with
cyclic workflows. The approach is based on free-choice theory and is a nice il-
lustration that it is beneficial to map languages onto known theoretical models.
Ling and Zhou propose a “semantic deduce-based workflow verification method”
to verify workflows that support five basic constructs: sequence, AND-join, AND-
split, OR-join and OR-split [LZ05]. Cyclic workflows graphs are proposed to be
transformed into acyclic graphs before generation all instance subgraphs to deter-
mine the correctness. The semantics tables provide exhaustive list of all possible
situations for these five constructs and are used as the rules for deduction. How-
ever, this OR-join interpretation does not support non-local semantics and it is
simply mapped to a transition.

Propositional logic is proposed for workflow verification by Bi and Zhao [BZ04].
The approach uses an activity-based workflow modelling formalism and process
inference to detect properties such as deadlock, lack of synchronisation, activity
without termination and infinite cycles. The paper claims to support an OR-join
construct, but the enabling rule for an OR-join construct is not clearly stated.
There is also no mention of cancellation regions in these workflows.

1.10 Publications

The following papers have been published (or submitted for publication) based
on the research findings presented in this thesis.

• Moe Thandar Wynn, David Edmond, W.M.P. van der Aalst and A.H.M.
ter Hofstede, Achieving a General, Formal and Decidable Approach to the
OR-join in Workflow using Reset nets, In G. Ciardo and P. Darondeau,
editors, In Proceedings of the 26th International conference on Application
and Theory of Petri nets and Other models of Concurrency (Petri Nets
2005), 20-25 June, volume 3536 of Lecture Notes in Computer Science,
pages 423-443, Miami, USA, June 2005, Springer-Verlag.

• Moe Thandar Wynn, David Edmond, W.M.P. van der Aalst and A.H.M.
ter Hofstede, Synchronisation and Cancellation in Workflows based on Reset
Nets, Submitted to an international journal in Jan 2006.

• Moe Thandar Wynn, W.M.P. van der Aalst, A.H.M. ter Hofstede and D.
Edmond, Verifying Workflows with Cancellation Regions and OR-joins: An
Approach Based on Reset Nets and Reachability Analysis, In Proceedings
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of Business Process Management 2006 (short paper), volume 4102 of Lec-
ture Notes in Computer Science, pages 389-394, Vienna, Austria, Sep 2006,
Springer-Verlag.

• Moe Thandar Wynn, W.M.P. van der Aalst, A.H.M. ter Hofstede and D.
Edmond, Verifying Workflows with Cancellation Regions and OR-joins: An
Approach Based on Reset Nets and Reachability Analysis, BPM Technical
Report, BPM-06-16, BPMcenter.org, 2006.

• Moe Thandar Wynn, H.M.W. Verbeek, W.M.P. van der Aalst, A.H.M. ter
Hofstede and D. Edmond, Reduction Rules for Reset Workflow Nets, BPM
Technical Report, BPM-06-25, BPMcenter.org, 2006.

• Moe Thandar Wynn, H.M.W. Verbeek, W.M.P. van der Aalst, A.H.M. ter
Hofstede and D. Edmond, Reduction Rules for YAWL Nets with Cancella-
tion Regions and OR-joins, BPM Technical Report, BPM-06-24, BPMcen-
ter.org, 2006.

1.11 Outline

Chapter 2 acts as the formal foundation of the thesis and presents many of the
core definitions that are required for the chapters to follow. In particular, the
correctness notions of YAWL models and define a mapping from YAWL to reset
nets are discussed. In Chapter 3, a general, formal, and decidable approach for
OR-join semantics in YAWL is presented. Chapter 4 addresses verification tech-
niques for YAWL workflows with cancellation regions and OR-joins. Chapter 5
presents a set of reduction rules for a subclass of reset nets that is soundness
preserving. Chapter 6 presents a set of reduction rules for YAWL specifications
with and without OR-joins based on the reset reduction rules presented in Chap-
ter 6. Chapter 7 introduces a non-trivial scenario, the visa application process for
general skilled migration in Australia, modelled as a YAWL specification. This
specification is used to showcase the results presented in this thesis. Chapter 8
summarises the work presented in this thesis.
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Chapter 2

Formal foundations

This chapter introduces elementary definitions and concepts concerning Petri
nets, Reset nets, Workflow nets, and YAWL. We decide to follow the approach
of using Petri nets for formal specification of workflows due to the formalism,
graphical nature and analysis techniques. As cancellation and OR-joins cannot
be represented in Petri nets, we propose to use reset nets, which are Petri nets
with reset arcs. Reset arcs provide direct support for the cancellation feature.
Section 2.1 introduces Petri nets and reset nets. We then look at how a workflow
can be formally defined using Petri nets and reset nets. Section 2.2 presents def-
initions and properties of WorkFlow Nets (WF-nets) and Reset WorkFlow Nets
(RWF-nets), a subclass of reset nets. Section 2.3 is devoted to definitions and
properties of YAWL specifications. We give formal definitions of four structural
properties: soundness, weak soundness, irreducible cancellation regions, and im-
mutable OR-joins. Section 2.4 presents necessary abstractions and a function to
transform YAWL nets into corresponding RWF-nets.

Parts of this chapter have been published previously [WEAH05, WEAH06].

2.1 Petri nets and Reset nets

Petri nets were originally introduced by Carl Adam Petri [Pet62] and since then,
they are widely used as mathematical models of concurrent systems for various
domains [Pet81, DE95]. Numerous analysis techniques exist to determine various
properties of Petri nets and its subclasses [Pet81, DE95, Mur89, RR98a, RR98b].

Definition 2.1 (Petri net [Pet62, Pet81]) A Petri net is a tuple (P, T, F )
where P is a (non-empty finite) set of places, T is a set of transitions, P ∩T = ∅
and F ⊆ (P × T ) ∪ (T × P ) is the set of arcs.

Petri nets have a graphical representation that is easy to understand. A Petri
net is modelled with two types of nodes: places and transitions. Arcs connect
one type of node to the other. Graphically, places are represented by circles,
transitions by square boxes or bars, and arcs by directed arrows indicating the
flow. The direction of an arrow indicates whether a place is an input place of a
transition or an output place of a transition.
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A reset net is a Petri net with special reset arcs, that can clear the tokens
in selected places. Graphically, reset arcs are modelled as doubled-headed ar-
rows. Figure 2.1 shows a transition t with all possible combinations of input,
output and reset arcs. The nature of reset arcs matches closely with the con-
cept of cancellation in workflow modelling and reset nets are used as a formalism
for modelling workflows with cancellation. This approach allows us to leverage
existing literature and techniques in the area of Petri nets and reset nets in par-
ticular [ACJT96, Dar03, DFS98, DJS99, FRSB02, FS98, FS01].

Definition 2.2 (Reset net [DFS98]) A reset net is a tuple (P, T, F,R) where
(P, T, F ) is a Petri net and R : T → P(P ) provides the reset places for the
transitions1.

Figure 2.1: An example reset net

We now fix some additional notations that will be used throughout the thesis.

Notation 2.3 (preset, postset) Let N be a reset net and x ∈ P ∪ T , •x and
x• denote the set of inputs to x (preset) and the set of outputs of x (postset). If
the net N involved cannot be understood from the context, it is explicitly included,
and written as

N• x and x
N• . We write F+ for the transitive closure of the flow

relation F and F ∗ for the reflexive transitive closure of F . When we use F (x, y),
it evaluates to 1 if (x, y) ∈ F and to 0 if (x, y) 6∈ F .

Notation 2.4 (Reset function) The notation R(t) for a transition t returns
the set of places that it resets or an empty set if t does not reset. We write
R↼(p) for a place p ∈ P , which returns the set of transitions that can reset p,
i.e., R↼(p) = {t ∈ T |p ∈ R(t)}.

We use Figure 2.2 to explain the concepts and notations for reset nets2.

1Where P is a power set of P, i.e., X ∈ P if and only if X ⊆ P .
2This figure is inspired by a similar figure (Figure 1.1 on page 2) for a Petri net in the book

of Desel and Esparza [DE95].
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p1 p2

p3

p6p5p4

p1 p2

p3

p6p5p4

Figure 2.2: An example reset net before and after firing a transition

Example 1: In Figure 2.2, we have •t = {p1, p2}, t• = {p4, p5, p6}, R(t) = {p3}
and R↼(p3) = {t}.

Places can contain one or more tokens represented by black dots. The state
of a reset net is represented by a marking, that describes the number of tokens
in each place of a net.

Definition 2.5 (Markings) A marking is defined as M : P → IN and, just as
with ordinary Petri nets, it can be interpreted as a vector, function, and multiset
over the set of places P 3. IM(N) is used to represent a set of all possible markings
of a reset net N . M(p) returns the number of tokens in a place p if p in the domain
of M(p ∈ dom(M)) and 0 otherwise.

Example 2: In Figure 2.2, the left net shows a marking M where there is a
token in p1, two tokens in p2, two tokens in p3, and one token in p6 (denoted as
a multiset p1 + 2p2 + 2p3 + p6). M(p1) returns 1 where as M(p4) returns 0.

We use notations such as M ≤ M ′, M > M ′, M + M ′, and M ¦ M ′ for
comparison and operations on markings.

Notation 2.6 (Operations on markings) M ≤ M ′ iff ∀p∈P M(p) ≤ M ′(p).
M > M ′ iff ∀p∈P M(p) ≥ M ′(p) ∧ ∃p∈P M(p) > M ′(p). M + M ′ are multisets
such that ∀p∈P : (M + M ′)(p) = M(p) + M ′(p). Similarly, M ¦ M ′ are multisets
such that ∀p∈P : (M ¦ M ′)(p) = M(p) ¦ M ′(p) where for any natural numbers
a, b: a ¦ b is defined as max(a− b, 0).

The use of ¦ instead of − ensures that the number of tokens can never be a
negative number.

A transition is enabled when there are enough tokens in its input places. Note
that reset arcs do not change the requirements of enabling a transition.

Definition 2.7 (Enabling rule) Let N be a reset net, t ∈ T , and M ∈ IM(N).
Transition t is enabled at M , denoted as M [t〉, if and only if ∀p ∈ •t : M(p) ≥ 1.

3If X is a set over Y, it could also be interpreted as a bag which assigns to each element a
weight of 1. E.g., •t can be interpreted both as a set of places and as a bag where each place
has one token each
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The concept of firing a transition t in a net N is formally defined in Defini-

tion 2.8 and denoted as M
N,t→ M ′. If there can be no confusion regarding the net,

the expression is abbreviated as M
t→ M ′ and if the transition is not relevant, it

is written as M → M ′.

Definition 2.8 (Forward firing) Let N = (P, T, F, R) be a reset net, t ∈ T
and M, M ′ ∈ IM(N).

M
N,t→ M ′ ⇔ M [t〉∧

M ′(p) =

{
M(p)− F (p, t) + F (t, p) if p ∈ P \R(t)
F (t, p) if p ∈ R(t).

Example 3: In Figure 2.2, transition t is enabled at M = p1 + 2p2 + 2p3 + p6
as •t = {p1, p2} and p1 + p2 < M . When t fires, a new marking M ′ is reached,
where a token is removed from each input place of t, all tokens are removed from
each reset place of t and a token is added to each output place of t. The left net
shows the marking M = p1+2p2+2p3+p6 and the right net shows the reachable
marking M ′ = p2 + p4 + p5 + 2p6 after firing t.

It is possible to fire a sequence of transitions from a given marking in a reset
net resulting in a new marking using the forward firing rule defined above. This
sequence of transitions is represented as an occurrence sequence.

Definition 2.9 (Occurrence sequence) Let N = (P, T, F, R) be a reset net

and M,M1, ..., Mn ∈ IM(N). If M
t1→ M1

t2→ ...
tn→ Mn are firing occurrences then

σ = t1t2...tn is an occurrence sequence leading from M to Mn and it is written as
M

σ→ Mn.

We now define the concepts of reachability and coverability of markings from
a given marking in a reset net. A marking M ′ is reachable from another marking
M in a reset net, if there is an occurrence sequence leading from M to M ′.

Definition 2.10 (Reachability) Let N = (P, T, F,R) be a reset net and M, M ′ ∈
IM(N). M ′ is reachable in N from M , denoted M

N→ M ′, if there exists an oc-
currence sequence σ such that M

σ→ M ′.

The reachability set is the set of markings that can be reached from a given
marking M in a reset net after firing all possible occurrence sequences.

Definition 2.11 (Reachability set) Let N = (P, T, F, R) be a reset net and
M ∈ IM(N). The reachability set of the marked net (N, M), denoted N [M〉, is
the set that satisfies the following conditions:

1. M ∈ N [M〉 and

2. if transition t ∈ T and markings M1,M2 ∈ IM(N) exist such that M1 ∈
N [M〉 and M1

N1,t→ M2, then M2 ∈ N [M〉.

Definition 2.12 (Directed labelled graph) A directed labelled graph G = (V, E)
over label set L consists of a set of nodes V and a set of labelled edges E ⊆
V × L× V .
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The reachability graph is a directed labelled graph where the elements of the
reachability set form the nodes and the tuple consisting of a source marking that
enables a transition, the transition and the target marking that is reached by
firing the transition form the edges. The graph can be used to determine the
possible states of a reset net from an initial marking.

Definition 2.13 (Reachability graph) Let N = (P, T, F, R) be a reset net and
M ∈ IM(N). The directed labelled graph G = (V, E) with label set L = T is the
reachability graph of the marked net (N,M) iff

1. V = N [M〉 and

2. for any transition t ∈ T and markings M1,M2 ∈ IM(N) : M1
t→ M2 ⇔

(M1, t,M2) ∈ E.

p1 p4

p3

p2 t2

t3

t1 p1 p2+p3
p3+p4

p4

2p4
t1

t2

t3

t3

Figure 2.3: A reset net with an initial marking and its reachability graph

Example 4: In Figure 2.3, a reset net with an initial marking M = p1 is shown
together with its reachability graph. The reachability set N [M〉 = {p1, p2 +
p3, p3 + p4, p4, 2p4}. There are two occurrence sequences t1, t2, t3 and t1, t2.
From marking p2+p3, it is possible to fire either t2 or t3. If t2 is fired at p2+p3,
another marking p3 + p4 is reached, which still enables t3. Firing t3 at p3 + p4
results in 2p4. Note that there are no tokens in p2 and therefore, the reset arc
of p3 does not have an effect. On the other hand, if t3 is fired at p2 + p3, a
marking p4 is reached as t3 will remove all tokens from p2. As a result, transition
t2 cannot be enabled.

Liveness, boundedness and safeness are defined as in previous work [Pet81,
Mur89]. Liveness, boundedness and safeness can be determined from the reach-
ability graph.

Definition 2.14 (Liveness, boundedness, safeness [Pet81, Mur89]) A tran-
sition is live if it can be enabled from every reachable marking. A place is safe if
it never contains more than one token at the same time. A place is k-bounded if
it will never contain more than k tokens. A place is bounded if it is k-bounded
for some k.

If all places in a reset net are bounded, the reset net is also bounded and
hence, it is possible to generate a finite reachability set. If a place is unbounded,
the reachability set contains an infinite number of states (an infinite state space).
In such cases, reachability of a marking cannot be determined but coverability
can be determined. Coverability is a relaxed notion that can handle unbounded
behaviour. A marking M2 is said to be coverable from another marking M1 in a
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reset net if there is a reachable marking M ′ from M1 such that M ′ is bigger than
or equal to M2.

Definition 2.15 (Coverability) Let N = (P, T, F, R) be a reset net and M1,M2 ∈
IM(N). M2 is coverable from M1 in N, if there exists a marking M ′ such that
M ′ ∈ N [M1〉 and M ′ ≥ M2.

Example 5: In Figure 2.3, a marking p2 + p3 is a reachable marking, where as,
a marking p2 is not. However, the marking p2 is a coverable marking as there is
a reachable marking p2 + p3 which is greater than p2.

Next, two notations: projection and filtering are presented to allow operations
on selected places of a marking in a reset net. The notation M [P ′] restricts M to
a set of places P ′, i.e., a projection. For places not in P ′, the number of tokens
is zero. Let M1 = p1 + p2 + p3 and P ′ = {p1, p2}. M1[P

′] = p1 + p2 + 0p3 and
dom(M1[P

′]) = {p1, p2, p3}. Let M2 = p1 + 2p2, M2[P
′] > M1[P

′] is true as the
comparison between M and M ′ is restricted to the set of places in P ′ and M2 has
more tokens in p2.

Definition 2.16 (Projection) Let N = (P, T, F,R) be a reset net, M ∈ IM(N)
and P ′ ⊆ P . M [P ′] returns a projection such that dom(M [P ′]) = dom(M) and

M [P ′](p) =

{
M(p) if p ∈ P ′

0 if p 6∈ P ′.

The notation M ¹ P ′ is used to alter a marking based on a set of places
P ′, i.e., unlike M [P ′] the domain may be modified (extend or reduce the set
of places). Let M = p1 + p2 + p3 and P ′ = {p1, p2}. M ¹P ′ = p1 + p2 and
dom(M¹P ′) = {p1, p2}. If P ′ = {p1, p2, p3, p4}, M¹P ′ = p1 + p2 + p3 + 0p4 and
dom(M¹P ′) = {p1, p2, p3, p4}.

Definition 2.17 (Filtering ¹) Let N = (P, T, F, R) be a reset net, M ∈ IM(N)
and P ⊆ P ′. M¹P ′ returns a function such that dom(M¹P ′) = P ′ and

M¹P ′(p) =

{
M(p) if p ∈ P ′ ∩ dom(M)
0 if p ∈ P ′ \ dom(M).

We conclude this section with the notion of Backward firing that is used
to generate coverable markings for a reset net by firing transitions backwards.
Example 6: In Figure 2.2, it is possible to fire transition t backwards in the

right net at marking M = p2+p4+p5+2p6 as there are no tokens in place p3 that
is a reset place of t (i.e., M [R(t)] = 0p3 = t• [R(t)]). This results in a marking M ′

where one extra token is put into all input places of t and one token is removed
from all output places of t that are not reset places of t. Finally, one token is
put into all reset places of t. This results in a marking M ′ = p1 + 2p2 + p3 + p6.
Note that this marking M ′ has only one token in p3 whereas the marking shown
in the left net has two tokens in p3. This is because when firing backwards, it
is impossible to know how many tokens were originally present in a reset place.
Hence, the backwards firing rule returns a coverable marking and not necessarily
a reachable marking.
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Definition 2.18 (Backward firing) Let (P, T, F,R) be a reset net and M, M ′ ∈
IM(N). M ′ 99Kt M iff it is possible to fire a transition t backwards starting from
M and resulting in M ′.

M ′ 99Kt M ⇔ M [R(t)] ≤ t • [R(t)]∧
M ′(p) =

{
(M(p) ¦ F (t, p)) + F (p, t) if p ∈ P \R(t)
F (p, t) if p ∈ R(t).

For places that are not reset places, the number of tokens in M ′ is determined
by the number of tokens in M for p and the production and consumption of
tokens. If a place is an output place of t and not a reset place, one token is
removed from M(p) if M(p) > 0. If a place is an input place of t and not a
reset place, one token is added to M(p). For any reset place p, M(p) ≤ F (t, p)
because it is emptied when firing and then F (t, p) tokens are added. We do not
require M(p) = F (t, p) for a reset place p because the aim is coverability and
not reachability. M ′, i.e., the marking before (forward) firing t, should at least
contain the minimal number of tokens required for enabling t and resulting in a
marking of at least M . Therefore, only F (p, t) tokens are assumed to be present
in a reset place p.

2.2 WF-nets and RWF-nets

This section discusses the formalisation of workflow models using Petri nets. The
definition of a WorkFlow net (WF-net) serves as the basis for the formal definition
of a YAWL net. The notion of a Reset WorkFlow net (RWF-net) is introduced
to represent workflows with cancellation features.

A WF-net is defined as a subclass of Petri net with the following structural
restrictions [Aal98b]. There is exactly one begin place and exactly one end place.
Moreover, every node in the graph is on a directed path from the begin place to
the end place.

Definition 2.19 (WF-net [Aal98b, Ver04]) Let N = (P, T, F ) be a Petri
net. The net N is a WF-net iff the following three conditions hold:

1. there exists exactly one i ∈ P such that •i = ∅, and

2. there exists exactly one o ∈ P such that o• = ∅, and

3. for all n ∈ P ∪ T : (i, n) ∈ F ∗ and (n, o) ∈ F ∗.

We define Reset WorkFlow nets (RWF-nets) which are reset nets with the
same structural restrictions as WF-nets. RWF-nets represent a subclass of reset
nets.

Definition 2.20 (RWF-net) Let N = (P, T, F, R) be a reset net. The net N is
an RWF-net iff (P, T, F ) is a WF-net.

In an RWF-net, there is an input place i and an output place o and an initial
marking Mi and an end marking Mo is defined as follows:
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Notation 2.21 (Initial marking and End marking) Let N = (P, T, F,R)
be an RWF-net and i, o be the input and output places of the net. The initial
marking of N is denoted as Mi and it represents a marking where there is a token
in the input place i (i.e., Mi = i). Similarly, the end marking of N is denoted as
Mo and it represents a marking where there is a token in the output place o (i.e.,
Mo = o).

We now define two structural properties for an RWF-net: soundness and weak
soundness. An RWF-net is sound if and only if it satisfies three criteria: option
to complete, proper completion and no dead transitions.

Definition 2.22 (Soundness) Let N = (P, T, F, R) be an RWF-net and Mi,Mo

be the initial and end markings. N is sound iff:

1. option to complete: for every marking M reachable from Mi, there exists
an occurrence sequence leading from M to Mo, i.e., for all M ∈ N [Mi〉 :
Mo ∈ N [M〉, and

2. proper completion: the marking Mo is the only marking reachable from Mi

with at least one token in place o, i.e, for all M ∈ N [Mi〉 : M ≥ Mo ⇒
M = Mo, and

3. no dead transitions: for every transition t ∈ T , there is a marking M
reachable from Mi such that M [t〉, i.e, for all t ∈ T there exists an M ∈
N [Mi〉 such that M [t〉.

The soundness definition for an RWF-net is based on the previous soundness
definition [AH05] for WF-nets. The soundness of WF-nets has been shown to
correspond to boundedness and liveness properties of the short-circuited WF-
net [Aal97]. The soundness property of a WF-net can be determined from its
reachability graph and is decidable.

Note that reachability is not decidable for an arbitrary reset net [DJS99]. As
the soundness property of an RWF-net relies on reachability results, we will show
that the soundness property of an RWF-net is also not decidable 4. Suppose
we have a reset net N with an initial marking I, and we want to know whether
marking Q is reachable from I(see Figure 2.4). Note that we assume that every
transition in N has at least one input and one output place. We also assume that
there are no dead transitions in N .

We propose to wrap N in an RWF-net N ′ as shown in Figure 2.5. We will
show that N ′ is sound iff Q is not reachable from I. Note that the dotted lines
represent the boundary between places and transitions in the original reset net N .
Transitions with crosses in them represent global reset transitions. For the sake
of clarity, we have not drawn all the reset arcs between all places and the global
reset transitions. There is one global reset transition for each place in N which
reset all places, including i, p, q, s, and o. An RWF-net also does not support
weighted arcs and we assume that weighted arcs are not needed. However, if the
marking I and Q require this, it is possible to introduce extra transitions and

4This proof is due to Eric Verbeek and Marc Voorhoeve from Eindhoven University of
Technology.
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Figure 2.4: Reachability is undecidable for a reset net.

places to support it. Figure 2.5 demonstrates the idea behind the transformation
as given in Definition 2.23. We assume that p, q, r, s, t, i, o, u, v, y, tx do not
appear in N .

r

i

o

t

q pu v

s

I

Any
place
in I

Global resets

Any
place
in Q

Q

Any place in N

Any transition in N

y

N

Figure 2.5: Transformation of a reset net into an RWF-net to demonstrate that
soundness of an RWF-net is undecidable.

Definition 2.23 (transRWF) Let N = (P, T, F, R) be an RWF-net and I, Q ∈
IM(N). The function transRWF (N, I, Q) returns an RWF-net N ′ = (P ′, T ′, F ′, R′)
such that

P ′ = P ∪ {p,q, r, s, i,o},
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T ′ = T ∪ {t,u,v,y} ∪ {tx|x ∈ P},
F ′ =F ∪ {(i, t), (t,q), (t, r), (p,u), (q,u), (u, s), (u, r), (r,y), (r,v), (y,o)}

∪{(t, pQ)|pQ ∈ marked(Q)}
∪{(u, pI)|pI ∈ marked(I)}
∪{(s, ts)|ts ∈ T}
∪{(ts, s)|ts ∈ T}
∪{(x, tx)|x ∈ P}
∪{(tx,o)|x ∈ P}
∪{(pQ,v)|pQ ∈ marked(Q)},

R′ = R ∪ {(y, P ′)} ∪ {(tx, P ′)|x ∈ P}.
Lemma 2.24 (Soundness is undecidable for an RWF-net) Let N = (P, T, F, R)
be a reset net. Markings I, Q ∈ IM(N) and N ′ = transRWF (N)) = (P ′, T ′, F ′, R′).

N ′ is sound iff I 9N ′,∗ Q

Proof Let’s start with the initiation in N ′. From the initial marking Mi = i,
transitions t, v, and u will fire in that order. That is, i

t→ Q + q + r
v→ p + q

u→
I + s + r. Note that as long as u has not fired, the original reset net N will be
dead due to the “semaphore” place s. As a result of this initialisation, v will not
be dead.

Suppose Q is reachable from I in N ′. Then v can fire again. That is, if

I + s + r
N′,∗→ Q + s + r

v→ p + s , as •v = {Q, r}. It can be seen that p + s is
a dead marking and clearly, the end marking Mo = o cannot be reached. Hence,
N ′ is not sound.

Suppose Q is coverable but not reachable from I. Then v can fire again as
well, but some tokens will remain in some places in the original net N . Therefore,
at least one of the global reset places can fire and reset all places. As a result, Mo

will always be reachable. Suppose Q is not coverable from I. Then v can never
fire again, and tokens will also remain in some places in N and in place r. As
before, due to the global reset transitions x and y, Mo will always be reachable.

Thus, N ′ is sound if and only if marking Q cannot be reached from marking
I in the original net N . As the latter is known to be undecidable [DFS98],
soundness of the resulting RWF-net must be undecidable as well.

As the soundness property is not decidable for an RWF-net, we propose a
weaker property called weak soundness. The weak soundness definition for an
RWF-net relaxes the first criterion and reformulates the second and third criteria
using coverability results. As coverability is decidable for a reset net using the
backward firing rule of Definition 2.18 [DFS98, DJS99, FRSB02, FS01], the weak
soundness property for an RWF-net is also decidable.

Definition 2.25 (Weak soundness) Let N = (P, T, F, R) be an RWF-net and
Mi,Mo be the initial and end markings. N satisfies the weak soundness property
iff:

1. weak option to complete: Mo is coverable from Mi, and

2. proper completion: there is no marking M coverable from Mi such that
M > Mo, and
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3. no dead transitions: for every transition t ∈ T , there is a marking M
coverable from Mi such that M [t〉.

Please note that for the weak option to complete criterion, it only checks whether
it is possible to cover the final marking Mo from Mi (i.e., is there at least a path
that leads from Mi to Mo). It does not check whether all paths lead to the final
marking and hence, it will not detect partial deadlocks. Therefore, if an RWF-net
satisfies the soundness property, it also satisfies the weak soundness property but
not vice versa.

This concludes the formal foundation of workflow specifications based on Petri
nets and reset nets. Next, the definitions for the workflow language YAWL are
presented and the correctness notions for YAWL models are discussed.

2.3 Formalisation of YAWL

As mentioned in the introduction, the workflow language YAWL represents a ref-
erence implementation for the workflow patterns. YAWL has a formal semantics
as well as a graphical notation. YAWL provides comprehensive support for pat-
terns that are either not easily modelled (e.g., cancellation)or cannot be modelled
(e.g., OR-joins) using Petri nets. Therefore, we propose to realise our research
findings on workflows with cancellation regions and OR-joins using the workflow
language YAWL. An overview of YAWL can be found in the paper by van der
Aalst and ter Hofstede [AH05]. Figure 2.6 shows some of the YAWL constructs
used in this thesis. A YAWL specification is made up of tasks, conditions and
a flow relation between tasks and conditions. YAWL uses the terms tasks and
conditions to avoid confusion with Petri net terminology (transitions and places).
In Figure 2.7, we have a YAWL model with four tasks (A, B, C and D), three
conditions (c1, c2, c3), unique start and end conditions. Task A is modelled as
an AND-split task. That means that after A is executed, tasks B and C can be
enabled in any order. Only when both B and C are completed, D can be enabled
as D is modelled as an AND-join task. The next section introduces the formal
definitions for YAWL nets and then proposes four structural properties.

start
condition

end
conditioncondition remove

 tokens

AND-split
 task

XOR-split
 task

OR-split
task

AND-join
 task

XOR-join
 task

OR-join
 task

Figure 2.6: Symbols in YAWL
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Figure 2.7: An example EWF-net

2.3.1 EWF-nets and E2WF-nets

A YAWL specification is formally defined as a nested collection of Extended
Workflow Nets (EWF-nets). A YAWL specification supports hierarchy and a
composite task unfolds into another EWF-net. For our purposes, it suffices to
consider only one EWF-net in isolation and we present here the definition of
an EWF-net and refer the reader elsewhere [AH05] for a formal definition of
a YAWL specification. Reachability and firing rules for an EWF-net are also
defined in [AH05] 5.

Definition 2.26 (EWF-net [AH05]) An extended workflow net (EWF-net) N
is a tuple (C, i,o, T, F, split , join, rem, nofi) such that6

• C is a set of conditions and T is a set of tasks,

• i ∈ C is the unique input condition and o ∈ C is the unique output condi-
tion,

• F ⊆ (C \ {o} × T ) ∪ (T × C \ {i}) ∪ (T × T ) is the flow relation,

• every node in the graph (C ∪ T, F ) is on a directed path from i to o,

• split: T → {AND, XOR,OR} specifies the split behaviour of each task and
join: T → {AND, XOR, OR} specifies the join behaviour of each task,

• rem: T 9 P(T ∪ C \ {i, o}) specifies the cancellation region for a task,

• nofi: T 9 N × Ninf × Ninf×{dynamic, static} specifies the multiplicity of
each task (minimum, maximum, threshold for continuation, and dynam-
ic/static creation of instances).

In an EWF-net, tasks can be connected directly to other tasks but conditions
cannot be connected directly to other conditions. For example, in Figure 2.7,
there is a direct connection between tasks C and D. We introduce an implicit
condition between two tasks if there is a direct connection between them to enable
a mapping to reset net formalism . In Figure 2.8, we show the corresponding

5We will use these semantics for the tasks, except for OR-join semantics where the new
semantics defined in Chapter 3 is used

6Note that we are using basic mathematical notations such as 9 for a partial function, N
for natural numbers, and Ninf for N ∪ {inf }.
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cC,D

Figure 2.8: An example E2WF-net for the net in Figure 2.7

explicit EWF-net (E2WF-net) for the net in Figure 2.7. Note that a new condition
cC,D has been introduced. We denote the set of conditions extended to include
implicit conditions as Cext, and denote the extended flow relation as F ext. We
now define an explicit extended workflow net (E2WF-net) using Cext and F ext as
follows:

Definition 2.27 (E2WF-net) Let N = (C, i,o, T, F, split , join, rem, nofi) be
an EWF-net, the corresponding explicit EWF-net (E2WF-net) is defined as
(Cext, i,o, T, F ext, split , join, rem, nofi) where

Cext = C ∪ {c(t1,t2) | (t1, t2) ∈ F ∩ (T × T )} and
F ext =(F \ (T × T ))

∪{(t1, c(t1,t2)) | (t1, t2) ∈ F ∩ (T × T )}
∪{(c(t1,t2), t2) | (t1, t2) ∈ F ∩ (T × T )}.

We assume that all EWF-nets considered are first transformed into E2WF-
nets. The notion of preset, postset, markings, and others defined for a reset net
is also used for an E2WF-net. Similarly, the notion of initial and end markings
defined for an RWF-net is also used for an E2WF-net where i, o are input and
output conditions. Since, an EWF-net is just a formal terminology for a YAWL
net, we propose to use the synonym “YAWL net” for an EWF-net. Similarly, we
propose to use the term “eYAWL-net” (explicit YAWL net) for an E2WF-net.

2.3.2 Structural properties

Four structural properties of an eYAWL-net: soundness, weak soundness, irre-
ducible cancellation regions, and immutable OR-joins are presented next.

An eYAWL-net is sound if and only if it satisfies the following three crite-
ria: option to complete, proper completion and no dead tasks. The soundness
property of an eYAWL-net (Definition 2.28) is closely related to the soundness
property of an RWF-net (Definition 2.22). The only difference is the type of
model being considered (RWF-net vs eYAWL-net).

Definition 2.28 (Soundness) Let N be an eYAWL-net and Mi,Mo be the ini-
tial and end markings. N is sound iff:

1. option to complete: for every marking M reachable from Mi, there exists
an occurrence sequence leading from M to Mo, and
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2. proper completion: the marking Mo is the only marking reachable from Mi

with at least one token in condition o, and

3. no dead tasks: for every task t ∈ T , there is a marking M reachable from
Mi such that M [t〉.

To detect the soundness property, all reachable markings need to be generated
and it is not possible to generate reachable markings for a YAWL specification
with an infinite state space. Therefore, a weaker property called weak soundness
that describes the minimal requirements for the soundness property and that
can be used for a YAWL specification with an infinite state space is proposed 7.
Definition 2.25 is closely related to Definition 2.29. The only difference is the
type of model considered (RWF-net vs eYAWL-net). The concept of reachability
is defined using the YAWL semantics [AH05] except for an OR-join where the
semantics defined in this thesis is used.

Definition 2.29 (Weak soundness) Let N be an eYAWL-net and Mi,Mo be
the initial and end markings. N satisfies the weak soundness property iff:

1. weak option to complete: Mo is coverable from Mi, and

2. proper completion: there is no marking M coverable from Mi such that
M > Mo, and

3. no dead transitions: for every task t ∈ T , there is a marking M coverable
from Mi such that M [t〉.

The concept of weak soundness and soundness are discussed in detail using a
number of examples. In these examples, we identify a task by it name when no
confusion can occur. Also from this point onwards, whenever the term net is left
unqualified it refers to a eYAWL-net.

Figure 2.9: A YAWL net with an OR-split task A and an AND-join task D

Figure 2.9 describes a net with an OR-split task A and an AND-join task D.
Let Mi and Mo the initial and end markings. First, let us see whether this net
satisfies the weak option to complete criterion for the weak soundness property.
As A is an OR-split task, it is possible to enable B or C or both after firing A. The
following occurrence sequence is possible: i

A→ c1 + c2
B→ c1 + c3

C→ c3 + c4
D→

o. Therefore, Mo is reachable from Mi and hence, Mo is also coverable from

7The term “weak soundness” introduced here has a different meaning to the one introduced
by Martens [Mar03]
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Mi. Thus, this net satisfies the weak option to complete criterion. The option
to complete criterion for the soundness property states that from all reachable
markings from Mi, Mo should be reachable. Due to the OR-split behaviour of A,
there are three possible reachable markings after firing A: c1, c2 and c1 + c2. It
has been noted that c1 + c2 can reach Mo. As for the two reachable markings
the following occurrence sequences are possible: i

A→ c1
C→ c4 and i

A→ c2
B→ c3.

It can be seen that these two sequences cannot reach Mo due to the AND-join
behaviour of D and the model will deadlock. As these are reachable markings
from Mi that cannot reach Mo, it does not satisfy the option to complete criterion
for the soundness property.

By following the same principle, it is possible to test whether it satisfies the
proper completion and the dead transitions criteria. It is not possible to reach
a marking larger than o and therefore, the net satisfies the proper completion
criterion. Also, all tasks A, B, C and D can be enabled at some reachable
markings and therefore, no dead tasks criterion is also satisfied. Therefore, we
can conclude that the net is weak sound but not sound as it does not satisfy
option to complete criterion for the soundness property.

Next, a net with cancellation that does not satisfy neither the weak soundness
property nor the soundness property is presented in Figure 2.10. In this net,
A is an AND-split task, D is an AND-join task and the cancellation region for
task C includes c2, c3 and B. Now, consider a possible occurrence sequence: i

A→
c1 + c2

B→ c1 + c3
C→ c4. Note that when C fires at the marking c1 + c3, a token

has been removed from c3 and the marking c4 is reached. From the marking c4,
it is not possible to enable D (AND-join) and the net is in deadlock. As Mo is not
coverable from Mi, the net does not satisfy the weak option to complete criterion
and hence, it is not weak sound. If the net is not weak sound, then it is also not
sound.

Note that with a slight modification to the cancellation region in Figure 2.10,
it is possible to create a net that satisfies the weak soundness property. Let
us assume now that the cancellation region only contains c2 and B and not
c3. Using the same occurrence sequence as before, it is now possible to have
i

A→ c1 + c2
B→ c1 + c3

C→ c3 + c4
D→ o. In this case, the net satisfies the weak

option to complete criterion as Mo is coverable from Mi and is therefore weak
sound. However, it is still not sound as the following occurrence sequence is
possible: i

A→ c1 + c2
C→ c4 where a token is removed from c2 after firing C at

c1 + c2. Marking c4 is a reachable marking from Mi and from c4, Mo cannot be
reached. Therefore, the option to complete criterion for the soundness property
cannot be fulfilled.

These examples illustrate that it is not easy to detect potential problems
without performing the full state space analysis and they motivate us to develop
an analysis technique for detecting the correctness of YAWL specifications. In
addition to the weak soundness property and the soundness property for YAWL
nets, two additional properties for nets with cancellation regions and OR-joins
are proposed: irreducible cancellation regions and immutable OR-joins. These
properties are proposed to decide whether a net contains any unnecessary OR-
joins and cancellation regions.

Reducible elements in the cancellation region of a task represent elements that
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Figure 2.10: A YAWL net with cancellation

can never be active at cancellation time and therefore, can never be cancelled by
the task. For instance, in Figure 2.11, condition c3 is modelled to be in the
cancellation region of task CT . However, after executing task A, a decision
is made to either execute task B or CT but not both as A is an XOR-split.
Therefore, it is never possible to mark condition c3 while task CT is executing.
In the above example, the term “executing” has been used loosely. According
to the YAWL semantics, a task can be in one of the three task states mi et,
exect, and mi ct

8. These states represent the intermediate states for enabling,
executing and completing a YAWL task. For our purpose, we consider a task
to be executing if there is a token in any one of these three states. We abstract
from these places and will use just one place pt to indicate whether a task is
active. This treatment of a YAWL task is in line with the mappings to reset nets
provided later in Section 2.4.

Definition 2.30 (Reducible cancellation element) Let N be an eYAWL-net.
N has a reducible cancellation element x (w.r.t some task), iff there exists a task
t ∈ T such that x ∈ rem(t) and

• if x ∈ C, a marking where t is executing (i.e., pt is marked) and x is
marked is not coverable from Mi,

• if x ∈ T , a marking where both t and x are executing (i.e., pt + px) is not
coverable from Mi.

Figure 2.11: A YAWL net with a (reducible) condition c3 in the cancellation
region of CT

8There is one other state for a YAWL task, mi at, which is used for multiple instances.
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Definition 2.31 (Irreducible cancellation regions) Let N be an eYAWL-net.
N satisfies the irreducible cancellation regions property iff for all x ∈ ran (rem),
x is not a reducible cancellation element w.r.t some task t in dom (rem) 9.

An OR-join task is said to be convertible, when it could be better represented
as either an XOR-join or an AND-join task. Such tasks arise in two circumstances:
(i) when it is never possible to reach a marking which marks more than one
input condition of the task and (ii) when all input conditions of the task are
marked in all markings that enables the OR-join task. The objective is to detect
unnecessary OR-join tasks at design time as the non-local semantics of OR-join
requires expensive runtime analysis. This can be detected by looking at markings
in the reachability set that enable an OR-join task. In Figure 2.12, OR-join task
D is only enabled when all input conditions are marked (due to an AND-split task
A) and therefore, D should be modelled as an AND-join instead of an OR-join.

Definition 2.32 (Convertible OR-join) Let N be an eYAWL-net and t be an
OR-join task in N . OR-join task t can be modelled as

• an XOR-join if only one condition in •t is ever marked in the enabling
markings of t, i.e., ∀M∈N [Mi〉(M [t〉 =⇒ ∃!p∈•t(M(p) > 0)),

• an AND-join if for all conditions in •t are always marked in the enabling
markings of t, i.e., ∀M∈N [Mi〉(M [t〉 =⇒ ∀p∈•t(M(p) > 0))10.

Figure 2.12: A YAWL net with a (convertible) OR-join task D

Definition 2.33 (Immutable OR-joins) Let N be an eYAWL-net. N satisfies
the immutable OR-joins property iff for all t ∈ T , join(t) = OR implies that t is
not a convertible OR-join.

In this section, formal definitions for a YAWL net and four structural proper-
ties have been presented. In the next section, the mappings from YAWL to reset
nets are demonstrated.

9dom means the domain of a function and ran means the range of a function
10We are using here the reset net notation of reachable markings for YAWL. The formal

semantics of the OR-join is defined in Chapter 3.
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2.4 Linking YAWL to reset nets

This section describes how an eYAWL-net can be transformed into a reset net.
But first, a number of abstractions from YAWL nets are proposed thus enabling
a mapping to reset nets. Even though YAWL is based on Petri nets, the language
supports complex constructs such as multiple instances, hierarchy, cancellation,
OR-joins that are not easy to model in Petri nets. For OR-join analysis and
for verification, cancellation plays a very important role and it is not possible to
abstract from cancellation regions. However, other constructs such as multiple
instances and hierarchy do not affect the OR-join analysis or verification and
hence, it is possible to abstract from them.

2.4.1 Abstractions

We propose to abstract from the following features of YAWL for the purposes of
OR-join analysis and verification.

• composite tasks and hierarchy : A YAWL specification could contain mul-
tiple YAWL nets with hierarchical structure and a composite task is used
to unfold these nets. We propose to treat a net as a flat net, and ignore
the hierarchical structure. That is, composite tasks will be treated as black
boxes. The assumption is that if a composite task can be enabled and
executed, it will terminate at some time, and tokens will be placed in the
appropriate output condition(s) of the composite task. As a result, even
if there is an OR-join in the composite task, it will not influence the de-
cision to enable another OR-join at a higher level. For verification, each
net is analysed individually to determine the soundness property of the net.
Hence, composite tasks can be abstracted and the hierarchical structure of
a YAWL specification is ignored.

• multiple instances : A multiple instances task can be used to execute a
particular task a number of times in parallel. For this abstraction, it is
assumed that the engine is capable of keeping the multiple instances apart,
and that it will synchronise them at the end. Therefore, it is necessary
to only take a single instance into account during OR-join analysis and
verification.

• internal conditions of a task : The YAWL semantics [AH05] defines a task
as having internal conditions and state transitions. As they represent in-
termediate states, it is possible to consider only one internal state together
with the input and output conditions of a task during OR-join analysis and
verification.

• other perspectives : We focus our attention on the control flow perspective
only. We propose to abstract from the data perspective. In particular,
branching conditions of XOR-split and OR-split tasks are not taken into
account when considering the execution flow. We also abstract from the
resource perspective, the operational perspective and exception handling
considerations.
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2.4.2 Mapping to an RWF-net

After abstractions from the features mentioned in the previous subsection, a net
is considered as having tasks with various split and join behaviours, possible
cancellation sets and explicit and implicit conditions. For a net without OR-
joins, there is then a straight-forward mapping into an RWF-net. Note that a net
with one or more OR-joins cannot be mapped directly into an equivalent RWF-net
as the non-local semantics of OR-join task must be taken into account. This issue
will be addressed in detail in Chapter 3 as part of defining the formal OR-join
semantics.
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Figure 2.13: Reset net transformations for YAWL split and join behaviours

Figure 2.13 illustrates the approach taken in the transformation for a net
without OR-joins. In general, a condition is mapped onto a place, and a task
onto two sets of transitions and an intermediate place. The transitions in the first
set start the task (modelling the join behaviour), whereas the transitions in the
second set complete it (modelling the split behaviour). In Figure 2.13, labels S
and E are used to denote start transitions and end transitions. Condition names
are also used to differentiate transitions within a particular set (e.g., transition
tp1

S represents the start transition for task t that has p1 as its input).

A transformation function transE2WF converts a net without OR-joins into
the corresponding RWF-net. Function R stores all transitions and its associated
reset places. As a task in an eYAWL-net is now split into a number of tS and tE
transitions depending on the split and join behaviour, a place pt is introduced for
each task t to represent an internal place between tS and tE. The flow relation
F ′ is also modified so that the newly introduced places in P ′ and transitions T ′

are properly connected.

Definition 2.34 (transE2WF) Let N = (C, i,o, T, F, split , join, rem, nofi) be
an eYAWL-net without OR-joins. The function transE2WF(N) returns N ′ =
(P, T ′, F ′, R) such that

P = C ∪ {pt|t ∈ T} is a set of places,
T ′ = Tstart ∪ Tend such that
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Tstart = {tS|t ∈ T ∧ join(t) = AND}
∪{tpS|t ∈ T ∧ join(t) = XOR ∧ p ∈ •t},

Tend ={tE|t ∈ T ∧ split(t) = AND}
∪{tpE|t ∈ T ∧ split(t) = XOR ∧ p ∈ t•}
∪{txE|t ∈ T ∧ split(t) = OR ∧ x ⊆ t • ∧ x 6= ∅},

F ′ ={(p, tS)|t ∈ T ∧ join(t) = AND ∧ p ∈ •t}
∪{(tS, pt)|t ∈ T ∧ join(t) = AND}
∪{(pt, tE)|t ∈ T ∧ split(t) = AND}
∪{(tE, p)|t ∈ T ∧ split(t) = AND ∧ p ∈ t•}
∪{(p, tpS)|t ∈ T ∧ join(t) = XOR ∧ p ∈ •t}
∪{(tpS, pt)|t ∈ T ∧ join(t) = XOR ∧ p ∈ •t}
∪{(pt, t

p
E)|t ∈ T ∧ split(t) = XOR ∧ p ∈ t•}

∪{(tpE, p)|t ∈ T ∧ split(t) = XOR ∧ p ∈ t•}
∪{(pt, t

x
E)|t ∈ T ∧ split(t) = OR ∧ x ⊆ t • ∧ x 6= ∅}

∪{(txE, p)|t ∈ T ∧ split(t) = OR ∧ x ⊆ t • ∧ x 6= ∅ ∧ p ∈ x},
R ={(tE, {pt′|t′ ∈ rem(t) ∩ T} ∪ (rem(t) ∩ C))|t ∈ T ∧ split(t) = AND}

∪{(tpE, {pt′ |t′ ∈ rem(t) ∩ T} ∪ (rem(t) ∩ C))|t ∈ T ∧ split(t) = XOR
∧ p ∈ t•}
∪{(txE, {pt′ |t′ ∈ rem(t) ∩ T} ∪ (rem(t) ∩ C))|t ∈ T ∧ split(t) = OR
∧ x ⊆ t • ∧ x 6= ∅}
∪{(tE,∅)|t ∈ T \ dom rem ∧ split(t) = AND}
∪{(tpE,∅)|t ∈ T \ dom rem ∧ split(t) = XOR ∧ p ∈ t•}
∪{(txE,∅)|t ∈ T \ dom rem ∧ split(t) = OR ∧ x ⊆ t • ∧ x 6= ∅}
∪{(t,∅)|t ∈ Tstart}.

The transformation returns an RWF-net where input and output conditions
i,o ∈ C map to unique begin and end places i,o ∈ P in the corresponding RWF-
net and where every node in the graph (P ∪ T ′, F ′) is on a directed path from i
to o.

Lemma 2.35 Let N = (C, i,o, T, F, split , join, rem, nofi) be an eYAWL-net with-
out OR-joins. N ′ = transE2WF(N) = (P, T ′, F ′, R) is an RWF-net.

Remark: Please note that there is a slight difference between the current
YAWL semantics and the reset net semantics as presented in this thesis. Accord-
ing to the YAWL semantics [AH05, page 264], the definition of the bindingenter

function has a condition, which states that a task is instantiated only once for a
given identifier. This stops additional instances of a task from being created while
another instance is active. However, in the reset net mappings, this behaviour
is allowed. This difference in the timing of instantiation results in different be-
haviours for non-safe nets (with cancellation regions), where it is possible for a
task to be instantiated more than once at the same time. This needs to be solved
using a self-loop place that is marked by the first transition and cleaned by the
last one. This will ensure that the two semantics behave in an identical manner.
However, for simplicity we doe not add this place and it should also be noted
that there is no real argument for enforcing safe tasks.
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Summary

This chapter serves as a formal foundation and provides the various definitions
and properties which will be used throughout the thesis. We have introduced
and defined concepts on Petri nets, Reset nets, WF-nets, RWF-nets. The key
contributions of this chapter include the definitions of four structural properties
for YAWL nets and the transformation function from YAWL nets without OR-
joins to RWF-nets. The next chapter will focus on the OR-join. The reason we
did not deal with the OR-join in this chapter is that the non-local semantics of
the OR-join inhibits a simple translation.
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Chapter 3

OR-join semantics

In business process modelling, there is a need for a control flow construct that al-
lows partial synchronisation. Other alternatives for this type of join are XOR-join
and AND-join. XOR-join does not allow for synchronisation and the task follow-
ing the XOR-join may be completed multiple times. In some cases, this might
not be desirable or expensive. On the other hand, AND-join construct requires
strict synchronisation. All paths must be completed before the task following the
AND-join can be completed. As a result, the entire workflow can deadlock if not
every path can be completed. The behaviour of partial synchronisation provides
a middle ground between these two join structures. Even though this type of
join construct is useful in business process modelling, its semantics are difficult
to capture and to implement. We call this type of join construct “an OR-join”.

The difficult question arises as to when an OR-join should wait for synchro-
nisation and when it should go ahead. This decision cannot be made locally,
that is, just by evaluating the immediate input places of an OR-join. It requires
the awareness of the current state of the workflow and needs to find out whether
more tokens can reach the OR-join from the current state. It is well-known in
the literature that there is no sound semantics of an OR-join that can match the
intuitive semantics. The issue with vicious circles is well-documented [ADK02]
where it is possible for an output of one OR-join to be the input of another OR-
join and vice versa. This chapter provides a suitable semantics for an OR-join
and gives a concrete algorithm to support the implementation.

The contributions of this chapter are threefold. Firstly, the OR-join semantics
as proposed by van der Aalst and ter Hofstede [AH05] is re-examined. We will
argue that its behaviour does not match the informal semantics in the context
of OR-joins. Secondly, the mapping of YAWL nets to reset nets is exploited to
find an algorithmic solution to the non-trivial problem of OR-join enablement.
Thirdly, two restriction techniques are proposed to make the OR-join algorithm
more efficient.

In Section 3.1, the problems with the original OR-join semantics in YAWL
are discussed and alternative treatments for OR-joins are proposed by taking into
account other OR-joins in a net. Section 3.2 proposes a new semantics for the
OR-join in YAWL. Section 3.3 demonstrates an algorithm for OR-join analysis
based on backwards search techniques drawn from the area of Well-Structured
Transition systems [DFS98, FS01]. This section also contains the proof for back-
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wards firing rule. Section 3.4 presents two restriction techniques to improve the
efficiency of OR-join analysis. Section 3.5 describes the implementation in the
context of the open source system YAWL and provides a detailed analysis of its
performance. Section 3.6 discusses related work on OR-join semantics.

This chapter presents and expands upon work published previously [WEAH05].

3.1 Original OR-join semantics

In this section, the informal semantics of an OR-join is first explained using a
number of examples. Two problems associated with multiple OR-joins in a YAWL
net are then discussed using the OR-join semantics as defined by van der Aalst
and ter Hofstede [AH05]. Some alternative treatments for OR-joins on the path
to other OR-joins are then proposed.

The OR-join is a control flow construct that sometimes behaves like an AND
join and sometimes like an XOR join based on the current context. Consider
the car servicing scenario shown in Figure 3.1. When a customer requests car
servicing, the mechanic needs to perform a number of tasks. After scheduling
the car for service, the mechanic performs two tasks: one to make a checklist of
servicing requirements and one to check for other faults that need to be repaired.
These two tasks can be done in any order. If the mechanic finds a problem
that requires repair actions, he/she will wait until other service requirements are
identified before performing necessary repairs. If the service requirements have
been identified first, the mechanic will wait for the outcome of the other task:
check for faults. There are two possible outcomes from check for faults: a fault is
either detected or there is no fault. When the outcome is known, servicing can be
started. As a result, the perform servicing task has been modelled as an OR-join.
Before generating the bill, we should make sure that all the necessary checks and
maintenance tasks have been performed. If there is no fault, the generate bill
task will wait for synchronisation until the perform servicing task is completed.
Otherwise, it can be started when the servicing has been completed for both
regular maintenance and necessary repairs. Hence, the generate bill task is also
modelled as an OR-join. The car servicing scenario in Figure 3.1 highlights the
need for a construct like OR-join in process modelling. The decision to start the
generate bill task requires knowledge of the status of all other tasks in the process
model and, hence, is non-local.

Schedule service
Perform car 

servicing

Generate bill

Identify yearly
servicing requirements

Check for faults

Figure 3.1: Car servicing scenario
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In general, an OR-join task is enabled at a marking if and only if at least one
of its input conditions is marked and it is not possible to reach a marking that
still marks all currently marked input conditions (possibly with fewer tokens)
and at least one that is currently unmarked. If it is possible to place tokens in
the unmarked input conditions of an OR-join in the markings reachable from the
current marking, then the OR-join task should not be enabled and wait until
either more input conditions are marked or until it is no longer possible to mark
more input conditions. This is the desired behaviour of an OR-join and we will
refer to this as the informal semantics of an OR-join.

Next, a series of YAWL nets are presented to establish the need for complex
analysis to determine whether an OR-join is enabled. For simplicity, the YAWL
nets use short labels (e.g., A, c1, etc.) to identify tasks and conditions. This
allows us to focus on the control flow requirements for a particular net.

c2A

c3

c1

C

c4

E

c6

B

D

c5

Figure 3.2: A structured YAWL net with an OR-split task A and an OR-join
task E

Figure 3.2 is a net where A is an OR-split task and E is an OR-join task. An
OR-split task is also called multiple choice as one or more paths can be selected
after executing the task. Consider a marking M = c1 + c5 (i.e., a marking with
two tokens, one in c1 and one in c5). This marking results from the scenario
where two outgoing paths leading to B and to C, were selected after completing
task A, and where task C has been executed. At M , there is a token in the input
condition c5 of OR-join task E. To determine whether task E should be enabled at
M , we need to find out whether tokens could be put into c4 or c6 in the reachable
markings of M . It is possible to reach a new marking M ′ = c4 + c5 from M by
firing task B and therefore, E should not be enabled at M . Now consider whether
task E would be enabled at marking M ′ = c4 + c5. At M ′, c4 and c5 have one
token each and there are no other tokens in the net. Hence, it is not possible
for c6 to be marked in the reachable markings of M ′. Task E is enabled at M ′.
As this is a “structured” net, task E is not enabled until the tokens from all the
active threads from task A reach the input conditions of E.

From the above example, it could be thought that an OR-join evaluation only
depends on the number of active paths out of an OR-split. If that is true, it is pos-
sible to know in advance the number of active paths to wait for synchronisation.
Figure 3.3 represents a slight modification to the YAWL net of Figure 3.2 and it
shows that this notion is false. In Figure 3.3, c4 is an input condition of task F
and c5 and c6 are input conditions of task E. Consider a marking M=c1 + c5. In
this case, there is no reachable marking from M that has any tokens in c6 and
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c2A

c3

c1

C
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E

c6
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Figure 3.3: A YAWL net modified from Figure 3.2

therefore, E is enabled at M . So, even though two active paths are chosen after
OR-split task A, the OR-join evaluation should not wait for tokens from both
paths, as it is possible that not all the tokens are on the path to an OR-join task.

c2

c5

C

c3

c1

B

c4

D c7

c6

A E

Figure 3.4: A YAWL net with two OR-join tasks C and D
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Figure 3.5: The reachability graph of the YAWL net in Figure 3.4

Next, the behaviour of OR-joins is described using an example with one OR-
split and two OR-joins. The example in Figure 3.4 demonstrates a net with
AND-split task A, AND-join task E, OR-split task B and OR-join tasks C and
D. The graph of Figure 3.5 shows the reachable markings from the initial marking
i to the end marking o. A node in the reachability graph represents a reachable
marking and an edge represents a task that is executed to reach that particular
marking. First consider a marking M = c1 + c2 + c3 where there is a token in
input condition c1 of OR-join task C and in input condition c3 of OR-join task D
in addition to the token in input condition of task B. To determine whether tasks
C and D should be enabled at M , we need to find out whether either condition c4
or c5 is marked in the reachable markings from M . We can see that by executing
task B, it is possible to reach markings c1 + c3 + c5 or c1 + c3 + c4 + c5 that
mark c5, an input condition of task D not marked in M . Alternatively, markings
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c1+c3+c4, c1+c3+c4+c5 could be reached by executing task B and they mark
c4, an input condition of task C not marked in M . As it is possible to reach a
new marking from M which can put a token in an unmarked input condition of
the OR-join tasks C and D, neither task C nor D is enabled at M . If a marking
M ′ = c1 + c3 + c4 is considered, where all the input conditions of C (i.e., c1
and c4) are marked, then C is enabled at M ′. Task D will also be enabled at
M ′ as it is not possible for another token to arrive at input condition c5. Note
that in the scenario where we move from M to M ′, task D was not enabled in
M and, although no tokens were added to the input conditions of this task, it
became enabled in M ′. In this example, the two OR-joins do not interfere with
one another as they do not share input conditions.

A c1 B c2

E

C c3 D

Figure 3.6: A YAWL net with a cancellation task C and an infinite loop

Now, let us consider OR-joins in the context of cancellation. Figure 3.6 de-
scribes a net with (i) task C removing tokens from the conditions c1, c2 and from
internal conditions of task B when firing, (ii) an OR-join task E and (iii) two in-
finite loops between c1, c2, c3, C and D. At a marking M = c2, one of the input
conditions of E is marked and an analysis needs to be performed to decide whether
both c2 and c3 are marked in reachable markings of M . The following sequence
of reachable markings from M can be observed: c2

C→ c3
D→ c1 + c2

B→ 2c2
C→ c3.

Similarly, there is another sequence: c2
C→ c3

D→ c1 + c2
C→ c3, note that this is

due to the cancellation feature of C removing tokens from c2 when firing. Re-
gardless of which path is taken from the marking c2, a marking c3 is reached and
not a marking c2 + c3 (i.e., at the expense of c2). The conclusion is that it is not
possible to reach a marking c2 + c3 or bigger from M and therefore, E is enabled
at M .

Suppose now that task C no longer has a cancellation set associated with it
in Figure 3.6. From the marking M = c2, the following sequence of reachable
markings can be observed: c2

C→ c3
D→ c1 + c2

B→ 2c2
C→ c2 + c3. As it is possible

to reach c2+c3 which marks more input conditions of E, E should not be enabled
at M . This example demonstrates the possible effect that the cancellation feature
of a task has on the OR-join analysis.

From the above examples, it is clear that the OR-join semantics requires
careful analysis and the decision to enable an OR-join cannot be made locally.
Any OR-join algorithm must evaluate possible reachable markings from a given
marking to determine whether there is a possibility of a token arriving at a
currently unmarked input condition of an OR-join (while all input conditions
which were already marked remain marked though possibly with fewer tokens).
This algorithm potentially needs to be applied every time a marking changes
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and the OR-join analysis could place a significant load on any workflow engine
required to execute it, cf. the quote from the manual of Eastman [Eas98] in the
introduction.

3.1.1 Problems with original OR-join semantics

Two problems may be identified with the OR-join semantics of YAWL as it has
been defined by van der Aalst and ter Hofstede [AH05]. The first problem is
related to the treatment of other OR-joins preceding an OR-join under consider-
ation. The OR-join semantics ignores other OR-joins when analysing whether a
particular OR-join should be enabled at a given marking. In Figure 3.7, there are
two OR-join tasks, E and F in the net. Consider a marking M = c1 + c3 where
the OR-join analysis for F is performed. After executing task C, it is possible to
reach either c3 + c4, c3 + c5 or c3 + c4 + c5. One possible occurrence sequence
is c1 + c3

C→ c3 + c4 + c5
D→ c3 + c4 + c6

E→ c3 + c7. Hence, M ′ = c3 + c7 is
a reachable marking from M . However, the original OR-join semantics ignores
other OR-joins on the path to F, so task E and the associated conditions will
not be taken into account, and M ′ is therefore not considered as a reachable
marking during the OR-join analysis of F. As a result, the analysis will conclude
incorrectly that there is no possibility of another token arriving in c7, F would
be enabled at M and no synchronisation takes place. This behaviour is probably
not what one would expect from this model. It would also result in multiple exe-
cutions of F and then more than one token would be produced for o. A net which
can produce a token for the output condition o while still having tokens in the
other conditions is considered as not having proper completion and is therefore
not sound [Aal98b]. We have seen that as the analysis of a given OR-join does
not consider the possibility of a token arriving from a path which has an OR-join,
this could result in premature enabling and multiple execution of OR-join tasks.

c1

c5

c2

C

c4

c3

c7

F

B

D c6

A

E

Figure 3.7: A YAWL net with an OR-join task E preceding another OR-join task
F

The second problem relates to unfolding of composite tasks during an OR-
join analysis. This implies that a net at a lower level cannot be considered as a
black box. If the lower level net contains OR-joins, it will impact on the OR-join
analysis at a higher level net. Consider a specification where task B in Figure 3.7
is a composite task that is unfolded into a net with an OR-split and an OR-join
task as shown in Figure 3.2. The composite task B will be unfolded to the net
in Figure 3.2 (including the OR-join task E at lower level). The composite task
can be started with a token in c2 and after completion, will put a token in c3.
However, during OR-join analysis for F at a marking M = c2+c7, the net will be
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unfolded and OR-join task E at the lower level is ignored. The OR-join semantics
will then conclude incorrectly that F should be enabled at M because condition
c3 . This demonstrates that composite tasks cannot be seen as black boxes and
the analysis takes into account the net at the lower level.

3.1.2 Optimistic and pessimistic approaches

The informal semantics of an OR-join can be supported easily when there is only
one OR-join in a given net. However, when dealing with multiple OR-joins where
one precedes the other, the semantics is not well-defined. The question arises as to
“how to treat other OR-joins in the workflows while we try to decide whether one
OR-join should be enabled?”. Next, we propose to solve this issue by considering
one OR-join at a time during the analysis. Therefore, we investigate a way of
providing other OR-joins in the workflow non-local semantics. We believe this
strategy is better than ignoring these OR-joins completely during the analysis
(as used in the original semantics proposed for YAWL).

Instead of ignoring other OR-join tasks during the analysis, two alternative
treatments have been proposed for those OR-joins: either as XOR-joins (opti-
mistic) or as AND-joins (pessimistic). Both optimistic and pessimistic approaches
support the informal semantics by delaying enablement when there is a possibility
of more tokens arriving to unmarked input conditions of an OR-join. We believe
that these two alternatives result in formal semantics which is more closely re-
lated to the informal semantics of OR-joins and still allow for sound semantics
(i.e., avoids the fixpoint problems discussed in van der Aalst et al. [ADK02]).

The treatment of an OR-join on the path to another OR-join as an XOR-
join is an optimistic approach. It is considered optimistic as the analysis waits
for synchronisation if the resulting XOR-join can be enabled. Consider a mark-
ing M = c1 + c3 in Figure 3.7 where an OR-join analysis for task F would
be performed. Instead of ignoring the OR-join task E during the analysis, it
will be treated as an XOR-join task. It means that the occurrence sequence
c1+ c3

C→ c3+ c4
E→ c3+ c7 would be considered. As a result, F is not enabled at

M . This interpretation of OR-join task E as an XOR-join, prevents F from being
enabled prematurely and it matches more closely with the informal semantics of
an OR-join.

The treatment of an OR-join on the path to another OR-join as an AND-
join is a pessimistic approach, as this approach now requires tokens in all input
conditions of the AND-join and if it is not possible, the OR-join will be enabled.
Consider again M = c1 + c3 in Figure 3.7 where an OR-join analysis for task F
would be performed. This time, instead of ignoring task E, it will be treated as an
AND-join task. Due to the OR-split behaviour of task C, tokens can be present in
c4 or c5 or both after firing C. The occurrence sequence c1+ c3

C→ c3+ c4+ c5
D→

c3 + c4 + c6
E→ c3 + c7 is possible. As a token can be put in c7 while c3 remains

marked, F is not enabled at M . This preserves the same informal semantics as
an optimistic approach, and both approaches result in delaying the enablement
of the OR-join task F.

When OR-joins are in conflict, there might not be any satisfactory treatment
for OR-joins. In Figure 3.8, we have an unusual situation described as a vicious
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circle by Kindler [Kin04] where the OR-joins are in conflict and it is unclear what
the informal semantics of the model should be. In Figure 3.8, there are two OR-
join tasks B and C which are in conflict with each other and this Figure is inspired
by a similar figure in Kindler’s paper [Kin04]. Condition c3 is an output condition
of C and an input condition of B and c4 is an output condition of B and an input
condition of C. Consider a marking c1 + c2 where an OR-join analysis is to be
carried out for tasks B and C. Using the optimistic approach, task C is treated
as an XOR-join task during the analysis for B. As a result, a reachable marking
c1 + c3 + c6, which marks both input conditions of B can be found. Therefore, B
should not be enabled at c1 + c2. Similarly, we treat B as an XOR-join task for
the analysis of task C and there is a reachable marking c2 + c4 + c5. Therefore,
task C is not enabled at c1 + c2. As a result of this optimistic approach, the
net is in deadlock. Using the pessimistic approach, we treat task C as an AND-
join task during the analysis for B. At the marking c1 + c2, it is not possible to
enable C due to the AND-join semantics, and therefore, task B will be enabled
and can be fired, which yields the marking c2 + c4 + c5 . This will enable task
C and after firing C, the marking c3 + c5 + c6 results. Therefore, tasks B and C
could potentially keep firing alternatingly thus resulting in a potentially infinite
number of firings of task D. The same is true for the analysis of task C. It can
be seen that the pessimistic approach would result in multiple tokens in the end
condition. The original semantics that ignores other OR-joins would also result
in a similar behaviour to the pessimistic approach. In this case, it is hard to see
what formal semantics to choose. Therefore, it is hard to come up with a formal
semantics that has “desirable behaviour”.

c1

c2 c6

c5

c4c3A D

B

C

Figure 3.8: OR-join tasks B and C in conflict

In most cases, treating other OR-joins on the path as XOR-joins using an
optimistic approach is more appropriate for the analysis. Consider a scenario
where task C in Figure 3.7 is an XOR-split task rather than an OR-split task.
Let us consider a marking c1 + c3 and treat task E as an AND-join task. As it is
not possible for task E to fire due to the XOR-split and AND-join combination,
the OR-join analysis will conclude that F should be enabled. As a result, task F
could be executed more than once and the net does not have proper completion.
The analysis will reach the same conclusion as the current semantics in YAWL
where the semantics ignores OR-join dependencies.

From the above discussions, it is evident that there is no ideal treatment
for non-local OR-join semantics in YAWL. Any formal semantics imposes some
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restrictions or it deviates from the informal semantics to some extent. In our pro-
posal, the deviation is due to the treatment of other OR-joins as either XOR-joins
or AND-joins during the enabling analysis of a given OR-join. We have shown
that both approaches are valid and can be used during the OR-join analysis. The
treatment of other OR-joins as XOR-joins allows the most delay while waiting
for synchronisation and for this reason, the optimistic approach (XOR-join treat-
ment) is chosen for formal semantics during OR-join analysis. The limitation of
this approach is that a workflow with vicious circles [ADK02] will be in a livelock
as both OR-joins will wait for each other to fire first.

3.2 Proposed OR-join semantics

This section proposes new OR-join semantics for YAWL that exploits mappings
from YAWL to reset nets as defined in Chapter 2. This is made possible by the
fact that some concepts of YAWL such as multiple instances, composite tasks
and internal state transitions of a task could be abstracted from the net for the
purpose of OR-join analysis. First, for convenience, some background definitions
for reset nets are presented. Next, a function to transform a YAWL net with
OR-joins into a reset net is given. Finally, a new OR-join semantics for YAWL
that closely matches the informal semantics is defined.

3.2.1 Background definitions

The function marked returns the set of marked places in a reset net for a given
marking M .

Definition 3.1 (Marked) Let N = (P, T, F, R) be a reset net and M ∈ IM(N):
marked(M) = {p ∈ dom(M) | M(p) > 0}.

The v relation indicates that M marks fewer or the same places as M ′. This
is a looser notion of smaller markings than ≤, because only the marking of places
is considered and the number of tokens in a place is ignored. The notation @ is
used to indicate that M marks strictly fewer places than M ′.

Definition 3.2 (v) Let M, M ′ be two markings of a reset net: M v M ′ iff
marked(M) ⊆ marked(M ′), M @ M ′ iff M v M ′ and not (M ′ v M).

The function superM returns whether it is possible to reach a marking from
M which marks more places in a set of places P ′.

Definition 3.3 (superM) Let N = (P, T, F, R) be a reset net and M ∈ IM(N)
and P ′ ⊆ P be a set of places for consideration, superM(N, M, P ′) holds iff there
is a marking M ′ such that M

∗→ M ′ and M [P ′] @ M ′[P ′].

3.2.2 Mapping from YAWL with OR-joins to reset nets

For a YAWL net with OR-joins to be converted into a reset net, it is necessary
to get rid of OR-joins as they have non-local semantics. As mentioned in sub-
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section 3.1.2, we propose to define the formal semantics of a general OR-join in
YAWL by treating other OR-joins in the workflow as XOR-joins. This essentially
provides us with one transformed net for each OR-join in the workflow. A net
with OR-joins can be transformed into a reset net by first singling out one OR-
join (the one that we would like to decide whether it can be enabled), removing
it from the net, and then changing other OR-joins in the net to XOR-joins. The
transformation rule defined in Definition 2.34 for a net without OR-joins can be
used for all tasks that are not OR-joins. For OR-join tasks, all except the one
under consideration are transformed as if they are XOR-joins and the OR-join
under consideration is removed. The reason that this OR-join can be removed is
because only reachable markings that mark the input places of the OR-join are
relevant when deciding whether the OR-join should be enabled.

Definition 3.4 (transE2WFOJ) Let N be a YAWL net with OR-joins and
N ext be the eYAWL-net of N and o-j be an OR-join task under consideration.
The function transE2WFOJ(N, o-j) returns N ′ = (P, T ′′, F ′′, R) such that P , T ′,
Tstart, Tend, F ′, and R are as defined in Definition 2.34 and T ′′ and F ′′ are defined
as follows:

T ′′ = T ′
start ∪ Tend,

T ′
start = Tstart ∪ {tpstart|t ∈ T ∧ join(o-j) = OR ∧ t 6= o-j ∧ p ∈N• t}, and

F ′′ = F ′∪ {(p, tpstart)|p ∈N• t ∧ t ∈ T ∧ join(t) = OR ∧ t 6= o-j}
∪{(tpstart, pt)|p ∈N• t ∧ t ∈ T ∧ join(t) = OR ∧ t 6= o-j}.

This effectively converts a net with OR-joins into a reset net for a given OR-
join. Note that a net without OR-joins is transformed into exactly one reset net
whereas a net with multiple OR-joins is transformed into a number of reset nets
depending on the number of OR-joins.

We now define how a given marking M in an eYAWL-net can be linked to a
marking MR in the corresponding reset net for a particular OR-join in consider-
ation. For all the conditions that exist in an eYAWL-net, they will be marked
exactly the same as in the corresponding marking and the newly introduced places
in the reset net have zero tokens. This marking marks all the places in the reset
net which correspond to conditions in N with the same number of tokens. This
marking is referred to as the corresponding marking and is denoted as MR.

Definition 3.5 (MR) Let N be an eYAWL-net, C be the set of conditions in
N , M be a marking of N , o-j be the OR-join task under consideration, NR =
transE2WFOJ(N, o-j) be the corresponding reset net, P be the set of places in NR

and MR ∈ IM(NR).

MR(p) =

{
M(p) if p ∈ P ∩ C
0 if p ∈ P \ C.

3.2.3 Definition and illustration of OR-join semantics

You may recall that informally an OR-join task is enabled when there is at least
one token in one of the input conditions and there is no possibility of a token
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arriving at one of the yet unmarked input conditions of the OR-join. Otherwise,
the OR-join task waits for synchronisation. The following steps are proposed to
decide whether an OR-join task o-j should be enabled at a current marking M
of a given net.

1. translate the net into a reset net using Definition 3.4,

2. apply superM function to determine whether it is possible to mark more
input places of o-j in the reachable markings from M , and

3. if at least one of the input places of o-j is marked at M and superM evaluates
to FALSE, o-j is enabled at M . Otherwise, o-j is not enabled at M .

Definition 3.6 (OR-join semantics) Let N = (C, T, F, R) be an eYAWL-net,
M be a marking of N , o-j be the OR-join task under consideration, NR =
transE2WFOJ(N, o-j) be the corresponding reset net and MR ∈ IM(NR). o-j
is enabled at M iff ∃p ∈ •o-j : M(p) ≥ 1 and superM(NR,MR, •o-j) does not
hold.

c2

C

c3

c4

Dc
BDA

c1

B

Figure 3.9: An eYAWL-net N with OR-join tasks C and D
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Figure 3.10: A reset net for OR-join analysis of task D in Figure 3.9

We now describe how the transformations will be performed for a net with two
OR-join tasks C and D as shown in Figure 3.9. Note that an explicit condition
cBD has been added for the implicit condition between tasks B and D. Figure 3.10
shows an equivalent reset net for the eYAWL-net in Figure 3.9 for OR-join analysis
of task D. The OR-join task C is on the path to task D and C is treated as an XOR-
join task. Also note that OR-join task D has been removed from the net. Consider
a marking M = c1+ cBD of N where the decision to enable the OR-join task D is
performed. There is a corresponding marking for the reset net, MR = c1 + cBD.
The input places of task D are c4 and cBD. We need to investigate whether
it is possible to reach a marking that marks both c4 and cBD. The sequence

c1 + cBD
Cc1

start→ pC + cBD
Cend→ c4 + cBD exists and hence, it is possible to reach

M ′′ = c4 + cBD from M . Therefore, superM(transE2WFOJ(N, o-j),MR, •o-j)
holds as MR

∗→ M ′′ and MR[{c4, cBD}] @ M ′′[{c4, cBD}]. The OR-join analysis
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for task D will conclude that D should not be enabled at marking M as it is
possible to reach a marking from M that marks more input places of the OR-join
than M does.

Next, we look at how the new OR-join semantics can be operationalised and
an algorithmic approach towards determining OR-join enablement is examined.

3.3 Operationalising the OR-join

The main objective of the OR-join algorithm is to determine, for a given OR-
join, whether there is a reachable marking M ′ from M such that more input
places of that OR-join could be marked at M ′. This analysis is performed by
first transforming an eYAWL-net (with OR-joins) into a reset net for a given
OR-join task using the function transE2WFOJ and then calling the proposed
OR-join algorithm. The algorithm is based on backward search techniques for
Well-Structured Transition Systems (WSTSs) [ACJT96, DFS98, FRSB02, FS98,
FS01]. The algorithm works backwards by computing the predecessor markings
for a given marking, as opposed to the forward approach used in coverability tree
algorithms.

A reset net can be represented as a WSTS and the backwards algorithm has
been successfully applied to solve the coverability problems for reset nets [DFS98,
LL00]. In subsection 3.3.1, we present some relevant definitions from the litera-
ture. In subsection 3.3.2, we apply these concepts to reset nets.

3.3.1 Well structured transition systems (WSTS)

WSTSs are “a general class of infinite state systems for which decidability results
rely on the existence of a well-quasi-ordering between states that is compati-
ble with the transitions” [FS01]. The existence of a well-quasi-ordering over an
infinite set of states ensures the decidability of termination and coverability prop-
erties [DFS98, FS01].

Definition 3.7 (Well-Structured Transition System [DFS98]) A well struc-
tured transition system (WSTS) is a structure S = 〈Q,→,≤〉 such that Q is a set
of states, →⊆ Q × Q is a set of transitions, ≤⊆ Q × Q is a well-quasi-ordering
(wqo) on the set of states, satisfying the simple monotonicity property, m → m′

for markings m,m′ ∈ Q and m1 ≥ m imply m1 → m′
1 for some m′

1 ≥ m′.

Reset nets can be seen as a WSTS 〈Q,→,≤〉 with Q the set of markings, M → M ′

if for some t, we have M
t→ M ′ and ≤ the corresponding ≤ order on markings

(which is a wqo) [LL00].

Definition 3.8 (Upward-closed set [FS01]) Given a quasi-ordering ≤ on X,
an upward-closed set is any set I ⊆ X such that y ≥ x and x ∈ I entail y ∈ I.
To any x ∈ X we associate ↑x =def {y|y ≥ x}. A basis of an upward-closed I is
a set Ib such that I =

⋃
x∈Ib ↑x.
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Given a WSTS 〈Q,→,≤〉 and a set of states I ⊆ Q, Pred(I), pb(I) and
Pred∗(I) can be defined [LL00]. The immediate predecessors of I: Pred(I) =
{x|x → y ∧ y ∈ I}, all predecessor states of I, Pred∗(I) = {x|x ∗→ y ∧ y ∈ I}
and pb(I) =

⋃
y∈I pb(y) where pb(y) yields a finite basis of ↑Pred(↑{y}) (i.e.,

pb(y) yields a finite set such that ↑pb(y) = ↑Pred(↑{y})) [LL00].

A finite basis of Pred∗(↑{y}) is computed as the limit of the sequence I0 ⊆ I1 ⊆
... where I0 =def {y} and In+1 =def In ∪ pb(In) [LL00]. The sequence eventually
stabilises at some In when ↑In+1 =↑In and a stabilisation point is reached that has
the property ↑In = Pred∗(↑{y}) [LL00]. As ↑{y} is upward-closed, Pred∗(↑{y})
is upward-closed [FS01].

3.3.2 WSTSs and reset nets

The coverability problem for a reset net is as follows: given two markings x and y,
can we reach y′ ≥ y starting from x [LL00]. The backwards reachability analysis
can be performed to decide the coverability [DFS98, FRSB02, LL00] provided
that ≤ is decidable and pb(y) exists and can be effectively computed [FS01]. In
the context of reset nets, the backward firing rule (cf. Definition 2.18) is used to
define pb(M) for a given marking. We now show that pb(M) can be effectively
computed and that the property ↑pb(M) = ↑Pred(↑{M}) holds.

Lemma 3.9 Let (N, M) be a marked reset net. pb(M) = {M ′|∃t∈T M ′ 99Kt M}
where ↑pb(M) = ↑Pred(↑{M}).

Proof First, we will prove that ↑pb(M) ⊆↑Pred(↑{M}).
Let M1 ∈↑pb(M), we need to show that M1 ∈↑Pred(↑{M}). There is an M2 ≤ M1

such that M2 ∈ pb(M). Therefore, there exists a t ∈ T such that M2 99Kt M . We

will show that this implies that there is an M3 such that M3 ≥ M and M2
t→ M3.

The markings M , M1, M2 and M3 with the associated firing rules are shown in
Figure 3.11. M is described as the relationship between input, output and reset
arcs of transition t. Firing transition t backwards at M results in M2. A token
will be placed into each input place of t. For instance, an input place of t that
has x number of tokens will now has x + 1. The same is true of any output place
of t with y number of tokens. At M2, the number of tokens is reduced by 1 (if
possible), i.e., max(y − 1, 0). We use the max function to ensure that negative
numbers are avoided. The same is true if the input place is also an output place.
If it has z tokens before, now it will have max(z, 1). A reset place will have zero
token. If a reset place is also an input place of t, it will have one token. If a reset
place is also an output place, it will have zero tokens. If a reset place is also an
input place as well as the output place, that place will have one token. By firing
a transition t at M2, we can reach a new marking M3. One token is removed
from each input place of t in M2, one token is put into each output place of t
and the tokens are removed from the reset places. Hence, we can conclude that
M3 ∈↑{M}, M2 ∈ Pred(↑{M}), and M1 ∈ ↑Pred(↑{M}).

Second, we will prove that ↑Pred(↑{M}) ⊆↑pb(M).
Let M1 ∈ ↑Pred(↑{M}), we need to show that M1 ∈ ↑pb(M). This is shown
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Figure 3.11: Sketch of the first part of the proof

in Figure 3.12. There is a M2 ≤ M1 such that M2 ∈ Pred(↑{M}). Hence,

there is an M3 ≥ M such that M2
t→ M3. We will show that this implies that

there is a M4 such that M2 ≥ M4 and M4 99Kt M . Such a marking M4 can be
constructed as shown in Figure 3.12. We can see that M ≤ M3 as x′ ≤ x − 1,
z′ ≤ z and y′ ≤ y + 1. Note that indeed M4 ≤ M2. Clearly: x′ + 1 ≤ x (because
x′ ≤ x − 1), max(z′, 1) ≤ z (because z′ ≤ z and z ≥ 1) and max(y′ − 1, 0) ≤ y
(because y′ ≤ y + 1 and y ≥ 0). Since, M4 ∈ pb(M) and M1 ≥ M4, we conclude
M1 ∈↑pb(M).

The coverability question now becomes: is there an x′ ∈↑In such that x′ ≤ x.
{y} is a basis of upward closed set ↑{y} and we can determine that y is coverable
from x if there exists a x′ ∈ Pred∗(↑{y}) such that x′ ≤ x (because ≤ is a wqo).

3.3.3 Procedures

We now present the procedures that operationalise the coverability question for
reset nets and propose an algorithmic approach for determining OR-join enable-
ment using a backwards coverability algorithm for WSTSs.

The procedure Coverable returns a Boolean value to indicate whether a
marking y is coverable from a marking x of a reset net [LL00].
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Figure 3.12: Sketch of the second part of the proof

PROCEDURE Coverable (Marking x, y): Boolean
Marking x′;
BEGIN

for x′ ∈ FiniteBasisPred∗({y}) do
if x′ ≤ x then return TRUE; end if ;

end for;
return FALSE;

END

The procedure FiniteBasisPred∗ returns a set of markings which represents a
finite basis of all predecessors and is based on the method described by Leuschel
and Lehmann [LL00].

PROCEDURE FiniteBasisPred∗ (SET Marking I): SET Marking
SET Marking K, Knext;
BEGIN

K := I; Knext := K ∪ pb(K);
while not IsUpwardEqual(K,Knext) do
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K := Knext; Knext := K ∪ pb(K);
end while;
return K;

END

The procedure call IsUpwardEqual(K, Knext) is used to detect whether the
stabilisation point has been reached i.e., ↑Knext =↑K, cf. [FS98].

PROCEDURE IsUpwardEqual (SET Marking K,SET Marking Knext): Boolean
BEGIN

return K = Knext;
END

The procedure pb(I) returns pb(I) such that pb(I) =
⋃

x∈I pb(x) [LL00].

PROCEDURE pb (SET Marking I): SET Marking
SET Marking Z = ∅; Marking M ;
BEGIN

for M ∈ I do Z := Z ∪ pb(M); end for;
return Z;

END

pb(M) is effectively computed for reset nets by “executing the transitions back-
wards and setting a place to the minimum number of tokens required to fire the
transition if it caused a reset on this place” [LL00].1 Note that, in our case, this
minimum is one as there are no weighted arcs. We will make use of backward
firing rule as defined in Definition 2.18 in Chapter 2. For each transition t ∈ T ,
it is possible to determine whether an M ′ exists such that M ′ 99Kt M . Hence,
pb(M) = {M ′|∃t∈T M ′ 99Kt M}.

PROCEDURE pb (Marking M): SET Marking
SET Marking Z = ∅;
BEGIN

for t ∈ T do
if M [R(t)] ≤ t • [R(t)] then

Z := Z ∪ {((M ¦ t•) + •t)[P \R(t)] + (M + •t)[R(t)]};
end if ;

end for;
return Z;

END

The coverability findings of a reset net are then applied to the OR-join analy-
sis. Let (N,M) be a marked eYAWL-net, o-j be the OR-join task under consid-
eration, X be •o-j, N ′ be the corresponding reset net and Y be a set of markings
such that each marking in Y has only one token in each of the marked input
places of o-j in M and one token in exactly one of the unmarked input places

1Note that the algorithm described by Leuschel and Lehmann [LL00] is incorrect. pb(M) is
defined in a rather naive way by Leuschel and Lehmann [LL00, page 105]. Applying pb(M) to
the empty marking yields a counter example, since it is not a finite basis for ↑Pred∗(↑{M}).
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of the o-j in M . To determine whether o-j should be enabled at M , we need to
determine whether there exists a M ′ ∈ Pred∗(Mw) such that M ′ ≤ M for each of
the markings Mw ∈ Y (coverability question). Each marking Mw in Y satisfies
the condition M [X] @ Mw[X], i.e., Mw has tokens in more input places of the
OR-join o-j and if Mw can be reached from M , the OR-join is not enabled.

The procedure OrJoinEnabled is called with parameters M and X and it
returns a Boolean value to indicate whether o-j should be enabled at M .

PROCEDURE OrJoinEnabled (Marking M , SET Place X): Boolean
SET Marking Y ; Marking Mw;
BEGIN

Y := {q +
∑

p∈X:M(p)>0 p | q ∈ X ∧ M(q) = 0};
for Mw ∈ Y do

if Coverable(M, Mw) then return FALSE; end if ;
end for;
return TRUE;

END

3.3.4 Worked examples

Throughout this chapter several examples have been presented which indicate
that it is a non-trivial task to decide if an OR-join is enabled or not. Clearly, the
algorithm can be applied successfully to these situations. To illustrate its inner
working in some detail we use some additional examples.

c2A

c3

c1 c4

D

c5C

B

Figure 3.13: A YAWL net with OR-join tasks B and D

Figure 3.13 shows a net with an AND-split task A, an XOR-join task C and
two OR-join tasks, B and D. At marking M = c1 + c2 + c3, OR-join evaluation
for both tasks B and D will be performed. Task B will be enabled at M as all the
input conditions of B are marked. The evaluation for task D starts with a call to
the procedure OrJoinEnabled(c1 + c2 + c3, {c2, c4, c5}). The set of markings
Y := {c2+c4, c2+c5}. The finite basis of all predecessors for the marking c2+c4
contains a marking c2+ c3 as task C can be fired backwards and put a token into
in c3. c2 + c3 ≤ c1 + c2 + c3 and as a result, the procedure will return FALSE,
concluding that the OR-join task D should not be enabled at M .

Now consider another marking M1 where the XOR-join task removes a token
from c2 and places a token in c5 at M , i.e., c1 + c2 + c3

C→ c1 + c3 + c5. At M1,
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the OR-join evaluations for tasks B and D are performed. The evaluation for B
starts with a procedure call like this: OrJoinEnabled(c1 + c3 + c5, {c1, c2}).
As c2 cannot be marked in reachable markings of M1, B is enabled at M1. The
evaluation for D will start with a call to the procedure OrJoinEnabled(c1 +
c3 + c5, {c2, c4, c5}). During the evaluation, OR-join task B will be treated as
an XOR-join and a corresponding reset net is generated. The finite basis of all
predecessors for marking c4 + c5 contains c1 + c5 (the resulting marking from
backward firing of task B). As c1+ c5 ≤ c1+ c3+ c5, the algorithm will conclude
correctly that c4 + c5 is a reachable marking from M1 and D will not be enabled
at M1.

c2A

c1

c3

D

B

C

Figure 3.14: A YAWL net with an OR-join task D

A

c2

F

C

c4

c6
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c5E

D
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c
BB

c1

Figure 3.15: A YAWL net with an OR-join task G and cancellation

Aend
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Eend
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B
c1

B end
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B
cBB

Dend

FendFstart
A

B

cBB

F

E

D

C

start

start

Figure 3.16: A corresponding reset net for Figure 3.15 (note the double-headed
arrow denoting the reset arc from CBB to Dend)

Figure 3.14 shows a net with an OR-join task D with input conditions c2 and
c3. The interesting aspect of this net is that task C needs to be executed to put
tokens in c3 and this requires removal of tokens from c2. Consider a marking
M = c1 + c2 where an OR-join evaluation will be carried out. The evaluation
starts with the procedure call like this:OrJoinEnabled(c1 + c2, {c2, c3}). The
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Figure 3.17: Illustration of backwards reachability analysis

finite basis of predecessors will contain {2c2, 2c1, c1+ c3, c1+ c2}. As M is in the
predecessors of c2 + c3, D will not be enabled at M .

Consider a marking M = c1 + c7 in Figure 3.15 where the OR-join analysis
for task G is carried out. It is possible to have an occurrence sequence, c1+ c7

B→
cBB + c3 + c7

E→ cBB + c5 + c7
B→ cBB + c3 + c5 + c7

D→ c4 + c5 + c7
F→ c6 + c7.

As a result, c6 + c7 is a reachable marking from c1 + c7 and the OR-join should
not be enabled at marking M . The evaluation starts with a procedure call like
this:OrJoinEnabled(c1 + c7, {c6, c7}). Y := {c6 + c7} and for Mw = c6 + c7, a
finite basis of all the predecessors of c6+c7 is obtained. Figure 3.17 illustrates the
backwards reachability analysis [FS98], with the basis of the predecessor markings
for c6 + c7. It can be seen that c1 + c7 is a predecessor of c6 + c7 and hence the
OR-join procedure will return FALSE.

3.4 Restriction techniques

For an OR-join analysis, it is possible to consider only a portion of the net that is
relevant to the analysis and refrain from exploring those paths that do not affect
the OR-join enabling behaviour. To improve the performance of the OR-join
evaluation algorithm, two forms of restriction are proposed: structural restriction
and active projection. Structural restriction involves removing from a net tasks
and conditions that are not on the path to the OR-join task under consideration.
Active projection involves removing tasks and associated conditions that could not
be enabled from a given marking. Active projection enables us to stop exploring
those parts of the net that can never be reached from a given marking. As a
YAWL net with OR-join tasks is translated into a reset net for OR-join analysis,
the restriction operations will also be performed on the reset net. We make use
of the reset net mappings as proposed in Chapter 2 and define how restriction
operations are applied to a reset net.

3.4.1 Structural restriction

The application of structural restriction involves removing tasks and conditions
from a YAWL net that are not on the path to a given OR-join task. As we are
interested in whether more tokens could arrive in the input places of an OR-
join task, the restriction will be based on those input places of an OR-join task.
We will call them goal places. Function res describes how a reset net could be
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constructed so that only the transitions and places that are on the path to goal
places are included in the restricted net.

Definition 3.10 (res(N, G)) Let N = (P, T, F,R) be a reset net and G ⊆ P a
set of goal places. N ′ = (P ′, T ′, F ′, R′) is the restriction on G (N ′ = res(N, G))
where:

P ′ = {p ∈ P |∃p′∈G(p, p′) ∈ F ∗},
T ′ = {t ∈ T |∃p′∈G(t, p′) ∈ F ∗},
F ′ = F ∩ ((P ′ × T ′) ∪ (T ′ × P ′)), and
R′ = {(t, R(t) ∩ P ′)|t ∈ dom(R) ∩ T ′}.

Note that N ′ is again a reset net, P ′ is a siphon, and G ⊆ P ′. Hence, we can use
firing rules and other functions defined for reset nets.

Figure 3.18: Restriction diagram

Figure 3.18 describes how function res of N works with a set of goal places
G = {pa, pb, pc}. In the restricted region, all places and transitions which are on
the path to G are included (e.g., p1, p2, t1, t2,...). On the other hand, places and
transitions that are not on the path to G such as p5, p6, t5, and t6 are not included
in the restricted net. Also note that if a transition is in the restricted net, all its
input places are also in the restricted net (e.g. p1, p2, t1). It is possible for places
in the restricted net to be input places of transitions that are not in the restricted
net (e.g. p4 as input place of t4). A transition that is not in the restricted net
cannot put tokens back into the restricted net (e.g. p8 and t4). In terms of reset
arcs, R′ will keep track of the reset places in P ′ for transitions that are in T ′.
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However, we do not keep track of reset arcs for places that are in the restricted
region but the transition is not in T ′ (e.g. the reset arcs connecting p4 and t7).

Let N, N ′ be two reset nets such that N ′ = res(N,G), the structurally re-
stricted net w.r.t. G. The following lemma will show that for any marking M2

of N such that M1
N,∗→ M2, there is a corresponding marking M

′
2 of N ′ such that

M1¹P ′ N′,∗→ M ′
2 and M

′
2 ≥ M2¹P ′. That is, M

′
2 is larger than or equal to M2 w.r.t.

P ′.

Lemma 3.11 Let N = (P, T, F,R) be a reset net, G ⊆ P and N ′ = res(N,G) =
(P ′, T ′, F ′, R′) is the restriction on G.

∀
M1,M2∈IM(N)

(M1
N,∗→ M2 ⇒ ∃

M
′
2∈IM(N ′)M1¹P ′ N′,∗→ M

′
2 ∧M

′
2 ≥ M2¹P ′)

Proof Consider an occurrence sequence σ : M1
N,σ→ M2. Let σ

′
be the projection

on T ′.

First, we will prove that σ
′
is enabled in (N,M1) and in (N ′,M1¹P ′). From

Definition 3.10, t 6∈ T ′ implies that t • ∩P ′ = ∅. Transitions that are not in the
restricted net but in the occurrence sequence σ, i.e., t ∈ σ and t 6∈ σ

′
, can only

remove tokens from P ′ and cannot put tokens into P ′. Therefore, these transitions
have no effect on the enabling behaviour of transitions in σ

′
. As ∀t∈σ

′ • t ⊆ P ′

and ∀t 6∈σ′ t • ∩P ′ = ∅, if σ is enabled in (N, M1), σ
′
is also enabled in (N,M1).

Similarly, as t ∈ (T \T ′) cannot put tokens into places in P ′ in the restricted net,
σ
′
is enabled in (N ′,M1¹P ′).

M1 Mt_pre

N, t

M2 P�M�2

M2

t in �

Mt_post

M�1 M�t_pre
N�, t

M�2M�t_post

= M1 P�M�1

P�Mt_preM�t_pre

P�Mt_postM�t_post

Figure 3.19: Transition firings in both the original net and the restricted net

Next, we will prove that there exists M
′′
2 ∈ IM(N) and M

′
2 ∈ IM(N ′) such that

M1
N,σ

′
→ M

′′
2 : (M1¹P ′ N′,σ′→ M

′
2) ∧ (M

′′
2 ¹P ′ = M

′
2). As shown before, σ

′
is enabled

in (N ′, M1¹P ′).

Figure 3.19 gives the states in both models for transitions that can be fired in

both nets N and N ′. Assume that Mt−pre¹P ′ ≥ M
′
t−pre and t ∈ T ′. As

N′• t =
N• t,

t
N′•= t

N• ∩P ′ and R′(t) = R(t) ∩ P ′, we deduce: Mt−post ¹P ′ = M
′
t−post. The

effect of firing t is identical on the places in P ′. Hence, the marking resulting
from σ

′
is at least as large as M2 w.r.t. P ′. Figure 3.20 gives the states in

both models for transitions that can only be fired in the net N . Assume that
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Figure 3.20: Transition firings in the original net only

Mt−pre¹P ′ ≥ M
′
t−pre and t 6∈ T ′. Since the effect of firing t can only remove tokens

from places in P ′ and we do not have a corresponding marking Mt−post in N ′, we
deduce M

′
t−pre ≥ M

′
t−post¹P ′.

Now we will show that for any marking M
′
2 ∈ IM(N ′) reachable from M1¹P ′,

there is a corresponding marking M2 ∈ IM(N) reachable from M1 such that
M

′
2 = M2¹P ′. That is, the two markings are the same w.r.t P ′.

Lemma 3.12 Let N = (P, T, F,R) be a reset net and N ′ = res(N, G) = (P ′, T ′, F ′, R′)
is the restriction on G.

∀
M1∈IM(N),M

′
2∈IM(N ′)(M1¹P ′ N′,∗→ M

′
2 ⇒ ∃

M2∈IM(N)
M1

N,∗→ M2 ∧M2¹P ′ = M
′
2)

Proof Consider an occurrence sequence σ : M1¹P ′ N′,σ→ M
′
2. We first show that σ

is enabled in (N,M1) and then that there is marking M2 : M1
N,∗→ M2 ∧M2¹P ′ =

M
′
2 . As σ is enabled in (N ′,M1¹P ′) and ∀t∈σ • t ⊆ P ′, this implies that σ is also

enabled in (N, M1).

M1 Mt_pre

N, t

=M2 P�M�2

M2

t in

Mt_post

M�1 M�t_pre
N�, t

M�2M�t_post

=M1 P�M�1

P�Mt_preM�t_pre =

P�Mt_postM�t_post =

Figure 3.21: Transition firings in both the original net and the restricted net

Figure 3.21 gives the states in both models for transitions that can be fired in

both nets N and N ′. Assume that Mt−pre¹P ′ = M
′
t−pre and t ∈ T ′. As

N′• t = •N t,
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t
N′•= t

N• ∩P ′ and R′(t) = R(t) ∩ P ′, we deduce: Mt−post¹P ′ = M
′
t−post. The effect

of firing t is identical on the places in P ′. Hence, the marking resulting from σ is
the same as M2 w.r.t. P ′. This can be repeated for all transitions t ∈ σ, hence:
M ′

2 = M2¹P ′.

Corollary 3.13 Let (N, M1) = ((P, T, F, R),M1) be a marked reset net and N ′ =
res(N,G) = (P ′, T ′, F ′, R′) its restriction on G.

∃
M2∈IM(N)

(M1
N,∗→ M2 ∧M1[G] @ M2[G]) if and only if ∃

M
′
2∈IM(N ′)(M1¹P ′ N′,∗→

M
′
2 ∧M1[G] @ M

′
2[G])

Proof (⇒) First, we will prove that ∃
M2∈IM(N)

(M1
N,∗→ M2 ∧ M1[G] @ M2[G])

implies that ∃
M
′
2∈IM(N ′)(M1¹P ′ N′,∗→ M

′
2 ∧M1[G] @ M

′
2[G]). Assume M2 ∈ IM(N)

such that M1
N,∗→ M2 and M1[G] @ M2[G]. Using Lemma 3.11, we can show that

there is an M
′
2 such that M1¹P ′ N′,∗→ M

′
2∧M

′
2 ≥ M2¹P ′. Restricting M

′
2 to G gives

M
′
2[G] ≥ M2[G] as G ⊆ P ′. We now have M1[G] @ M2[G] and M

′
2[G] ≥ M2[G]

and therefore, M1[G] @ M
′
2[G].

(⇐) Second, we will prove that ∃
M
′
2∈IM(N ′)(M1¹P ′ N′,∗→ M

′
2 ∧M1[G] @ M

′
2[G])

implies that ∃
M2∈IM(N)

(M1
N,∗→ M2 ∧M1[G] @ M2[G]). Assume M

′
2 ∈ IM(N ′) such

that M1¹P ′ N′,∗→ M
′
2 and M1[G] @ M

′
2[G]. Using Lemma 3.12, we can show that

there is an M2 such that M1
N,∗→ M2 ∧M

′
2 = M2¹P ′. Restricting M2 to G shows

M
′
2¹P ′[G] = M

′
2[G]. Hence, M

′
2¹G = M2¹G. Combined with M1¹G @ M

′
2¹G, this

yields M1[G] @ M2[G].

An OR-join task o-j is enabled at a marking M of an eYAWL-net N , if it is
not possible to reach a marking Mn such that M

∗→ Mn and M [•o-j] @ Mn[•o-j].
To determine whether o-j should be enabled at M , we propose to perform the
following analysis. Let NR = transE2WFOJ(N, o-j) be the rest net, G = •o-j
and MR be the corresponding marking of M in the reset net. Instead of using
NR to perform the analysis, the search space can be reduced by applying the
structural restriction so that N

′
R = res(N, G). Using Corollary 3.13, it is possible

to determine whether there is a marking M
′
R ∈ IM(NR) such that MR

NR,∗→ M
′
R

and MR[G] @ M
′
R[G]. If it does, this implies that more tokens can be placed into

the input places of o-j in the reachable markings from MR. Hence, the OR-join
analysis can take place in the restricted net NR and o-j should not be enabled at
M .

3.4.2 Active projection

In addition to applying structural restriction to a net, it is also possible to further
restrict the net using the current marking. As a transition that cannot be enabled
in the reachable markings from the current marking cannot be fired and its output
places can never be reached, this transition can be safely excluded from the
restricted net. Applying active projection involves removing tasks and conditions
from a YAWL net that cannot be reached from a given marking. This enables us
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to only consider the selected paths of a net that can be reached from the current
marking. As a YAWL net is translated into a reset net, the active projection
restriction will also be performed on the reset net.

The function ap describes how a reset net could be constructed so that only the
transitions and places that can be reached from a given marking are included in
the restricted net. Figure 3.22 shows the effect of the active projection function ap
on a reset net with a marking M where marked(M) = {pa, pb, pc}. The restricted
region contains all the places that could potentially be marked in the reachable
markings of M (e.g., p1, p2, p4, p5, p6, p8). A transition t is in the restricted net if
and only if all its input places are in the restricted region (•t ⊆ P ′). See t5 with
its only input place p5 in the restricted net. For transition t4, not all input places
of t4 are in the restricted region and therefore, t4 6∈ T ′. Relation R′ will keep track
of the reset places in P ′ for any transition t ∈ T ′ with reset arcs. For example,
both transitions t9 and t10 could reset P2 but, R′ will only contain (t9, p2) as t10

is not in T ′.

t_1

t_3

t_2

t_4

t_5

t_6

M
p_1

p_2

p_3

p_4

p_5
p_6

p_7

p_a

p_b

p_c

t_7 t_8

Restricted
region

t_10

t_9

p_8

Figure 3.22: Active projection diagram

Definition 3.14 (ap(N,M)) Let (N, M) = ((P, T, F, R),M) be a marked reset
net. N ′ = ap(N, M) = (P ′, T ′, F ′, R′) is the active projection of (N, M) where

P ′ = {p ∈ P |∃
p′∈marked(M)

(p′, p) ∈ F ∗},
T ′ = {t ∈ T | • t ⊆ P ′},
F ′ = F ∩ ((P ′ × T ′) ∪ (T ′ × P ′)), and
R′ = {(t, R(t) ∩ P ′)|t ∈ dom(R) ∩ T ′}.

Let N, N ′ be two reset nets such that N ′ = ap(N, M1), after applying active
projection, for a given marking M1. Lemma 3.15 will demonstrate that for any
marking M2 ∈ IM(N) reachable from M1, there is a corresponding marking M

′
2 ∈
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IM(N ′) reachable from M1¹P ′ such that M
′
2 = M2¹P ′. That is, both markings

are the same w.r.t P ′.

Lemma 3.15 Let (N, M1) = ((P, T, F,R),M1) be a marked reset net and N ′ =
ap(N,M1) = (P ′, T ′, F ′, R′) its active projection.

∀
M2∈IM(N)

(M1
N,∗→ M2 ⇒ M1¹P ′ N′,∗→ M2¹P ′)

Proof Consider an occurrence sequence σ : M1
N,σ→ M2. First, we will prove that

σ is enabled in (N ′,M1¹P ′). From Definition 3.14, t ∈ T \T ′ implies that t cannot
be enabled in any reachable marking from M1 and therefore, t 6∈ σ. So σ only
contains transitions t ∈ T ′. The enabling of t ∈ T ′ only depends on places in P ′

(i.e.,
N• t =

N′• t ⊆ P ′). Figure 3.23 gives the states in both models. Assume that
Mt−pre¹P ′ = M

′
t−pre and t ∈ T ′. Firing t only affect the output places and they

are all in P ′ (i.e., t
N•= t

N′•⊆ P ′). As
N′• t =

N• t, t
N′•= t

N• ∩P ′ and R′(t) = R(t) ∩ P ′,
we deduce: Mt−post ¹P ′ = M

′
t−post. This can be repeated for all t ∈ σ, hence:

M ′
2 = M2¹P ′.

Lemma 3.16 will demonstrate that for any marking M
′
2 ∈ IM(N ′) reachable

from M1¹P ′, there is a corresponding marking M2 ∈ IM(N) reachable from M1

such that M ′
2 = M2¹P ′.

Lemma 3.16 Let (N, M1) = ((P, T, F,R),M1) be a marked reset net and N ′ =
ap(N,M1) = (P ′, T ′, F ′, R′) its active projection.

∀
M
′
2∈IM(N ′)(M1¹P ′ N′,∗→ M

′
2 ⇒ ∃

M2∈IM(N)
M1

N,∗→ M2 ∧M
′
2 = M2¹P ′)

Proof Consider an occurrence sequence σ : M1¹P ′ N′,σ→ M
′
2. We will prove that σ

is enabled in (N,M1). As σ is enabled in (N ′,M1¹P ′) and ∀t∈σ
N• t =

N′• t ⊆ P ′, this
implies that σ is also enabled in (N, M1). From Definition 3.14, t ∈ T \T ′ implies
that t cannot be enabled in any reachable marking from M1 and therefore, t 6∈ σ.
So σ only contains transitions t ∈ T ′. The enabling of t ∈ T ′ only depends on

places in P ′ (i.e.,
N• t =

N′• t ⊆ P ′). Figure 3.23 gives the states in both models.
Assume that Mt−pre ¹P ′ = M

′
t−pre and t ∈ T ′. Firing t only affect the output

places and they are all in P ′ (i.e., t
N•= t

N′•⊆ P ′). As
N′• t =

N• t, t
N′•= t

N• ∩P ′ and
R′(t) = R(t)∩ P ′, we deduce: Mt−post¹P ′ = M

′
t−post. This can be repeated for all

t ∈ σ, hence: M ′
2 = M2¹P ′.

Corollary 3.17 Let (N, M1) = ((P, T, F,R),M1) be a marked reset net, G ⊆ P ,
and N ′ = res(ap(N, M1), G) = (P ′, T ′, F ′, R′).

∃
M2∈IM(N)

(M1
N,∗→ M2 ∧M1[G] @ M2[G]) if and only if ∃

M
′
2∈IM(N ′)(M1¹P ′ N′,∗→

M
′
2 ∧M1[G] @ M

′
2[G])

Proof First, we will prove that ∃
M2∈IM(N)

(M1
N,∗→ M2 ∧M1[G] @ M2[G]) implies

that ∃
M
′
2∈IM(N ′)(M1 ¹ P ′ N′,∗→ M

′
2 ∧ M1[G] @ M

′
2[G]). Using Lemma 3.15, we

can show that M1
N,∗→ M2 implies M1 ¹ P ′ N′,∗→ M2 ¹ P ′. Hence, there exists an

M
′
2 = M2¹P ′ such that M1[G] @ M

′
2[G].

PhD Thesis – c© 2006 M.T.K Wynn – Page 56



Chapter 3. OR-join semantics
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Figure 3.23: Transition firing in a restricted net (active projection)

Second, we will prove that ∃
M
′
2∈IM(N ′)M1¹P ′ N′,∗→ M

′
2 ∧M1[G] @ M

′
2[G] implies

that ∃
M2∈IM(N)

M1
N,∗→ M2 ∧ M1[G] @ M2[G]. Using Lemma 3.16 and assuming

M1¹P ′ N′,∗→ M
′
2, there exists a M2 such that M1

N,∗→ M2 and M2¹P ′ = M
′
2. Since

G ⊆ P , M1[G] @ M ′
2[G] implies M1[G] @ M2[G].

An OR-join task o-j is enabled at a marking M of an eYAWL-net N , if it is not
possible to reach a marking Mn such that M

∗→ Mn and M [•o-j] @ Mn[•o-j]. To
determine whether o-j should be enabled at M , the following analysis is carried
out. Let NR = transE2WFOJ(N, o-j) be the rest net, G = •o-j and MR be the
corresponding marking of M in the reset net. Instead of using NR to perform
the analysis, the search space can be reduced by first applying the structural
restriction and active projection techniques so that N

′
R = res(ap(NR,MR), G) =

(P ′, T ′, F ′, R′). Using Corollary 3.17, it is possible to determine whether there

is a marking M
′
R ∈ IM(NR) such that MR

NR,∗→ and MR[G] @ M
′
R[G]. If it does,

this implies that more tokens can be placed into the input places of o-j in the
reachable markings from MR. Hence, the OR-join analysis can take place in the
restricted net NR and o-j should not be enabled at M .

3.5 Implementation

The OR-join analysis algorithm as described in Section 3.3 together with the
structural restriction and active-projection techniques from Section 3.4 have been
implemented in the YAWL engine2. The algorithm uses the OR-join semantics
described in Section 3.2 to detect when an OR-join should be enabled. The algo-
rithm still uses an enumerative approach for storage of markings but a number
of intuitive optimisation techniques have been implemented. A number of YAWL
nets have been tested and OR-join enabling results are as expected. The obser-
vations also indicate that the two restriction techniques significantly reduce the
execution times for OR-join analysis.

The execution times of the OR-join enabling algorithm for a number of YAWL

2http://sourceforge.net/projects/yawl/
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nets are presented. Five different execution times for each OR-join evaluation call
will be presented for comparison. SRestrict+AProject indicates that struc-
tural restriction is applied first and then, active projection is applied before the
OR-Join call. AProject+SRestrict indicates that active projection is applied
first and then, structural restriction is applied before the OR-Join call. SRestrict
indicates that only structural restriction has been applied. AProject indicates
that only active projection has been applied. NoRestrict indicates that no re-
striction technique has been applied. To minimise the effects of variations, each
method is called 100 times consecutively. Furthermore, this process has been re-
peated ten times for sampling. Average execution times with confidence intervals
(95%) are provided. All the figures are in milliseconds and are rounded to one
decimal place.

3.5.1 Matching OR-split and an OR-join

The net in Figure 3.7 represents a small structured net with an OR-split task A
and an OR-join task E. At a marking M = c1+ c2+ c6, OR-join evaluation for E
returns FALSE. A new marking M1 = c1+ c5+ c6 is reached after executing task
C at M . The execution times for the analysis are shown in Table 3.1. We can see
that by utilising the restriction techniques, it is possible to reduce the execution
times. In this case, structural restriction does not influence the execution time
as we are dealing with a small net. The active projection technique, on the other
hand, has significant effects on the execution time as all possible combinations of
an OR-split do not need to be considered. Even for a small net, it can be seen
that restriction techniques can reduce the time it takes to perform the OR-join
evaluation.

OR-join: E Marking: c1 + c2 + c6 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 335.9 +/- 10.0
AProject+SRestrict 328.0 11.3
AProject 306.4 22.9
SRestrict 790.4 21.1
NoRestrict 790.5 24.8

OR-join: E Marking: c1 + c5 + c6 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 130.2 +/- 2.3
AProject+SRestrict 126.6 3.1
AProject 107.6 4.6
SRestrict 3126.6 114.8
NoRestrict 3172.0 84.8

Table 3.1: Execution times for the OR-join analysis of the net in Figure 3.7
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3.5.2 Loop and cancellation

Figure 3.6 represents a YAWL net with a loop and cancellation on the path to
OR-join task E. At a marking M = c2, OR-join evaluation for task E returns
TRUE as it is not possible to reach a bigger marking from M . The execution
times are shown in Table 3.2. Again, it is clear that the combined restriction
techniques significantly reduce the evaluation time. The difference between the
execution times for OR-join analysis with structural restriction and without any
restrictions is minimal as most tasks and conditions in this YAWL net will be in
the restricted net as well.

OR-join: E Marking: c2 returns TRUE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 685.9 +/- 16.9
AProject+SRestrict 676.8 6.9
AProject 654.7 16.9
SRestrict 2365.5 81.9
NoRestrict 2348.4 17.5

Table 3.2: Execution times for the OR-join analysis of the net in Figure 3.6

3.5.3 Larger loop and cancellation

Table 3.3 presents the execution times for an OR-join evaluation call for OR-join
task G with two markings c1 + c7 and cBB + c3 + c7 in Figure 3.15. OR-join
evaluation for both markings returns FALSE. This YAWL net also contains a loop
and cancellation on the path to G. In this case, the restriction techniques reduce
the execution time by a significant amount. The difference between structural
restriction and no restriction calls is minimal in this example as most tasks and
conditions in the YAWL net are also in the structurally restricted net.

3.5.4 Multiple OR-joins

A

G

B

H

I

D

C

N O

K

J

E

L

P Q R

M

F

S U

c_1 T

c_2

c_10

Figure 3.24: A YAWL net with OR-join tasks F and U
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OR-join: G Marking: c1 + c7 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 1032.8 +/- 12.4
AProject+SRestrict 1032.8 10.5
AProject 1003.1 5.8
SRestrict 11664.0 16.5
NoRestrict 11654.9 33.9

OR-join: G Marking: cBB + c3 + c7 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 587.4 +/- 7.2
AProject+SRestrict 585.9 9.9
AProject 568.7 9.8
SRestrict 11195.3 12.1
NoRestrict 11198.0 21.9

Table 3.3: Execution times for the OR-join analysis of the YAWL net in Fig-
ure 3.15

To demonstrate the impact of structural restriction on OR-join analysis, the
YAWL net in Figure 3.24 that contains a number of tasks which have no impact
on the OR-join task F will be used. For instance, all tasks and conditions on
the path between tasks G to S could not influence the OR-join analysis for task
F. Average execution times for a marking M = cAG + cBD + c2 are given in
Table 3.5. Average execution times for OR-join analysis of F with a marking
M = cBD + c2 + c10 are also given. The figures show considerable differences in
execution times between different restriction techniques.

OR-join: F Marking: cAG + cBD + c2 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 465.8 +/- 24.5
AProject+SRestrict 529.7 10.3
AProject 796.7 6.7
SRestrict 1479.8 14.7
NoRestrict 3681.3 9.5

OR-join: F Marking: cBD + c2 + c10 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 275.0 +/- 7.1
AProject+SRestrict 304.7 86.5
AProject 276.5 9.3
SRestrict 1198.4 9.4
NoRestrict 3492.2 23.8

Table 3.4: Execution times for Task U from the net in Figure 3.24

Average execution times for OR-join analysis of U with a marking M =
cAG + cTU are given in Table 3.4. In this case, structural restriction alone does
not reduce the execution time as most tasks in the YAWL net are also part of
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the structurally restricted net. However, the combination of structural restriction
and active projection techniques reduces the execution time significantly (2148.5
milliseconds cf. 84863.9 milliseconds). From these tests, it is evident that per-
forming structural restriction and active projection on a YAWL net before an
OR-join analysis could significantly reduce the execution time of an OR-join
evaluation.

OR-join: U Marking: cAG + cTU returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 2148.5 +/- 60.6
AProject+SRestrict 2123.5 20.4
AProject 2014.0 20.3
SRestrict 85404.8 208.6
NoRestrict 84863.9 144.6

Table 3.5: Execution times for Task F from the YAWL net in Figure 3.24

3.6 Related work

In van der Aalst et al. [ADK02], the authors summarise the problems associ-
ated with capturing the non-local semantics of an OR-join connector in EPCs.
Kindler proposes a semantic framework is proposed for formally defining the non-
local semantics of EPCs including the OR-join [Kin04]. The author states that
“a single transition relation cannot precisely capture the informal semantics of
EPCs”. It is proposed to define the non-local semantics in terms of a pair of
transition relations and a semantic definition using techniques from fixed point
theory is presented [Kin04, Kin06]. The original OR-join semantics in YAWL
is defined using a transition relation and by ignoring all other OR-joins [AH05].
The paper by Cuntz et al. describes how to “calculate this semantics of an EPC
in an efficient way by employing Kleene’s fixed-point theorem and different tech-
niques from symbolic model checking” [CFK05]. Kindler shows how a pair of
transition relations can be calculated to determine the non-local semantics and
proposes the use of reduced ordered binary decision diagrams (ROBDDs) to rep-
resent huge sets of states and huge transition relations for optimisation [Kin06].
Their motivation is similar to ours in the sense that the author also attempts
to “define a mathematically sound semantics that comes as close as possible to
the informal semantics”. This approach represents an alternative approach to
defining non-local semantics of OR-join. Though it is unclear how the presence
of cancellation regions will influence the OR-join semantics in EPCs as defined
by Kindler [Kin06].

Summary

In this chapter, the concept of the OR-join is examined in detail in the context of
the workflow language YAWL. The decision to enable an OR-join task cannot be
made locally: an OR-join task should only be enabled when there is at least one
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token in one of the input conditions and there is no possibility of a token arriving
at one of the yet unmarked input conditions of the OR-join. Otherwise, the OR-
join task should wait for synchronisation. Instead of ignoring other OR-joins on
the path, two alternative approaches (optimistic or pessimistic) are proposed for
OR-joins which are on the path of other OR-joins.

The key contribution of this chapter is the proposal of OR-join semantics
which represents a general, formal and decidable approach using Reset nets. Reset
nets are used as formal basis for OR-join analysis to support workflows with
cancellation. This is made possible by the fact that some concepts of YAWL
such as multiple instances, composite tasks and internal state transitions of a
task can be abstracted. A transformation function to map a YAWL net with
OR-joins into a reset net is provided. An OR-join evaluation algorithm which is
based on the backward search techniques for Well-Structured Transition Systems
is then proposed. Two optimisation techniques: structural restriction and active
projection are also presented together with the findings from the implementation
in the YAWL engine.
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Chapter 4

Verification techniques

In this chapter, verification techniques for workflows with cancellation and OR-
joins are discussed. Section 4.1 discusses correctness notions in the context of
YAWL. Section 4.2 and 4.3 present the core results of the chapter. First, we focus
on the YAWL nets without OR-joins. Then, we provide results for YAWL nets
with OR-joins. This distinction is necessary as a different verification technique
is needed in each case. A net without OR-joins can be mapped to a reset net and
the proposed verification technique exploits this reset net mapping. However, due
to the non-local semantics of OR-joins, it is not possible to map a net with OR-
joins to a reset net (without some approximation). An alternative verification
technique based on the reachability analysis carried out using the YAWL formal
semantics is therefore proposed. The graphical editor of YAWL has been extended
with diagnostic features based on the results presented in this chapter. Section 4.4
describes the implementation of this approach in the YAWL editor and Section 4.5
presents the related work.

Parts of this chapter have been published previously [WEAH06].

4.1 Correctness notions

Chapter 2 proposes four desirable properties for YAWL specifications: weak
soundness property, soundness property, irreducible cancellation regions and im-
mutable OR-joins. In this section, we propose to detect the correctness of a
YAWL specification by analysing whether it satisfies the weak soundness prop-
erty and the soundness property. The net in Figure 4.1 describes the “lifecycle”
of a student who is required to take an exam and in parallel may already book a
flight to go on holidays after passing the exam. In this “holiday scenario”, a stu-
dent decides to reward himself/herself by going on holidays if he/she passes the
exam and cancel the plans if he/she fails the exam. The first task of the process
is Initiate plans which is directly connected to the start (input) condition. The
AND-split behaviour of the Initiate plans task indicates that the two tasks Take
exam and Book flight can be done concurrently after Initiate plans task is com-
pleted. When a token is present in condition c2, the Book flight task is enabled.
Similarly, task Take exam is enabled when there is a token in c1. After taking the
exam, the student waits for the exam results (pass or fail). This is modelled as
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an XOR-split. If the student passes the exam (a token in c4) and the fights have
been booked (a token in c3), the student will go on holidays (Take holiday). If
the student fails the exam (a token in c5), he/she resits the exam and also needs
to stop holiday planning. This is modelled as a cancellation region linked to the
Resit exam task and includes the conditions c2, c3 and the task Book flight. If
the holiday plans have been made, the student might also need to contact the
travel agent and cancel the flights (Cancel flight). This extra task Cancel flight is
modelled as an alternative route after the Resit exam task. Regardless of whether
Take holiday, Resit exam or Cancel flight completes, the Finalise plans task will
be enabled afterwards (XOR-join behaviour). The process will end when Finalise
plans is completed and a token is placed in the output (end) condition.

Initiate
plans

Finalise
plans

Book
flight

Take
exam

Resit
exam

c2

c1

Take
holiday

c3
Cancel
flight

c4

c5

Figure 4.1: Holiday scenario
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Finalise
plans

Book
flight

Take
exam

Resit
exam

c2

c1

Take
holiday

c3
Cancel
flight

c4

c5

Figure 4.2: Holiday scenario - with error

It is possible to create a reachability graph of this model and we can observe
that the holiday scenario as modelled in Figure 4.1 is sound. Figure 4.2 describes
a slightly modified version that has neither the weak soundness nor the soundness
property. There are two differences: c3 is not in the cancellation region of Resit
exam, and Cancel flight is now an AND-join task. Consider the case where the
student has failed the exam and has to resit the exam, after booking the flights.
The way this process is now modelled, it is possible for task Finalise Plans to
be executed, without performing task Cancel Flight first. Hence, the following
occurrence sequence is possible:1 i

I→ c1+ c2
B→ c1+ c3

E→ c3+ c5
R→ c3+ cRF

F→
c3 + o. A token is left in condition c3 when a token is put into the output
condition o which signals the end of the process. Therefore, the model does
not satisfy the proper completion criterion. This example highlights how subtle

1I stands for Initiate plans, B for Book flight, E for Take exam, R for Resit exam, F for
Finalise plans and cRF for the implicit condition between the two tasks, Resit exam and Finalise
plans.
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differences in modelling business processes can adversely affect the correctness of
a YAWL specification.

4.2 Verifying nets without OR-joins

This section proposes a verification technique for YAWL nets without OR-joins.
The approach used involves translation of YAWL specifications in terms of re-
set nets. The formal definition of transE2WF is given in Chapter 2. Figure 4.3
shows the RWF-net corresponding to the net in Figure 4.1. Places i and o rep-
resent unique input and output places. Each task in the eYAWL-net has been
transformed into the corresponding start and end transitions. For instance, task
Initiate plans is now represented as Istart and Iend with the internal place pI . The
cancellation region associated with the Resit exam task is represented by double-
headed reset arcs from the places c2, c3 and pB (the internal place for Book flight)
to the end transitions of Resit exam task, RF

end and RC
end. Coverability results

Fend

c1

c2

pE

pFEstart

Bend

I start

pI

I
end

c3

Bstart

c5

Eend
R

Eend
H

Rstart

pR

Rend

Fstart
R

cRF

R end
F

C Fstart
C

cCF

Fstart
H

cHF

cFC pC

Cstart
Cend

pB

pH

HendHstart

c4

i o

Figure 4.3: Holiday scenario - RWF-net (note: double-headed reset arcs from c2,
c3 and pB to transitions RF

end and RC
end)

from reset nets are used to decide three desirable properties for a YAWL specifi-
cation: weak soundness, soundness, and irreducible cancellation regions. In this
section, as we are considering only nets without OR-joins, the fourth property,
immutable OR-joins has been omitted from discussion.

We have formulated the three criteria of the weak soundness property for an
RWF-net using the notion of coverability. As coverability is decidable for a reset
net using backwards firing rule as discussed in Chapter 3, the three criteria of
the weak soundness property are decidable. The Coverable procedure described
in Chapter 3 is used to determine whether a marking is coverable from the ini-
tial marking in a reset net. We exploit these results to propose an algorithmic
approach for deciding the weak soundness property of an eYAWL-net without
OR-joins.

The weak option to complete criterion is concerned with whether an eYAWL-
net can complete (i.e., reach the end condition from the initial marking). There-
fore, we need to detect whether a marking that marks the end place (or bigger)
can be reached in the corresponding RWF-net.
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Observation 4.1 Given an eYAWL-net without OR-joins, the weak option to
complete can be decided by testing whether Mo is coverable from Mi in the corre-
sponding RWF-net.

An eYAWL-net is considered to have finished its processing when the unique end
condition (o) of the net is marked. Hence, if it is possible to mark o together with
any other condition in the net, the net does not satisfy the proper completion
criterion. Using the coverable procedure, we test whether it is possible to mark
o with any another place in the corresponding RWF-net.

Observation 4.2 Given an eYAWL-net without OR-joins, proper completion
can be decided by testing whether o + p is not coverable from Mi in the corre-
sponding RWF-net for all p ∈ P .

A task in an eYAWL-net is a dead task, if it is not fireable at any reachable
markings from the initial marking. We can test the presence of a dead task t in
an eYAWL-net by determining whether its internal place pt is coverable from the
initial marking in the corresponding RWF-net.

Observation 4.3 Given an eYAWL-net without OR-joins, no dead tasks crite-
rion can be decided by testing whether pt is coverable from Mi in the corresponding
RWF-net for all t ∈ T .

As it is possible to decide these three criteria for weak soundness using coverability
results for an eYAWL-net without OR-joins, the weak soundness property is
decidable.

Theorem 4.4 Given an eYAWL-net without OR-joins, the weak soundness prop-
erty is decidable.

Proof Follows from observations 4.1, 4.2 and 4.3.

Similarly, we use the notion of coverability as defined on reset nets to determine
whether an eYAWL-net without OR-joins satisfies the irreducible cancellation
regions property. A condition should not be in a cancellation region of a task, if
that condition never contains tokens when the task attempts to cancel it. To de-
termine this, we test whether a marking that marks the internal place of the task
as well as the condition is coverable from the initial marking in the corresponding
RWF-net.

Observation 4.5 Given an eYAWL-net without OR-joins, whether a condition
c is reducible in a cancellation region of t can be decided by testing whether c+ pt

is coverable from Mi in the corresponding RWF-net.

Similarly, a task tx should not be in a cancellation region of another task t, if
task tx is never active when task t attempts to cancel it. To determine this, we
test whether a marking that marks the internal places of both tasks is coverable
from the initial marking in the corresponding RWF-net.
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Observation 4.6 Given an eYAWL-net without OR-joins, whether a task tx is
reducible in a cancellation region of t can be decided by testing whether ptx + pt

is coverable from Mi in the corresponding RWF-net.

Theorem 4.7 Given an eYAWL-net without OR-joins, whether there is a re-
ducible element (a condition or a task) in a cancellation region of a task is decid-
able.

Proof Follows from observations 4.5 and 4.6.

For an eYAWL-net without OR-joins and a finite state space, it is possible to
decide the soundness property by generating a reachability graph for the corre-
sponding RWF-net. Figure 4.4 shows the reachability graph for the reset net in
Figure 4.3. It is easy to see whether an RWF-net satisfies the soundness property
by testing the three criteria. If the corresponding RWF-net is sound, then the
net without OR-joins is also sound.

i pI c1+c2

c2+pE

c2+c5

c2+c4 pB+c4 c3+c4 pH cHF

pF o

pR+c2

cRF

c1+c3 pE+c3 c3+c5 c3+pR cFC pC cCF

c1+pB

pB+pE

pB+c5 pB+pR

Figure 4.4: Reachability graph for the RWF-net in Figure 4.3

Observation 4.8 Given an eYAWL-net without OR-joins and a finite reacha-
bility graph, soundness is decidable.

4.3 Verifying nets with OR-joins

Section 4.2 shows how a net without OR-joins can be transformed and analysed
using the corresponding RWF-net. In this section, we focus our attention on
YAWL nets with OR-joins. Due to the non-local semantics of an OR-join, a net
with OR-joins cannot be mapped directly into a reset net. Even though nets with
OR-joins are difficult to define formally, it is important to be able to decide the
correctness of those models. Therefore, it is important to explore which properties
can be detected for YAWL nets with OR-joins. To do this, all OR-joins in a net
are first translated into XOR-joins. This idea is based on the optimistic approach
for treatment of OR-joins as defined in Chapter 3. After replacing all OR-joins
with XOR-joins, it is now possible to transform the net into an RWF-net using
the transformation rule defined in Chapter 2.

Even though an XOR-join translation cannot capture the exact semantics
of an OR-join, it provides some insights into the three criteria for the weak
soundness property. We show here that there is a direct relationship between
the sets of reachable markings generated by an eYAWL-net with OR-joins and
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a corresponding eYAWL-net with XOR-joins and that a reachable marking after
firing an XOR-join task is larger than or equal to the reachable marking after
firing the corresponding OR-join task.

Figure 4.5 illustrates the comparative markings for these two nets. Let NOR be
an eYAWL-net with an OR-join task, tOR, and NXOR the corresponding eYAWL-
net with the XOR-join task, tXOR. Let MOR

j = MXOR
j be the reachable markings

where tOR and tXOR are enabled. When tOR fires at MOR
j , a token is removed

from all marked conditions in its preset and a marking MOR
j+1 is reached. When

tXOR fires at MXOR
j , a token is removed from one of the marked conditions in its

preset and a marking MXOR
j+1 is reached. Hence, the marking reached after firing

the XOR-join task tXOR is larger than or equal to the marking reached after firing
the OR-join task tOR (i.e., MXOR

j+1 ≥ MOR
j+1). As a marking with more tokens can

enable at least the same transitions as a marking with less tokens, if MOR
o is

a reachable marking in NOR, some MXOR
o marking place o is also reachable in

NXOR where MXOR
o ≥ MOR

o . Therefore, we conclude that if NOR has the weak
option to complete then NXOR will have the weak option to complete. Similarly,
if NOR has no dead transitions then NXOR will have no dead transitions. If NOR

does not have proper completion then NXOR will not have proper completion.

i j

OR OR

o

i

OR OR

j j+1

j+1

XOR XOR

OR OR

XOR XOR XOR
o
XOR

o
OR

o
XOR

j+1 j+1
ORXOR

j
OR

j
XOR

Figure 4.5: Comparative markings between an eYAWL-net with an OR-join and
the corresponding eYAWL-net with an XOR-join

Observation 4.9 Given an eYAWL-net with OR-joins, if it satisfies the weak
option to complete criterion then the corresponding eYAWL-net without OR-joins
(where OR-joins are transformed into XOR-joins) satisfies the weak option to
complete criterion.

Note that this observation does not hold in the opposite direction. A counter
example is given in Figure 4.6. The model has an AND-split task A, an OR-join
task D and an AND-join task E. The following occurrence sequence is possible:
i

A→ c1 + c2
B→ c2 + c3

C→ c3 + c4
D→ c5. OR-join task D will wait for both tasks

B and C to complete, before firing and the only reachable marking from D is c5.
To enable E, there should be a reachable marking c4+ c5. As it is not possible to
reach c4+c5, the model always deadlocks at E. Hence, the model does not satisfy
the weak option to complete criterion. Now, consider the translated version
where task D is treated as an XOR-join task instead. In this case, the following
occurrence sequence is possible: i

A→ c1 + c2
B→ c2 + c3

C→ c3 + c4
D→ c4 + c5

E→ o.
Therefore, the translated net has the weak option to complete property when the
original net with OR-joins does not.

The following two observations follow directly from the fact that the net with
XOR-joins rather than OR-joins can have more tokens but more tokens cannot
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A EC

B

c4

c3

c2

c1 D c5

Figure 4.6: This YAWL net with an OR-join task D always deadlocks at E.

disable anything, i.e., a reasoning similar to Figure 4.5 can be used to easily derive
these observations.

Observation 4.10 Given an eYAWL-net with OR-joins, if it has no dead tran-
sitions then the corresponding eYAWL-net without OR-joins (where OR-joins are
transformed into XOR-joins) has no dead transitions.

Observation 4.11 Given an eYAWL-net with OR-joins, if it does not have
proper completion then the corresponding eYAWL-net without OR-joins (where
OR-joins are transformed into XOR-joins) does not have proper completion.

We now summarise the decidable criteria for a net with OR-joins using XOR-
join translations.

Observation 4.12 Given an eYAWL-net N with OR-joins, let N ′ be the corre-
sponding eYAWL-net where all OR-joins of N have been replaced with XOR-joins
and RN be the equivalent RWF-net for N ′. The following holds:

1. if RN does not satisfy the weak option to complete criterion then N does
not satisfy the weak option to complete criterion,

2. if RN has dead transitions then N has dead transitions, and

3. if RN satisfies the proper completion criterion, then N satisfies the proper
completion criterion.

Note that only limited results are available and the soundness property itself
cannot be determined using this approach. Therefore, we propose an alternative
approach for a net with OR-joins that has a finite state space. We propose to
create a reachability graph by taking into account OR-join semantics. Such a
reachability graph can be constructed using enabling and firing rules as defined
in this paper [AH05] but modified for the improved OR-join semantics defined
in this thesis. By following a similar concept used in the function for the re-
set net mapping, we propose to transform an eYAWL-net before generating the
reachability graph.

The function unfoldYNet introduces an internal condition to represent the
executing state of a task. All tasks in a YAWL net are split into two tasks
(e.g., a task t is split into a start task, tS, and an end task, tE, with an internal
condition pt). If a task is within the cancellation region of another task, its
internal condition is put into the cancellation set instead. The cancellation region
of a task is associated with the end task as the cancellation is carried out just
before completing the task. Multiple instance tasks do not affect the analysis,
and we can abstract from them.
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Definition 4.13 (unfoldYNet) Let N1 = (C1, i,o, T1, F1, split1, join1, rem1, nofi1)
be an eYAWL-net, the function unfoldYNet(N1) returns N2 = (C2, i,o, T2, F2, split2,
join2, rem2, nofi2) such that

C2 = C1 ∪ {pt | t ∈ T1},
T2 = Tstart ∪ Tend such that Tstart = {tS | t ∈ T1} and Tend = {tE | t ∈ T1},
F2 ={(c, tS) | (c, t) ∈ F1} ∪ {(tS, pt) | t ∈ T1}

∪{(pt, tE) | t ∈ T1} ∪ {(tE, c) | (t, c) ∈ F1},
split2 = {(tS, AND) | t ∈ T1} ∪ {(tE, split1(t)) | t ∈ T1},
join2 = {(tS, join1(t)) | t ∈ T1} ∪ {(tE, XOR) | t ∈ T1},
rem2 = {(tE, (rem1(t) ∩ C1) ∪ {pct | ct ∈ (rem1(t) ∩ T1)}) | t ∈ T1}, and
nofi2 = ∅.

For nets with a finite state space, we can generate a reachability graph. From
such a graph, it is possible to decide whether a net with OR-joins has the sound-
ness property or not.

Observation 4.14 (Soundness) Given an eYAWL-net N with OR-joins and
a finite reachability graph, the soundness property of N is decidable by testing
whether the soundness property holds for the corresponding net unfoldYNet(N).

Using a finite reachability graph, it is also possible to detect the immutable
OR-join property. The enabling markings for an OR-join task can be observed
from the reachability graph of a YAWL-net.

Observation 4.15 (Immutable OR-joins) Given an eYAWL-net N with OR-
joins and a finite reachability graph, the immutable OR-joins property of N is
decidable by testing whether the immutable OR-joins property holds for the cor-
responding net unfoldYNet(N).

Similarly, the following observations can be made regarding the existence of re-
ducible cancellation regions in a net with OR-joins and a finite reachability graph.
To determine coverability, we use the reachability set that has been generated us-
ing the YAWL semantics.

Observation 4.16 Given an eYAWL-net N with OR-joins and a finite reach-
ability graph, whether a condition c is reducible in a cancellation region of t in
the net N can be decided by testing whether c + pt is coverable from Mi in the
corresponding net unfoldYNet(N).

Observation 4.17 Given an eYAWL-net N with OR-joins and a finite reach-
ability graph, whether a task tx is reducible in a cancellation region of t in the
net N can be decided by testing whether ptx + pt is coverable from Mi in the
corresponding net unfoldYNet(N).

Observation 4.18 (Irreducible cancellation regions) Given an eYAWL-net
with OR-joins and a finite reachability graph, whether there is a reducible element
(a condition or a task) in a cancellation region of a task is decidable.
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4.4 Implementation

We have extended the editor to support the verification approach presented in
this chapter. The verification function can perform checks for all four structural
properties: weak soundness, soundness, irreducible cancellation regions and im-
mutable OR-joins. If a YAWL specification contains multiple nets, diagnosis is
given for each net individually. A typical usage scenario is as follows: a process
designer uses the editor to describe a YAWL specification, he/she then performs
verification of certain properties, he/she observes the verification messages, and
then makes appropriate changes. There are two types of verification messages:
warnings and observations. Warnings are given when the net violates a cer-
tain structural property (e.g., the net XYZ does not satisfy the weak soundness
property). An additional warning message is provided for each criterion that is
violated and it can be used to pinpoint the problem areas in the net. Observations
are given for each criterion that can be validated without finding any problems.
Figure 4.7 shows the verification messages for the net of Figure 4.2.

Figure 4.7: Screenshot of Holiday scenario with errors

Figure 4.8 displays the verification messages for a net with an unbounded
place. As stated before, the reachability algorithm can only be used for a spec-
ification with a finite state space. We do not have a formal means of detecting
whether a net has an infinite state space. A pragmatic approach is taken and
the generation of reachable markings is started. The program sets a threshold
for a maximum number of markings to consider during the generation of reach-
able markings. Note that the maximum number of markings is currently set to
5000 for testing purposes. The program also detects whether an out of memory
error has occurred and this is taken as an indication that the model possibly
has an infinite state space. Figure 4.9 displays verification messages from the
weak soundness property check for the net with an OR-join task D as shown
in Figure 4.6. The messages state that the weak soundness property cannot be
decided in this case using the coverability results. However, it is still possible to
decide whether the soundness property holds for the net, as we can construct a
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reachability graph for the net using the YAWL semantics.

Figure 4.8: Screenshot of a YAWL net with an infinite loop

Figure 4.9: Screenshot of a YAWL net with an OR-join task D

4.5 Related work

Petri nets based techniques have been applied to perform workflow verification
before [Aal97, Aal98b, AHV02, Ver04]. One of the important properties of a work-
flow net is the soundness property [Aal00, HSV03, HSV04, KMR00, Sch05]. In the
paper by Verbeek et al. [VAH06], the authors present an alternative approach for
deciding the relaxed soundness property using invariants. The approach taken re-
sults in an approximation of the OR-join semantics and transformation of YAWL
nets into Petri nets with inhibitor arcs. However, the use of inhibitor arcs instead
of reset arcs means that this approach cannot detect problems in certain YAWL
specifications with cancellation features. For example, this approach cannot de-
tect problems in the erroneous holiday scenario described in Figure 4.2. On the
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other hand, the approximation of OR-join semantics enables the verification of
YAWL nets with OR-joins using invariants. It overcomes one of the limitations
in our approach that reachability analysis has to be performed for a net with
OR-joins to decide the soundness property.

Summary

This chapter demonstrates how four desirable properties for YAWL specifications:
weak soundness, soundness, irreducible cancellation regions and immutable OR-
joins can be decided using coverability and reachability notions. To the best of our
knowledge, the proposal to use reset nets in workflow verification is original. For
nets without OR-joins, reachability and coverability results on the corresponding
RWF-nets are used to detect these structural properties. A different approach
is needed for nets with OR-joins. To detect the weak soundness property, the
net is first transformed into a corresponding net with XOR-joins. To detect
the other three properties for nets with OR-joins and a finite state space, the
reachability analysis is performed by directly mapping the net onto a transition
system while using the improved YAWL semantics. We note that decidability of
a property does not imply the existence of feasible algorithms. At the moment,
theoretical worst-case complexity of these algorithms is still unknown and is an
open issue.
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Chapter 5

Reduction rules for RWF-nets

In Chapter 4, we proposed a new verification approach for workflows with can-
cellation regions and OR-joins using reset nets. In this chapter, we build on
this approach through the exploration of possible reduction rules for reset nets.
There are many transformation techniques for Petri nets such as graph reduc-
tion techniques, partial ordering techniques, invariants algorithms, coverability
graphs. They might also be applicable to reset nets. In this thesis, we focus our
attention on transformation of nets using reduction rules.

Reduction rules can be used to abstract from certain transitions and places in
a large net and thus could cut down the size of the net used for verification. As
a result, the verification process can be performed more efficiently. Furthermore,
reduction rules can highlight potential problems within a net. After applying re-
duction rules, a correct net can potentially be reduced to a trivial net (just a task
with one input and output place) thus making further verification unnecessary.
Those parts of the net that cannot be reduced could indicate problems during
execution and close attention should be paid to them. When a net has reset arcs,
it cannot be reduced to a trivial net even though it is correct. This is because ele-
ments with reset arcs can be combined but cannot be entirely abstracted from the
net. In any case, reduction rules enable verification to be performed on a smaller
net. The proposed reduction rules are based on reduction rules available for Petri
nets [Mur89] and we present the necessary conditions under which these rules
hold in the context of reset nets. Our goal is to identify application requirements
of reduction rules for workflows with cancellation regions. Section 5.1 describes
a set of reduction rules for RWF-nets. Section 5.2 discusses related work.

The bulk of this work was done while visiting Eindhoven University of Tech-
nology in close collaboration with Dr. Eric Verbeek and Professor Wil van der
Aalst.

5.1 Reduction rules for RWF-nets

We propose a number of reduction rules for RWF-nets inspired by the reduction
rules for Petri nets [Mur89] and free-choice Petri nets [DE95]. The nature of reset
arcs in an RWF-net could invalidate the transformation rules applicable to Petri
nets. For example, it is possible that an incorrect net that does not satisfy the
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proper completion criterion (i.e., tokens can be left in the net when it reaches the
end) becomes sound when there is a reset arc to remove the leftover token before
completion. Therefore, we propose extension to the requirements for Petri net
reduction rules with additional restrictions with respect to reset arcs. We adopt
the presentation style from the book by Desel and Esparza [DE95] to present our
reduction rules. For sake of clarity, we have taken a two-step approach for each
reduction rule: first the reduction rule for WF-nets is given, then the extension
for RWF-nets.

We will prove that reduction rules for WF-nets and RWF-nets are soundness
preserving. The soundness of WF-nets has been shown to correspond to bound-
edness and liveness properties of the short-circuited WF-net [Aal97]. Therefore,
if a reduction rule for a WF-net preserves boundedness and liveness, then it also
preserves soundness. We will show that a reduction rule for a WF-net is bounded-
ness and liveness preserving and hence, it is also soundness preserving. However,
soundness of RWF-nets does not correspond to boundedness and liveness. It is
possible that an unbounded RWF-net is sound due to the presence of reset arcs.
In Figure 5.1, place q is an unbounded place and therefore, the net is unbounded.
Transition c resets both preceding places when it fires. As a result, it is not
possible for tokens to be left in either p or q when the net completes. Hence, the
net is sound and we cannot prove that a reduction rule for RWF-nets preserves
soundness by showing that it preserves boundedness and liveness. Therefore,
we will show that reduction rules for RWF-nets preserve soundness by proving
that they preserve occurrence sequences and hence, preserve the three criteria for
soundness: the option to complete, proper completion, and no dead transitions.

q

a

c

p

i

b

o

Figure 5.1: An example of an unbounded RWF-net which is sound.

5.1.1 Fusion of series places

In this subsection, we first present the Fusion of Series Places Rule for WF-nets
(φFSP) and then extend the rule for RWF-nets (φR

FSP) by proposing additional
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FSP

Figure 5.2: Reduction of a WF-net using the φFSP rule

requirements for reset arcs. The φFSP rule is based on the Fusion of Series Places
rule for Petri nets by Murata [Mur89]. The rule allows for the merging of two
sequential places p and q with one transition t in between them into a single place
r. The rule requires that there is only one output arc from p to t, exactly one
input p and one output q for t, and that there are no direct connections between
inputs of p and inputs of q. The last requirement ensures that there will only
be one arc connecting inputs of p in the original net to the new place r in the
reduced net (no weighted arcs). Furthermore, the rule is not applicable to places
that are either an input place i or an output place o of the net. See the example
in Figure 5.2 for an application of the φFSP rule. The white parts in the figure
are the parts being considered in the reduction step. Places p and q have been
merged into a new place r in the right net.

Definition 5.1 (Fusion of Series Places Rule for WF-nets: φFSP) Let N1

and N2 be two WF-nets, where N1 = (P1, T1, F1) and N2 = (P2, T2, F2). (N1, N2) ∈
φFSP if there exists an input place i ∈ P1 ∩ P2, an output place o ∈ P1 ∩ P2, two
places p, q ∈ P1 \ {i, o}, a transition t ∈ T1, and a place r ∈ P2 \ P1 such that:

Conditions on N1:

1. •t = {p} (p is the only input of t)

2. t• = {q} (q is the only output of t)

3. p• = {t} (t is the only output of p)

4. •p∩•q = ∅ (any input of p is not an input of q and vice versa)
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Construction of N2:

5. P2 = (P1 \ {p, q}) ∪ {r}
6. T2 = T1 \ {t}

7. F2 = (F1∩ ((P2×T2)∪ (T2×P2)))∪ (((
N1• p∪ N1• q) \ {t})×{r})∪ ({r}× q

N1• )

Theorem 5.2 (The φFSP rule is soundness preserving) Let N1 and N2 be
two WF-nets such that (N1, N2) ∈ φFSP. Then N1 is sound iff N2 is sound.

Proof The φFSP rule is boundedness and liveness preserving [Mur89]. Soundness
of a WF-net corresponds to boundedness and liveness of the short-circuited WF-
net [Aal97].

The Fusion of Series Places Rule for RWF-nets (φR
FSP) extends the φFSP rule

by introducing reset arcs and strengthening the conditions. The rule also allows
for the merging of two sequential places p and q with one transition t in between
them into a single place r. Figure 5.3 visualises the φR

FSP rule. The first additional
requirement is that the transition t should not have any reset arcs. See Figure 5.4
for a counter example where t has reset arcs. Transition t can reset place u in
the left net but this behaviour is ignored in the right net. Transition sequence
xt leads to a deadlock as t will remove a token from u when it fires, and u does
not exist in the right net. As a result, the left net is not sound whereas the right
net is. The second additional requirement is that the two places must be reset
by the same set of transitions (if any). If p and q are not reset places, then it is
clear that the rule holds. If a transition resets place p, it must also resets place
q as we are interested in merging these two places. See Figure 5.5 for a counter
example: transition sequence xtyz leads to an unsound net on the left (a leftover
token in q), whereas the right net is sound. If all requirements for the φR

FST rule
are satisfied, places p and q are merged into a new place r which takes on the
same reset arcs as p and q.

p

t

q

r

Figure 5.3: Fusion of Series Places Rule for RWF-nets: φR
FSP

Definition 5.3 (Fusion of Series Places Rule for RWF-nets: φR
FSP) Let N1

and N2 be two RWF-nets, where N1 = (P1, T1, F1, R1) and N2 = (P2, T2, F2, R2).
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Figure 5.4: Transition t resets place u. (Note that the model on the left is not
sound while the one on the right is.)

p

tu

v

i

y

z

o

x

q

u

v

i

y

z

o

x

r

Figure 5.5: Place p is a reset place and place q is not a reset place. (Note that
the model on the left is not sound while the one on the right is.)
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(N1, N2) ∈ φR
FSP if there exists an input place i ∈ P1 ∩ P2, an output place

o ∈ P1 ∩ P2, two places p, q ∈ P1 \ {i, o}, a transition t ∈ T1, and a place
r ∈ P2 \ P1 such that:

Extension of the φFSP rule:

1. ((P1, T1, F1), (P2, T2, F2)) ∈ φFSP (Note that, by definition, the i, o, p, q, t,
and r mentioned in this definition have to coincide with the i, o, p, q, t,
and r as mentioned in the definition of φFSP.)

Conditions on R1:

2. R1(t) = ∅ (t does not reset)

3. R↼
1 (p) = R↼

1 (q) (p and q are being reset by the same transitions)

Construction of R2:

4. R2 = {(z, R1(z) ∩ P2)|z ∈ T2 ∩ T1} ⊕ {(z, (R1(z) ∩ P2) ∪ {r})|z ∈ R↼
1 (p)}1.

Next, we show that the φR
FSP rule is soundness preserving. We first present

two lemmas that show that occurrence sequences in N1 and N2 correspond to one
another. These lemmas are then used to prove that the φR

FSP rule preserves the
three criteria of soundness: the option to complete, proper completion, and dead
transitions.

Lemma 5.4 (Under the φR
FSP rule, sequences in N1 correspond to sequences in N2)

Let N1 and N2 be two RWF-nets such that (N1, N2) ∈ φR
FSP, let σ1 ∈ T ∗

1 and

M1 ∈ IM(N1) be such that i
N1,σ1→ M1, and σ2 = α(σ1), where α ∈ T ∗

1 → T ∗
2 is

defined as follows:

• α(ε) = ε,

• α(tσ) = α(σ), and

• α(xσ) = xα(σ), where x ∈ T1 \ {t}.

Thus, α removes every occurrence of t from the sequence. Then i
N2,σ2→ M2, where

M2(r) = M1(p) + M1(q) and M2(x) = M1(x) for every x ∈ P2 \ {r}.

Proof By induction on the length of σ1.

Base Assume σ1 = ε. Clearly, i
N1,ε→ i and also i

N2,ε→ i.

Step Assume the theorem holds for some σ1, let M1 be such that i
N1,σ1→ M1, and

let M2 be such that i
N2,α(σ1)→ M2. We prove that it also holds if we extend

σ1 by one transition.

1⊕ represents function override where f : A → B, f ′ = f⊕{(a, b)} returns f ′ = f ∪{(a, b)}if
a 6∈ domf and f ′ = f \ {(a, f(a))} ∪ {(a, b)} if a ∈ domf .
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• First, assume that we extend σ by t. It is easy to see that this extension
does not have any effect on α(σ1). Therefore, we need to prove that
firing t does not violate the where-clause (i.e, M2(r) = M1(p) + M1(q)
and M2(x) = M1(x) for every x ∈ P2\{r}). As t moves only one token
from p to q and does not reset any place, this is straightforward.

• Second, assume that we extend σ by an x ∈ P1 \ {t}. First, we need
to prove that M2[x〉 in N2. As r contains at least as many tokens as
q, and M2(x) = M1(x) for every x ∈ P2 \ {r}, we conclude that this
is indeed the case. Next, we need to prove that firing x in both nets
does not violate the where-clause. This is straightforward as well, as
any transition that adds a token to p also adds a token to r and any
transition that removes a token from q also removes a token from r,
and the remaining transitions are identical.

Lemma 5.5 (Under the φR
FSP rule, sequences in N2 correspond to sequences in N1)

Let N1 and N2 be two RWF-nets such that (N1, N2) ∈ φR
FSP, let σ2 ∈ T ∗

2 and

M2 ∈ IM(N2) be such that i
N2,σ2→ M2, and σ1 = β(σ2), where β ∈ T ∗

2 → T ∗
1 is

defined as follows:

• β(ε) = ε,

• β(xσ) = xtβ(σ), if p ∈ x
N1• , and

• β(xσ) = xβ(σ), if p 6∈ x
N1• .

Thus, β introduces an extra t whenever place p is marked. As a result, place p is

unmarked as soon as possible. Then i
N1,σ1→ M1, where M1(p) = 0, M1(q) = M2(r)

and M1(x) = M2(x) for every x ∈ P1 \ {p, q}.

Proof By induction on the length of σ2.

Base Assume σ2 = ε. Clearly, i
N2,ε→ i and also i

N1,ε→ i.

Step Assume the theorem holds for some σ2, let M2 be such that i
N2,σ2→ M2, and

let M1 be such that i
N1,β(σ2)→ M1. We prove that it also holds if we extend

σ2 by one transition.

• First, assume that we extend σ by an x such that p ∈ x
N1• . It is obvious

that M1[x〉 in N1, and that afterwards t is also enabled. Furthermore,
both x and t do not violate the where-clause (i.e., where M1(p) = 0,
M1(q) = M2(r) and M1(x) = M2(x) for every x ∈ P1 \ {p, q}.

• Second, assume that we extend σ by an x such that p 6∈ x
N1• . Again

it is obvious that M1[x〉 in N1, and that x does not violate the where
clause.
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Theorem 5.6 (The φR
FSP rule preserves the option to complete) Let N1 and

N2 be two RWF-nets such that (N1, N2) ∈ φR
FSP. Then N1 has the option to com-

plete iff N2 has the option to complete.

Proof Let α and β be as defined in lemmas 5.4 and 5.5.

⇒ Assume that N2 does not have the option to complete, that is, there exists
some M2 ∈ N2[i〉 such that o 6∈ N2[M2〉. Thus, there exists a σ2 ∈ T ∗

2 such

that i
N2,σ2→ M2 but no σ′2 ∈ T ∗

2 exists such that M2

N2,σ′2→ o. As a result,

i
N1,β(σ2)→ M1, for a well-defined M1. Now assume that N1 does have the

option to complete. As a result, there exists a σ1 such that i
N1,β(σ2)σ1→ o.

But then i
N2,α(β(σ2)σ1)→ o, which contradicts the assumption that no σ′2 ∈ T ∗

2

exists such that M2

N2,σ′2→ o. Thus, N1 does not have the option to complete.

⇐ Similar to ⇒.

Theorem 5.7 (The φR
FSP rule preserves proper completion) Let N1 and N2

be two RWF-nets such that (N1, N2) ∈ φR
FSP. Then N1 has proper completion iff

N2 has proper completion.

Proof Let α and β be as defined in lemmas 5.4 and 5.5.

⇒ Assume that N2 does not have proper completion, that is there exists some
M2 ∈ N2[i〉 such that M2 > o. Thus, there exists a σ2 ∈ T ∗

2 such that

i
N2,σ2→ M2. Then i

N1,β(σ2)→ M1 such that M1 > o, and N1 does not have
proper completion.

⇐ Similar to ⇒.

Theorem 5.8 (The φR
FSP rule preserves dead transitions) Let N1 and N2

be two RWF-nets such that (N1, N2) ∈ φR
FSP. Then N1 contains dead transitions

iff N2 contains dead transitions.

Proof Let α and β be as defined in lemmas 5.4 and 5.5.

⇒ Assume that N2 contains no dead transitions, that is, for every t2 ∈ T2 there
exists some M2 ∈ N2[i〉 such that M2 ≥N2• t. Let t2 be an arbitrary transition

from T2, and let M2 ∈ N2[i〉 be such that M2 ≥N2• t2. Then there exists a

σ2 ∈ T ∗
2 such that i

N2,σ2→ M2. As a result, i
N1,β(σ2)→ M1 and M1 ≥N1• t2. As

T2 = T1 ∪ {t}, only transition t can still be dead. However, t can only be
dead if all transitions that mark p are dead, and these transitions exist (as
p 6= i).
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⇐ Assume that N1 contains no dead transitions, that is, for every t1 ∈ T1

there exists some M1 ∈ N1[i〉 such that M1 ≥N1• t. Let t1 be an arbitrary

transition from T1 excluding t, and let M1 ∈ N1[i〉 be such that M1 ≥N1• t1.

Then there exists a σ1 ∈ T ∗
1 such that i

N1,σ1→ M1. As a result, i
N2,α(σ1)→ M2

and M2 ≥N2• t1. Thus, N2 contains no dead transitions.

Theorem 5.9 (The φR
FSP rule is soundness preserving) Let N1 and N2 be

two RWF-nets such that (N1, N2) ∈ φR
FSP. N1 is sound iff N2 is sound.

Proof Follows from theorems 5.6, 5.7, and 5.8.

5.1.2 Fusion of series transitions

In this subsection, we first present Fusion of Series Transitions Rule for WF-nets
(φFST) and then extend the rule for RWF-nets (φR

FST) by proposing additional
requirements for reset arcs. The φFST rule is based on the Fusion of Series Tran-
sitions rule for Petri nets by Murata [Mur89]. The rule allows for the merging of
two sequential transitions t and u with one place p in between these two transi-
tions into only one transition v. The rule requires that there is only one input
t and output u for the place p, p is the only input of u, and there are no direct
connections between outputs of t and outputs of u. The last requirement ensures
that there will only be one arc connecting the new transition v to outputs of t
in the reduced net. See the example in Figure 5.6 for an application of the φFST

rule. Transitions t and u have been merged into a new transition v in the right
net. Note that transitions u and x cannot be merged as x has two input places
(q and r).

Definition 5.10 (Fusion of Series Transitions Rule for WF-nets: φFST)
Let N1 and N2 be two WF-nets, where N1 = (P1, T1, F1) and N2 = (P2, T2, F2).
(N1, N2) ∈ φFST if there exists an input place i ∈ P1 ∩ P2, an output place o ∈
P1 ∩ P2, a place p ∈ P1, two transitions t, u ∈ T1, and a transition v ∈ T2 \ T1

such that:

Conditions on N1:

1. •p = {t} (t is the only input of p)

2. p• = {u} (u is the only output of p)

3. •u = {p} (p is the only input of u)

4. t•∩u• = ∅ (any output of t is not an output of u and vice versa)
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FST

Figure 5.6: Reduction of a WF-net using the φFST rule

Construction of N2:

5. P2 = P1 \ {p}
6. T2 = (T1 \ {t, u}) ∪ {v}
7. F2 = (F1∩ ((P2×T2)∪ (T2×P2)))∪ (

N1• t×{v})∪ ({v}× ((t
N1• ∪u

N1• )\{p}))
Theorem 5.11 (The φFST rule is soundness preserving) Let N1 and N2 be
two WF-nets such that (N1, N2) ∈ φFST. Then N1 is sound iff N2 is sound.

Proof The φFST rule is boundedness and liveness preserving [Mur89]. Soundness
of a WF-net corresponds to boundedness and liveness of the short-circuited WF-
net [Aal97].

The Fusion of Series Transitions Rule for RWF-nets (φR
FST) extends the φFST

rule by introducing reset arcs. The rule also allows for the merging of two sequen-
tial transitions t and u with one place p in between them into a single transition
v. Figure 5.7 visualises the φR

FST rule. Additional requirements (required to allow
for reset arcs) are that place p and output places of u should not be source of
any reset arcs and transition u should not reset any place. The rule allows reset
arcs from transition t and these arcs will be assigned to the new transition v in
the reduced net. Figure 5.8 shows a counter example where p is a reset place:
transition sequence tx leads to a deadlock, which does not exist in the other net.
Figure 5.9 shows a counter example where transition u has reset arcs: transition
sequence tu leads to a deadlock, which does not exist in the other net. Figure 5.10
shows a counter example where the postset of u contains a reset place: transition
sequence txu results in two tokens in place r, which is not possible in the right
net. As a result, the left net is not sound whereas the right net is.
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Figure 5.7: Fusion of Series Transitions Rule for RWF-nets: φR
FST
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Figure 5.8: Place p is a reset place. (Note that the model on the left is not sound
while the one on the right is.)

Definition 5.12 (Fusion of Series Transitions Rule for RWF-nets: φR
FST)

Let N1 and N2 be two RWF-nets, where N1 = (P1, T1, F1, R1) and N2 = (P2, T2, F2, R2).
(N1, N2) ∈ φR

FST if there exists an input place i ∈ P1 ∩ P2, an output place
o ∈ P1 ∩P2, a place p ∈ P1, two transitions t, u ∈ T1, and a transition v ∈ T2 \T1

such that:

Extension of the φFST rule:

1. ((P1, T1, F1), (P2, T2, F2)) ∈ φFST (Note that, by definition, the t, u, v, and
p mentioned in this definition have to coincide with the t, u, v, and p as
mentioned in the definition of φFST.)

Conditions on R1:

2. R↼
1 (p) = ∅ (p is not a reset place)

3. R1(u) = ∅ (u does not reset)

4. for all q ∈ u•: R↼
1 (q) = ∅ (any output place of u is not a reset place)
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Figure 5.9: Transition u resets a place that is effected by transition t. (Note that
the model on the left is not sound while the one on the right is.)
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Figure 5.10: The postset of transition u contains a reset place. (Note that the
model on the left is not sound while the one on the right is.)
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Construction of R2:

5. R2 = {(z, R1(z))|z ∈ T2 ∩ T1} ∪ {(v,R1(t))}

We now present two lemmas that show that occurrence sequences in N1 and
N2 correspond to one another. These lemmas are then used to prove that the
φR

FST rule preserves the three criteria of soundness: the option to complete, proper
completion, and dead transitions.

Lemma 5.13 (Under the φR
FST rule, sequences in N1 correspond to sequences in N2)

Let N1 and N2 be two RWF-nets such that (N1, N2) ∈ φR
FST, let σ1 ∈ T ∗

1 and

M1 ∈ IM(N1) be such that i
N1,σ1→ M1, and σ2 = α(σ1), where α ∈ T ∗

1 → T ∗
2 is

defined as follows:

• α(ε) = ε,

• α(tσ) = vα(σ),

• α(uσ) = α(σ), and

• α(xσ) = xα(σ), where x ∈ T1 \ {t, u}.

Thus, α removes every occurrence of u from the sequence, and replaces every

occurrence of t with v. Then i
N2,σ2→ M2, where M2(x) = M1(x) + M1(p) for every

x ∈ v
N2• and M2(x) = M1(x) for every x 6∈ v

N2• .

Proof By induction on the length of σ1.

Base Assume σ1 = ε. Clearly, i
N1,ε→ i and also i

N2,ε→ i.

Step Assume the theorem holds for some σ1, let M1 be such that i
N1,σ1→ M1, and

let M2 be such that i
N2,α(σ1)→ M2. We prove that it also holds if we extend

σ1 by one transition.

• First, assume that we extend σ by t. t and v have the same preset,
thus we can extend α(σ) by v. t adds a token to place p, whereas v
adds tokens to its postset, which does not violate the where-clause.

• Second, assume that we extend σ by u. It is obvious that v does not
violate the where-clause.

• Third, assume that we extend σ by x, where x ∈ P1 \ {t, u}. As all
places in N2 contains at least as many tokens as their counterparts
in N1 (the where-clause), we know that x is enabled in N2 as well.
Furthermore, x does not violate the where-clause.

Lemma 5.14 (Under the φR
FST rule, sequences in N2 correspond to sequences in N1)

Let N1 and N2 be two RWF-nets such that (N1, N2) ∈ φR
FST, let σ2 ∈ T ∗

2 and

M2 ∈ IM(N2) be such that i
N2,σ2→ M2, and σ1 = β(σ2), where β ∈ T ∗

2 → T ∗
1 is

defined as follows:
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• β(ε) = ε,

• β(vσ) = tuβ(σ), and

• β(xσ) = xβ(σ), if x ∈ T2 \ {v}.

Thus, β replaces every occurrence of v with tu. Then i
N1,σ1→ M1, where M1(p) = 0

and M1(x) = M2(x) for every x ∈ P1 \ {p}.

Proof By induction on the length of σ2.

Base Assume σ2 = ε. Clearly, i
N2,ε→ i and also i

N1,ε→ i.

Step Assume the theorem holds for some σ2, let M2 be such that i
N2,σ2→ M2, and

let M1 be such that i
N1,β(σ2)→ M1. We prove that it also holds if we extend

σ2 by one transition.

• First, assume that we extend σ by v. It is obvious that M1[t〉 in N1,
and that afterwards u is also enabled. Furthermore, the combination
tu and v does not violate the where-clause.

• Second, assume that we extend σ by x such that x ∈ T2 \ {v}. Again
it is obvious that M1[x〉 in N1, and that x does not violate the where
clause.

Theorem 5.15 (The φR
FST rule preserves the option to complete) Let N1

and N2 be two RWF-nets such that (N1, N2) ∈ φR
FST. Then N1 has the option to

complete iff N2 has the option to complete.

Proof Let α and β be as defined in lemmas 5.13 and 5.14. The proof is similar
to the proof of Theorem 5.6, but with different α and β.

Theorem 5.16 (The φR
FST rule preserves proper completion) Let N1 and

N2 be two RWF-nets such that (N1, N2) ∈ φR
FST. Then N1 has proper completion

iff N2 has proper completion.

Proof Let α and β be as defined in lemmas 5.13 and 5.14. The proof is similar
to the proof of Theorem 5.7, but with different α and β.

Theorem 5.17 (The φR
FST rule preserves dead transitions) Let N1 and N2

be two RWF-nets such that (N1, N2) ∈ φR
FST. Then N1 has proper completion iff

N2 has proper completion.

Proof Let α and β be as defined in lemmas 5.13 and 5.14. The proof is similar
to the proof of Theorem 5.8, but with different α and β.

Theorem 5.18 (The φR
FST rule is soundness preserving) Let N1 and N2 be

two RWF-nets such that (N1, N2) ∈ φR
FST. N1 is sound iff N2 is sound.

Proof Follows from theorems 5.15, 5.16, and 5.17.
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Figure 5.11: Reduction of a WF-net using the φFPP rule

5.1.3 Fusion of parallel places

In this subsection, we first present Fusion of Parallel Places Rule for WF-nets
(φFPP) and then extend the rule for RWF-nets (φR

FPP) by proposing additional
requirements for reset arcs. The φFPP rule is a generalization of the Fusion of
Parallel Places rule for Petri nets by Murata [Mur89]. The rule allows for the
merging of multiple places (at least two) with the same inputs and outputs into
a single place q. See the example in Figure 5.11 for an application of the φFPP

rule. Places p1 and p2 have the same input set {t1, t2, t3} and the same output
set {x1, x2}. The reduced net contains a new place q that has the same input and
output sets as places p1 and p2.

Definition 5.19 (Fusion of Parallel Places Rule for WF-nets: φFPP)
Let N1 and N2 be two WF-nets, where N1 = (P1, T1, F1) and N2 = (P2, T2, F2).
(N1, N2) ∈ φFPP if there exists an input place i ∈ P1 ∩ P2, an output place o ∈
P1 ∩ P2, places Q ⊆ P1 where |Q| ≥ 2 and a place q ∈ P2 \ P1 such that:

Conditions on N1:

1. for all px, py ∈ Q : •px = •py (input transitions for all places in Q are
identical)

2. for all px, py ∈ Q : px• = py• (output transitions for all places in Q are
identical)

Construction of N2:

3. P2 = (P1 \Q) ∪ {q}
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4. T2 = T1

5. F2 = (F1 ∩ ((P2× T2)∪ (T2×P2)))∪ (
N1• p×{q})∪ ({q}× p

N1• ) where p ∈ Q

Theorem 5.20 (The φFPP rule is soundness preserving) Let N1 and N2 be
two WF-nets such that (N1, N2) ∈ φFPP. Then N1 is sound iff N2 is sound.

Proof The φFPP rule is boundedness and liveness preserving [Mur89]. Soundness
of a WF-net corresponds to boundedness and liveness of the short-circuited WF-
net [Aal97].

The Fusion of Parallel Places Rule for RWF-nets (φR
FPP) extends the φFPP

rule by introducing reset arcs. The rule also allows for the merging of places in Q
(i.e., p1 to pL) that have the same inputs and outputs into a single place q. The
additional requirement is that these places are reset by the same set of transitions.
If none of the places are reset places, then it is obvious that the rule holds. If
one is a reset place, then other places should also be reset by the same set of
transitions. Figure 5.12 visualises the φR

FPP rule. As all places in Q = {p1, ..., pL}
have the same input, output and reset arcs, these identical places can be merged
into a single place while preserving the soundness property. Place q in the reduced
net has the same input, output and reset arcs as any place in Q.

p1

t1

x1

pL

tN

xM

q

t1

x1

tN

xM

Figure 5.12: Fusion of Parallel Places Rule for RWF-nets: φR
FPP

Definition 5.21 (Fusion of Parallel Places Rule for RWF-nets: φR
FPP) Let

N1 and N2 be two RWF-nets, where N1 = (P1, T1, F1, R1) and N2 = (P2, T2, F2, R2).
(N1, N2) ∈ φR

FPP if there exists an input place i ∈ P1 ∩ P2, an output place
o ∈ P1 ∩ P2, places Q ⊆ P1 where |Q| ≥ 2 and a place q ∈ P2 \ P1 such that:

Extension of the φFPP rule:

1. ((P1, T1, F1), (P2, T2, F2)) ∈ φFPP (Note that, by definition, the i, o, Q, and
q mentioned in this definition have to coincide with the i, o, Q, and q as
mentioned in the definition of φFPP.)
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Figure 5.13: Reduction of a WF-net using the φFPT rule

Condition on R1:

2. for all px, py ∈ Q : R↼
1 (px) = R↼

1 (py) (all places in Q are being reset by
the same transitions)

Construction of R2:

3. R2 = {(z, R1(z)∩P2)|z ∈ T2∩T1}⊕{(z, (R1(z)∩P2)∪{q})|z ∈ R↼
1 (p)∧p ∈

Q}

Theorem 5.22 (The φR
FPP rule is soundness preserving) Let N1 and N2 be

two RWF-nets such that (N1, N2) ∈ φR
FPP. N1 is sound iff N2 is sound.

Proof It is easy to see that the state spaces of both nets are identical, except
that the markings differ: A marking in the state space of N1 contains places Q,
and every one of them contains n tokens, whereas a marking in the state space
of N2 contains one place q which contains n tokens.

5.1.4 Fusion of parallel transitions

In this subsection, we first present Fusion of Parallel Transitions Rule for WF-
nets (φFPT) and then extend the rule for RWF-nets (φR

FPT) by proposing addi-
tional requirements for reset arcs. The φFPT rule is a generalization of the Fusion
of Parallel Transitions rule for Petri nets by Murata [Mur89]. The rule allows for
the merging of multiple transitions (at least two) that have the same inputs and
outputs into a single transition. See the example in Figure 5.13 for an application
of the φFPT rule. Transitions t1 and t2 have the same input set {p1, p2, p3} and
the same output set {x1, x2}. The reduced net contains a new transition v that
has the same input and output sets as t1 and t2.
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Definition 5.23 (Fusion of Parallel Transitions Rule for WF-nets: φFPT)
Let N1 and N2 be two WF-nets, where N1 = (P1, T1, F1) and N2 = (P2, T2, F2).
(N1, N2) ∈ φFPT if there exists an input place i ∈ P1 ∩ P2, an output place
o ∈ P1 ∩ P2, transitions V ⊆ T1 where |V | ≥ 2, and a transition v ∈ T2 \ T1 such
that:

Conditions on N1:

1. for all tx, ty ∈ V : •tx = •ty(input places for all transitions in V are
identical)

2. for all tx, ty ∈ V : tx• = ty•(output places for all transitions in V are
identical)

Construction of N2:

3. P2 = P1

4. T2 = (T1 \ V ) ∪ {v}

5. F2 = (F1 ∩ ((P2× T2)∪ (T2×P2)))∪ ({v}× N1• t)∪ (t
N1• ×{v}) where t ∈ V

Theorem 5.24 (The φFPT rule is soundness preserving) Let N1 and N2 be
two WF-nets such that (N1, N2) ∈ φFPT. Then N1 is sound iff N2 is sound.

Proof The φFPT rule is boundedness and liveness preserving [Mur89]. Sound-
ness of a WF-net corresponds to boundedness and liveness of the short-circuited
WF-net [Aal97].

The Fusion of Parallel Transitions Rule for RWF-nets (φR
FPT) extends the

φFPT rule by introducing reset arcs. The rule allows for the merging of transitions
V (i.e., t1 to tL) that have the same inputs and outputs into a single transition
v. The additional requirement is that these transitions should reset the same
set of places (if any). If no transition has reset arcs, then it is obvious that
the rule holds. If one transition resets a place, then other transitions must also
reset the same place. Figure 5.14 visualises the φR

FPT rule. As all transitions in
V = {t1, ..., tL} now have the same input, output and reset arcs, these identical
transitions could be merged into a single transition while preserving the soundness
property. Transition v in the reduced net has the same input, output and reset
arcs as any transition t ∈ V .

Definition 5.25 (Fusion of Parallel Transitions Rule for RWF-nets: φR
FPT)

Let N1 and N2 be two RWF-nets, where N1 = (P1, T1, F1, R1) and N2 = (P2, T2, F2, R2).
(N1, N2) ∈ φR

FPT if there exists an input place i ∈ P1 ∩ P2, an output place
o ∈ P1 ∩ P2, transitions V ⊆ T1 where |V | ≥ 2, and a transition v ∈ T2 \ T1 such
that:
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Figure 5.14: Fusion of Parallel Transitions Rule for RWF-nets: φR
FPT

Extension of the φFPT rule:

1. ((P1, T1, F1), (P2, T2, F2)) ∈ φFPT (Note that, by definition, the i, o, V , and
v mentioned in this definition have to coincide with the i, o, V , and v as
mentioned in the definition of φFPT.)

Condition on R1:

2. for all tx, ty ∈ V : R1(tx) = R1(ty) (all transitions in V reset the same
places)

Construction of R2:

3. R2 = {(z, R1(z))|z ∈ T2 ∩ T1} ∪ {(v,R1(z))|z ∈ V }

Theorem 5.26 (The φR
FPT rule is soundness preserving.) Let N1 and N2 be

two RWF-nets such that (N1, N2) ∈ φR
FPT. N1 is sound iff N2 is sound.

Proof It is obvious that the state spaces of both nets are identical, except that
some edges differ: where the state space of N1 contains edges for transitions t1
up to tL, the state space of N2 only contains one edge for transition v.

5.1.5 Elimination of self-loop transitions

In this subsection, we first present Elimination of Self-Loop Transitions Rule for
WF-nets (φELT) and then extend the rule for RWF-nets (φR

ELT) by proposing
additional requirements for reset arcs. The φELT rule is based on the Elimination
of Self-Loop Transitions rule for Petri nets by Murata [Mur89]. The rule allows
the removal of a self-loop transition. A self-loop transition is one that has one
input place which is also the only output place of the transition. See the example
in Figure 5.15 for an application of the φELT rule. Transition t has been abstracted
from in the reduced net as p is the only input place and the only output place of
t.
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ELT

Figure 5.15: Reduction of a WF-net using the φELT rule

Definition 5.27 (Elimination of Self-Loop Transitions for WF-nets: φELT)
Let N1 and N2 be two WF-nets, where N1 = (P1, T1, F1) and N2 = (P2, T2, F2).
(N1, N2) ∈ φELT if there exists an input place i ∈ P1 ∩ P2, an output place
o ∈ P1 ∩ P2, a place p ∈ P1 ∩ P2, and a transition t ∈ T1 such that:

Conditions on N1:

1. •t = {p} (p is the only input place of t)

2. t• = {p} (p is the only output place of t)

Construction of N2:

3. P2 = P1

4. T2 = T1 \ {t}
5. F2 = (F1 ∩ ((P2 × T2) ∪ (T2 × P2)))

Theorem 5.28 (The φELT rule is soundness preserving) Let N1 and N2 be
two WF-nets such that (N1, N2) ∈ φELT. Then N1 is sound iff N2 is sound.

Proof The φELT rule is boundedness and liveness preserving [Mur89]. Sound-
ness of a WF-net corresponds to boundedness and liveness of the short-circuited
WF-net [Aal97].

The Elimination of Self-Loop Transitions Rule for RWF-nets (φR
ELT) extends

the φELT rule by introducing reset arcs. The rule also allows removal of a tran-
sition t which has a single place as its input and its output. The additional
requirement is that transition t has no reset arcs. Figure 5.16 visualises the φR

ELT

rule.
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Figure 5.16: Elimination of Self-Loop Transitions Rule for RWF-nets: φR
ELT

Definition 5.29 (Elimination of Self-Loop Transitions Rule for RWF-nets: φR
ELT)

Let N1 and N2 be two RWF-nets, where N1 = (P1, T1, F1, R1) and N2 = (P2, T2, F2, R2).
(N1, N2) ∈ φR

ELT if there exists an input place i ∈ P1 ∩ P2, an output place
o ∈ P1 ∩ P2, a place p ∈ P1 ∩ P2, and a transition t ∈ T1 such that:

Extension of the φELT rule:

1. ((P1, T1, F1), (P2, T2, F2)) ∈ φELT (Note that, by definition, the i, o, t, and
p mentioned in this definition have to coincide with the i, o, t, and p as
mentioned in the definition of φELT.)

Condition on R1:

2. R1(t) = ∅ (t does not reset)

Construction of R2:

3. R2 = {(z, R1(z))|z ∈ T2 ∩ T1}

Theorem 5.30 (The φR
ELT rule is soundness preserving) Let N1 and N2 be

two RWF-nets such that (N1, N2) ∈ φR
ELT. N1 is sound iff N2 is sound.

Proof It is obvious that the state spaces of both nets are identical, except that
the state space of N1 contains additional self-edges. Furthermore, it is clear that
t can only be dead if every transition that marks p is dead. Therefore, removing
t preserves dead transitions.

We have presented five reduction rules for RWF-nets based on the reduction
rules defined by Murata [Mur89]. We have omitted the sixth rule, “Elimination of
Self-Loop Places” as this rule requires a place to be marked in an initial marking
of a net. For WF-nets and RWF-nets, this is not possible as the input place i is the
only place that could be marked in an initial marking. By definition, i cannot be
a self-loop (i.e., it cannot have any incoming arcs •i = ∅) and therefore, this rule
is not applicable to WF-nets and RWF-nets. In addition to the “Murata rules”
we also present some additional rules. These rules turn out to be particularly
useful when reducing YAWL models.
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Figure 5.17: Reduction of a WF-net using the φFES rule

5.1.6 Fusion of equivalent subnets

In this subsection, we first present Fusion of Equivalent Subnets Rule for WF-
nets (φFES) and then extend the rule for RWF-nets (φR

FES) by proposing additional
requirements for reset arcs. The φFES rule allows removal of multiple identical
subnets by replacing them with only one subnet. The rule requires that pairs of
transitions have the same input and output places. See the example in Figure 5.17
for an application of the φFES rule. The set of transitions V1 has been merged into
V3. The set of transitions V2 has been merged into v4, and places in Q2 have been
merged into one place r. Note that the name of the rule may be a bit misleading.
This rule only applies to subnets having the structure shown in Figure 5.17. The
reason that this rule has been added is that it is very effective in reducing YAWL
models (cf. Chapter 6).

Definition 5.31 (Fusion of Equivalent Subnets Rule for WF-nets: φFES)
Let N1 and N2 be two WF-nets, where N1 = (P1, T1, F1) and N2 = (P2, T2, F2).
(N1, N2) ∈ φFES if there exists an input place i ∈ P1 ∩ P2, an output place
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o ∈ P1 ∩ P2, places Q1, Q3 ⊆ P1 ∩ P2, Q2 ⊆ P1 where |Q2| ≥ 2, r ∈ P2 \ P1,
transitions V1, V2 ⊆ T1, and V3, V4 ⊆ T2 \ T1 such that:

Conditions on N1:

1. V1 = {vq1,q2

1 |q1 ∈ Q1 ∧ q2 ∈ Q2} (every transition of V1 is of the form vq1,q2

1 )

2. V2 = {vq2,q3

2 |q2 ∈ Q2 ∧ q3 ∈ Q3} (every transition of V2 is of the form vq2,q3

2 )

3. for all p ∈ Q2 :
N1• p ⊆ V1 ∧ p

N1• ⊆ V2 (preset and postset of all places in Q2

are from V1 and V2 respectively)

4. for all vq1,q2

1 ∈ V1 :
N1• vq1,q2

1 = {q1} ∧ vq1,q2

1
N1• = {q2} (preset of vq1,q2

1 is q1 and
postset is q2)

5. for all vq2,q3

2 ∈ V2 :
N1• vq2,q3

2 = {q2} ∧ vq2,q3

2
N1• = {q3} (preset of vq2,q3

2 is q2 and
postset is q3)

Construction of N2:

6. P2 = (P1 \Q2) ∪ {r}
7. T2 = (T1 \ (V1 ∪ V2)) ∪ (V3 ∪ V4) where V3 = {vq1,r

3 |q1 ∈ Q1} and V4 =
{vr,q3

4 |q3 ∈ Q3}
8. F2 = (F1∩ ((P2×T2)∪ (T2×P2)))∪ (V3×{r})∪ ({r}×V4)∪{(q1, v

q1,r
3 )|q1 ∈

Q1 ∧ vq1,r
3 ∈ V3} ∪ {(vr,q3

4 , q3)|q3 ∈ Q3 ∧ vr,q3

4 ∈ V4}

Theorem 5.32 (The φFES rule is soundness preserving) Let N1 and N2 be
two WF-nets such that (N1, N2) ∈ φFES. N1 is sound iff N2 is sound.

Proof The state spaces of both nets are comparable, such that where the state
space of N1 contains edges for transitions in V1, the state space of N2 only contains
edges for transitions in V3. Similarly, the set of transitions V2 in N1 is now V4 in
N2. The set of places Q2 has been replaced with r.

The Fusion of Equivalent Subnets Rule for RWF-nets (φFES) extends the φFES

rule by introducing reset arcs. The rule allows the removal of multiple identical
subnets by replacing them with only one subnet. Additional requirements are
that all places in Q2 are reset by the same set of transitions and all transition
pairs in V1 and V3 also reset the same places. Figure 5.18 visualises the φR

FES rule.

Definition 5.33 (Fusion of Equivalent Subnets Rule for RWF-nets: φR
FES)

Let N1 and N2 be two RWF-nets, where N1 = (P1, T1, F1, R1) and N2 = (P2, T2, F2, R2).
(N1, N2) ∈ φR

FES if there exists an input place i ∈ P1 ∩ P2, an output place
o ∈ P1 ∩ P2, places Q1, Q3 ⊆ P1 ∩ P2, Q2 ⊆ P1 where |Q2| ≥ 2, r ∈ P2 \ P1,
transitions V1, V2 ⊆ T1, and V3, V4 ⊆ T2 \ T1 such that:
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Figure 5.18: Fusion of Equivalent Subnets Rule for RWF-nets: φR
FES

Extension of the φFES rule:

1. ((P1, T1, F1), (P2, T2, F2)) ∈ φFES (Note that, by definition, the i, o, Q1, Q2,
Q3, V1, V2, V3, and V4 mentioned in this definition have to coincide with
the i, o, Q1, Q2, Q3, V1, V2, V3, and V4 as mentioned in the definition of
φFES.)

Condition on R1:

2. for all q1 ∈ Q1 and q2, q
′
2 ∈ Q2 : R(vq1,q2

1 ) = R(v
q1,q′2
1 ) (transitions in V1 that

have the same input set should also have the same reset arcs)

3. for all q3 ∈ Q3 and q2, q
′
2 ∈ Q2 : R(vq2,q3

1 ) = R(v
q′2,q3

1 ) (transitions in V2 that
have the same output set should also have the same reset arcs)

4. for all q2, q
′
2 ∈ Q2, R↼

1 (q2) = R↼
1 (q′2) (places in Q2 are reset by the same

set of transitions)

Construction of R2:

5. R2 = {(z, R1(z) ∩ P2)|z ∈ T2 ∩ T1}
⊕{(z, (R1(z) ∩ P2 ∪ {r}))|z ∈ R↼

1 (q2) ∧ q2 ∈ Q2}
∪{(vq1,r

3 , R1(v
q1,q2

1 ) ∩ P2)|q1 ∈ Q1 ∧ q2 ∈ Q2}
∪{(vr,q3

4 , R1(v
q2,q3

2 ) ∩ P2)|q2 ∈ Q2 ∧ q3 ∈ Q3}

Theorem 5.34 (The φR
FES rule is soundness preserving) Let N1 and N2 be

two RWF-nets such that (N1, N2) ∈ φR
FES. N1 is sound iff N2 is sound.

Proof The proof is similar to the one for the φFES rule. The state spaces of
both nets are comparable, such that where the state space of N1 contains edges
for transitions in V1, the state space of N2 only contains edges for transitions in
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Figure 5.19: Reduction of a WF-net using the φA rule

V3. Similarly, the set of transitions V2 in N1 is now V4 in N2. The set of places
Q2 has been replaced with r. Additional requirements for reset arcs ensure that
the transitions can be abstracted.

5.1.7 Abstraction

In this subsection, we first present Abstraction Rule for WF-nets (φA) and then
extend the rule for RWF-nets (φR

A) by proposing additional requirements for reset
arcs. The φA rule is based on the Abstraction rule for Petri nets from Desel and
Esparza [DE95]. The rule allows the removal of a place s and a transition t, where
s is the only input of t, t is the only output of s and there is no direct connection
between the inputs of s with the outputs of t. See the example in Figure 5.19 for
an application of the φA rule. The reduced net on the right abstracts from place
s and transition t and provides direct connections between the inputs of s and
the outputs of t.

Definition 5.35 (Abstraction Rule for WF-nets: φA) Let N1 and N2 be two
WF-nets, where N1 = (P1, T1, F1) and N2 = (P2, T2, F2). (N1, N2) ∈ φA if there
exists an input place i ∈ P1∩P2, an output place o ∈ P1∩P2, places Q ⊆ P1∩P2,
a place s ∈ P1 \Q, transitions U ⊆ T1∩T2, and a transition t ∈ T1 \U such that:

Conditions on N1:

1. •t = {s} (s is the only input of t)

2. s• = {t} (t is the only output of s)

3. •s = U (transitions in U are input transitions for s)

4. t• = Q (transitions in Q are output transitions for t)
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5. (•s × t•) ∩ F = ∅ (any input of s is not connected to an output of t and
vice versa)

Construction of N2:

6. P2 = P1 \ {s}
7. T2 = T1 \ {t}
8. F2 = (F1 ∩ ((P2 × T2) ∪ (T2 × P2))) ∪ (

N1• s× t
N2• )

Theorem 5.36 (The φA rule is soundness preserving) Let N1 and N2 be
two WF-nets such that (N1, N2) ∈ φA. Then N1 is sound iff N2 is sound.

Proof The φA rule is boundedness and liveness preserving as shown by Desel
and Esparza [DE95]. Soundness of a WF-net corresponds to boundedness and
liveness of the short-circuited WF-net [Aal97].

The Abstraction Rule for RWF-nets (φR
A) extends the φA rule by introducing

reset arcs. The rule allows for the removal of a place s and a transition t, where
s is the only input of t, t is the only output of s and there is no direct connection
between the inputs for s with the outputs for t. Additional requirements are that
transition t does not reset any place, place s is not reset by any transition, and
outputs for t are not reset by any transition. Input transitions for place s can
have reset arcs. Figure 5.20 visualises the φR

A rule.

u1

s

uN

t

qMq1

u1 uN

qMq1

Figure 5.20: Abstraction Rule for RWF-nets: φR
A

Definition 5.37 (Abstraction Rule for RWF-nets: φR
A) Let N1 and N2 be

two RWF-nets, where N1 = (P1, T1, F1, R1) and N2 = (P2, T2, F2, R2). (N1, N2) ∈
φR

A if there exists an input place i ∈ P1 ∩ P2, an output place o ∈ P1 ∩ P2, places
Q ⊆ P1 ∩ P2, a place s ∈ P1 \ Q, transitions U ⊆ T1 ∩ T2, and a transition
t ∈ T1 \ U such that:

Extension of the φR
A rule:

1. ((P1, T1, F1), (P2, T2, F2)) ∈ φA (Note that, by definition, the i, o, s, t, Q,
and U mentioned in this definition have to coincide with i, o, s, t, Q, and
U as mentioned in the definition of φA.)
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Conditions on R1:

2. R↼
1 (s) = ∅ (s is not a reset place)

3. R1(t) = ∅ (t does not reset)

4. for all q ∈ t• : R↼
1 (q) = ∅ (all output places for t are not reset places)

Construction of R2:

5. R2 = {(z, R1(z) ∩ P2)|z ∈ T2 ∩ T1}

Theorem 5.38 (The φR
A rule is soundness preserving) Let N1 and N2 be

two RWF-nets such that (N1, N2) ∈ φR
A. N1 is sound iff N2 is sound.

Proof This rule is quite close to the φR
FST rule (i.e., the fusion of two subsequent

transitions), except that it rule allows for s (p for the φR
FST rule) to have multiple

inputs. Using the φR
FST rule, the proof is quite simple. It is obvious that we can

replace s and t by s1, ..., sN and t1, ..., tN in such a way that •si = {ui}, si• = {ti},
•ti = {si}, and ti• = Q while preserving soundness. Next, we can use the φR

FST

rule to reduce every si and ti. Figure 5.21 visualises the proof of the soundness
preserving property of the φR

A rule.
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s

uN

t

qMq1 qMq1

u1 uN

s1

t1

sN

tN

u1 uN

qMq1

FST

R

Figure 5.21: Proof sketch for the φR
A rule

The other two linear dependency rules described by Desel and Esparza [DE95] to
remove nonnegative linearly dependent places and nonnegative linearly dependent
transitions are only applicable to free-choice nets. The rules are said to be not
strongly sound for arbitrary nets (i.e., N is well-formed if and only if N ′ is well-
formed) [DE95]. Hence, they cannot be used for WF-nets and RWF-nets.

5.2 Related work

A number of authors have investigated reduction rules for Petri nets and for var-
ious subclasses of Petri nets. In Murata’s work [Mur89], six reduction rules are
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presented for Petri nets. In the book by Desel and Esparza [DE95], a set of reduc-
tion rules are proposed for free-choice Petri nets while preserving well-formedness.
They include the abstraction rule, linear dependency rules for a non-negative
linearly dependent place and for a non-negative linearly dependent transition.
Berthelot presents a set of reduction rules for general Petri nets [Ber86a, Ber86b].
He proposes transformations on places and transitions that preserve language,
deadlock-freeness, 1-liveness and liveness for place/transition systems. These in-
clude transformations on places such as structurally redundant places, double
places and equivalent places, and fusions of transitions such as post-fusion, pre-
fusion and lateral fusion. In this paper by Sloan and Buy [SB96], the authors
extend the reduction rules given by Berthelot for Time Petri nets.

Summary

In this chapter, we presented a comprehensive set of reduction rules for WF-
nets and RWF-nets that is soundness preserving. The key contribution of this
chapter is not only to the verification of workflows with cancellation regions and
OR-joins but also to the field of reset nets by introducing reset reduction rules.
Recall that we introduced the reduction rules to facilitate workflow verification
in the presence of cancellation features. The next chapter applies the reduction
rules to YAWL.

PhD Thesis – c© 2006 M.T.K Wynn – Page 101



Chapter 6. Reduction rules for YAWL nets

Chapter 6

Reduction rules for YAWL nets

In Chapter 5, we proposed a number of reduction rules for RWF-nets. A mapping
from a YAWL-net without OR-joins to an RWF-net already exists using the trans-
formation function defined in Chapter 2. Due to this mapping, it is possible to
perform reduction of YAWL nets without OR-joins by first transforming the net
into the corresponding RWF-net and then applying the reduction rules defined in
Chapter 5, i.e., using the results from previous chapters it is already possible to
apply the reduction rules. Nevertheless, in this chapter, we define a set of reduc-
tion rules at YAWL net level. This is done for the following reasons. Firstly, by
applying reduction rules at YAWL level, problematic tasks and conditions could
be highlighted with ease and meaningful error messages could be provided based
on YAWL terminology. Secondly, reduction rules for YAWL nets without OR-
joins can still be applied to YAWL nets with OR-joins and in particular to those
parts of the net that do not use any OR-join constructs. This enables us to reduce
the complexity of the verification process for YAWL nets with OR-joins. Finally,
by first abstracting from non OR-join constructs in YAWL nets with OR-joins,
the resulting YAWL nets with OR-joins may become much simpler. This allows
us to define some reduction rules for YAWL nets with OR-joins, which will be
explained in more detail in Section 6.2. Section 6.1 discusses nine reduction rules
for YAWL nets without OR-joins. The proof for each rule makes use of a series
of transformations at reset net level. Section 6.2 describes additional reduction
rules for YAWL nets with OR-joins. Section 6.3 describes the implementation of
our approach in the YAWL editor. Section 6.4 discusses related work.

The bulk of this work was done while visiting Eindhoven University of Tech-
nology in close collaboration with Dr. Eric Verbeek and Professor Wil van der
Aalst.

6.1 Reduction rules for YAWL nets without OR-

joins

6.1.1 Fusion of series conditions

The Fusion of Series Conditions Rule for YAWL nets (φR
FSP) allows for the merg-

ing of two sequential conditions p and q in a YAWL net that have only one task
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t in between them into a single condition. The φY
FSP rule makes use of the φR

FSP

rule for RWF-nets (Definition 5.3). The application requirements are similar to
those for the φR

FSP rule except that we refer to tasks and conditions instead of
transitions and places. In addition, we require that task t is cancelled by the
same set of tasks that remove tokens from conditions p and q. This is because
a task can be part of a cancellation region while a transition cannot. Figure 6.1
visualises the φY

FSP rule. Conditions p and q are merged into a new condition r
and the in-between task t is abstracted in the reduced net.

Definition 6.1 (Fusion of Series Conditions Rule: φY
FSP) Let N1 and N2 be

two eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1, split1, join1, rem1)
and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φY

FSP if there exists a
task t ∈ T1, two conditions p, q ∈ C1 \ {i, o} and a condition r ∈ C2 \ (C1 ∪ T1)
such that:

Conditions on N1:

1. •t = {p} (p is the only input of t)

2. t• = {q} (q is the only output of t)

3. p• = {t} (t is the only output of p)

4. •p∩•q = ∅ (any input of p is not an input of q and vice versa)

5. rem1(t) = ∅ (t does not reset)

6. rem↼
1 (p) = rem↼

1 (q) = rem↼
1 (t) (p, q, and t are reset by the same set of

tasks)

Construction of N2:

7. C2 = (C1 \ {p, q}) ∪ {r}
8. T2 = T1 \ {t}

9. F2 = (F1∩((C2×T2)∪(T2×C2)))∪(
N1• p×{r})∪({r}×q

N1• )∪((
N1• q\{t})×{r})

10. rem2 = {(z, rem1(z)∩ (C2 ∪T2))|z ∈ T2 ∩T1}⊕{(z, (rem1(z)∩ (C2 ∪T2))∪
{r})|z ∈ rem↼

1 (p)}
11. split2 = {(z, split1(z))|z ∈ T2 ∩ T1}
12. join2 = {(z, join1(z))|z ∈ T2 ∩ T1}

Theorem 6.2 (The φY
FSP rule is soundness preserving) Let N1 and N2 be

two eYAWL-nets without OR-joins such that (N1, N2) ∈ φY
FSP. N1 is sound iff N2

is sound.
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YAWL net 
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Figure 6.1: Fusion of Series Conditions Rule for YAWL nets: φY
FSP

Proof By construction. Figure 6.1 visualises the φY
FSP rule and sketches the

proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving. First, conditions p, q and task
t in the YAWL net are transformed into corresponding places and transitions in
the RWF-net. The φR

FSP rule for an RWF-net is then applied twice to obtain a
reduced RWF-net. In the first step, places p and pt are merged into one place pt
and transition tS is abstracted. In the second instance, places pt and q are merged
into one place r and transition tE is abstracted. Finally, the reduced RWF-net is
mapped back to the YAWL level with a condition r replacing the place r. Since
the φR

FSP rule is soundness preserving, the sequence of transformations is also
soundness preserving.

6.1.2 Fusion of parallel conditions

The Fusion of Parallel Conditions Rule for YAWL nets (φY
FPP) allows for the

merging of two or more parallel conditions in a YAWL net with the same input
tasks and the same output tasks into a single condition. The φY

FPP rule makes use
of the φR

FPP rule for RWF-nets (Definition 5.21). The application requirements are
the same as those for the φR

FPP rule except that we refer to tasks and conditions
instead of transitions and places. In addition, we require that all input tasks for
these conditions are AND-split tasks and all output tasks for these conditions are
AND-join tasks. Figure 6.2 visualises the φY

FPP rule. Multiple identical conditions
are merged into a single condition in the reduced net with the same input, output,
and reset arcs as those conditions in the original net.

Definition 6.3 (Fusion of Parallel Conditions Rule: φY
FPP) Let N1 and N2

be two eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1, split1, join1, rem1)
and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φY

FPP if there exists tasks
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T, X ⊆ T1 ∩ T2 where |T | ≥ 1, |X| ≥ 1, conditions P ⊆ C1 where |P | ≥ 2, and a
condition c ∈ C2 \ (C1 ∪ T1) such that:

Conditions on N1:

1. for all t ∈ T : split1(t) = AND (all tasks in T are AND-split tasks)

2. for all x ∈ X : join1(x) = AND (all tasks in X are AND-join tasks)

3. for all p ∈ P : •p = T and p• = X (all conditions in P have the same input
and output)

4. for all p, q ∈ P : rem↼
1 (p) = rem↼

1 (q) (all conditions in P are reset by the
same tasks)

Construction of N2:

5. C2 = (C1 \ P ) ∪ {c}
6. T2 = T1

7. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ (T × {c}) ∪ ({c} ×X)

8. rem2 = {(z, rem1(z)∩(C2∪T2))|z ∈ T1}⊕{(z, (rem1(z)∩(C2∪T2))∪{c})|z ∈
rem↼

1 (p) ∧ p ∈ P}
9. split2 = split1

10. join2 = join1

t1

tN

x1

xL

p1

pM

YAWL net 

RWF- net

pt1 p1t1E x1S px1

ptN pMtNE xLS pxL

pt1

c
t1E x1S px1

ptN tNE xLS pxL

FPP

R

t1

tN

x1

xL

c

Figure 6.2: Fusion of Parallel Conditions Rule for YAWL nets: φY
FPP
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Theorem 6.4 (The φY
FPP rule is soundness preserving) Let N1 and N2 be

two eYAWL-nets without OR-joins such that (N1, N2) ∈ φY
FPP. N1 is sound iff

N2 is sound.

Proof By construction. Figure 6.2 visualises the φY
FPP rule and sketches the

proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.

6.1.3 Fusion of alternative conditions

The Fusion of Alternative Conditions Rule for YAWL nets (φY
FAP) allows for the

merging of two or more alterative conditions in a YAWL net with the same input
tasks and output tasks. The φY

FAP rule makes use of the φR
FES rule for RWF-

nets (Definition 5.33). The application requirements are the same as those for
the φR

FES rule except that we refer to tasks and conditions instead of transitions
and places. In addition, we require that all input tasks for these conditions are
XOR-split tasks and all output tasks for these conditions are XOR-join tasks.
Figure 6.3 visualises the φY

FAP rule. Multiple conditions are merged into a single
condition in the reduced net with the same input, output, and reset arcs as those
conditions in the original net.

Definition 6.5 (Fusion of Alternative Conditions: φY
FAP) Let N1 and N2 be

two eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1, split1, join1, rem1)
and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φY

FPP if there exists tasks
T,X ⊆ T1 ∩ T2 where |T | ≥ 1, |X| ≥ 1, conditions P ⊆ C1 where |P | ≥ 2, and a
condition c ∈ C2 \ (C1 ∪ T1) such that:

Conditions on N1:

1. for all t ∈ T : split1(t) = XOR (all tasks in T are XOR-split tasks)

2. for all x ∈ X : join1(x) = XOR (all tasks in X are XOR-join tasks)

3. for all p ∈ P : •p = T and p• = X (all conditions in P have the same input
and output)

4. for all p, q ∈ P : rem↼
1 (p) = rem↼

1 (q) (all conditions in P are reset by the
same tasks)

Construction of N2:

5. C2 = (C1 \ P ) ∪ {c}
6. T2 = T1

7. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ (T × {c}) ∪ ({c} ×X)

8. rem2 = {(z, rem1(z)∩(C2∪T2))|z ∈ T1}⊕{(z, (rem1(z)∩(C2∪T2))∪{c})|z ∈
rem↼

1 (p) ∧ p ∈ P}

PhD Thesis – c© 2006 M.T.K Wynn – Page 106



Chapter 6. Reduction rules for YAWL nets

9. split2 = split1

10. join2 = join1
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t1E x1S
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xL

c

Figure 6.3: Fusion of Alternative Conditions Rule for YAWL nets: φY
FAP

Theorem 6.6 (The φY
FAP rule is soundness preserving) Let N1 and N2 be

two eYAWL-nets without OR-joins such that (N1, N2) ∈ φY
FAP. N1 is sound iff

N2 is sound.

Proof By construction. Figure 6.3 visualises the φY
FAP rule and sketches the

proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.

6.1.4 Fusion of series tasks

The Fusion of Series Tasks Rule for YAWL nets (φY
FST) allows for the merging

of two sequential tasks t and u in a YAWL net that have only one condition
p in between them into a single task v. The φY

FST rule makes use of the φR
FST

rule and the φR
FSP rule for RWF-nets (Definition 5.12 and Definition 5.3). The

application requirements are similar to those for the respective rules except that
we refer to tasks and conditions instead of transitions and places. In addition,
we require that tasks t and u are AND-split tasks and tasks t and u are cancelled
by the same set of transitions that remove tokens from condition p (if any). It is
possible that task t can reset certain places. Figure 6.4 visualises the φY

FST rule.
Two tasks t and u are merged into a new task v and condition p is abstracted
from the reduced net. Task v also takes on the reset arcs of task t (if any).
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Definition 6.7 (Fusion of Series Tasks Rule: φY
FST) Let N1 and N2 be two

eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1, split1, join1, rem1)
and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φY

FST if there exists tasks
t, u ∈ T1, a condition p ∈ C1 and a task v ∈ T2 \ (T1 ∪ C1) such that:

Conditions on N1:

1. {t} = •p (t is the only input of p)

2. {u} = p• (u is the only output of p)

3. {p} = •u (p is the only input of u)

4. rem↼
1 (p) = rem↼

1 (t) = rem↼
1 (u) = ∅ (t, u and p are not reset by any task)

5. rem1(u) = ∅ (u does not reset)

6. for all c ∈ u• : rem↼
1 (c) = ∅ (outputs of u are not reset by any task)

7. split1(t) = split1(u) = AND (both t and u are AND-split tasks)

Construction of N2:

8. C2 = C1 \ {p}
9. T2 = (T1 \ {t, u}) ∪ {v}

10. F2 = (F1∩((C2×T2)∪(T2×C2)))∪(
N1• t×{v})∪({v}×u

N1• )∪({v}×(t
N1• \{p}))

11. rem2 = {(z, rem1(z) ∩ (C2 ∪ T2))|z ∈ T2 ∩ T1} ∪ {(v, rem1(t))}
12. split2 = {(z, split1(z))|z ∈ T2 ∩ T1} ∪ {(v, AND)}
13. join2 = {(z, join1(z))|z ∈ T2 ∩ T1} ∪ {(v, AND)}

pt u v

YAWL net 

RWF- net

pt tE uS uEp pu

tE uEqpt

pt tuE

FST

R
FSP

R

Figure 6.4: Fusion of Series Tasks Rule for YAWL nets: φY
FST

PhD Thesis – c© 2006 M.T.K Wynn – Page 108



Chapter 6. Reduction rules for YAWL nets

Theorem 6.8 (The φY
FST rule is soundness preserving) Let N1 and N2 be

two eYAWL-nets without OR-joins such that (N1, N2) ∈ φY
FST. N1 is sound iff N2

is sound.

Proof By construction. Figure 6.4 visualises the φY
FST rule and sketches the

proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.

6.1.5 Fusion of parallel tasks

The Fusion of Parallel Tasks Rule for YAWL nets (φY
FPT) allows for the merging

of two or more identical tasks in a YAWL net into a single task. Two tasks
are identical if both have the same input set and output set, the same split
behaviour and join behaviour, empty cancellation regions, and are not cancelled
by any other tasks. The φY

FPT rule makes use of the φR
FPT rule and the φR

FST rule for
RWF-nets (Definition 5.25 and 5.12). The application requirements are similar to
those for the respective rules except that we refer to tasks and conditions instead
of transitions and places. In addition, we require that all tasks AND-split and
AND-join tasks. Figure 6.5 visualises the φY

FPT rule. All tasks which satisfy the
requirements are merged into a new task v in the reduced net. Task v takes on
all characteristics of one of these tasks in the original net.

Definition 6.9 (Fusion of Parallel Tasks Rule: φY
FPT) Let N1 and N2 be two

eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1, split1, join1, rem1)
and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φY

FPT if there exists
tasks T ⊆ T1 where |T | > 1, conditions P,X ⊆ C1 and a task v ∈ T2 \ (T1 ∪ C1)
such that:

Conditions on N1:

1. for all t ∈ T : •t = P ∧ join1(t) = AND (all tasks in T have the same input
and AND-join structure)

2. for all t ∈ T : t• = X ∧ split1(t) = AND (all tasks in T have the same
output and AND-split structure)

3. for all t ∈ T : rem1(t) = ∅ (all tasks in T do not reset)

4. for all t ∈ T : rem↼
1 (t) = ∅(all tasks in T are not reset by any tasks)

Construction of N2:

5. C2 = C1

6. T2 = (T1 \ T ) ∪ {v}
7. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ (P × {v}) ∪ ({v} ×X)

8. rem2 = {(z, rem1(z) ∩ (C2 ∪ T2))|z ∈ T2 ∩ T1} ∪ {(v,∅)}
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9. split2 = {(z, split1(z))|z ∈ T2 ∩ T1} ∪ {(v, AND)}
10. join2 = {(z, join1(z))|z ∈ T2 ∩ T1} ∪ {(v, AND)}
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v
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p1 t1SE x1
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pt t1NE

FPT

R

FST

R

2 x FST
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Figure 6.5: Fusion of Parallel Tasks Rule for YAWL nets: φY
FPT

Theorem 6.10 (The φY
FPT rule is soundness preserving) Let N1 and N2 be

two eYAWL-nets without OR-joins such that (N1, N2) ∈ φY
FPT. N1 is sound iff

N2 is sound.

Proof By construction. Figure 6.5 visualises the φY
FPT rule and sketches the

proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.

6.1.6 Fusion of alternative tasks

The Fusion of Alternative Tasks Rule for YAWL nets (φY
FAT) also allows for the

merging of two or more identical tasks in a YAWL net into a single task. The
only difference between the φY

FPT rule and the φY
FAT rule is that tasks in the φY

FAT

rule are XOR-split and XOR-join tasks and tasks in the φY
FPT rule are AND-split

and AND-join tasks. The φY
FAT rule makes use of the φR

FES rule for RWF-nets
(Definition 5.33). The application requirements are similar to those for the φR

FES

rule except that we refer to tasks and conditions instead of transitions and places.
In addition, we require that all tasks are XOR-split and XOR-join tasks and they
are cancelled by the same set of tasks. Figure 6.6 visualises the φY

FAT rule. All
tasks which satisfy the application requirements are merged into a new task v

PhD Thesis – c© 2006 M.T.K Wynn – Page 110



Chapter 6. Reduction rules for YAWL nets

in the reduced net. Task v takes on all characteristics of one of the tasks in the
original net.

Definition 6.11 (Fusion of Alternative Tasks Rule: φY
FAT) Let N1 and N2

be two eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1, split1, join1, rem1)
and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φY

FAT if there exists tasks
T ⊆ T1 where |T | > 1, conditions P, X ⊆ C1 and a task v ∈ T2 \ (T1 ∪ C1) such
that:

Conditions on N1:

1. for all t ∈ T : •t = P ∧ join1(t) = XOR (all tasks in T have the same input
and XOR-join structure)

2. for all t ∈ T : t• = X ∧ split1(t) = XOR (all tasks in T have the same
output and XOR-split structure)

3. for all tx, ty ∈ T : rem1(tx) = rem1(ty) (all tasks in T reset the same tasks
and conditions)

4. for all tx, ty ∈ T : rem↼
1 (tx) = rem↼

1 (ty) (all tasks in T are reset by the
same tasks)

5. for all t ∈ T : rem1(t) ∩ T = ∅ (all tasks in T should not reset themselves)

Construction of N2:

6. C2 = C1

7. T2 = (T1 \ T ) ∪ {v}
8. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ (P × {v}) ∪ ({v} ×X)

9. rem2 = ({(z, rem1(z)∩(C2∪T2))|z ∈ T2∩T1}∪{(v, (rem1(t)∩(C2∪T2)))})⊕
{(z, (rem1(z) ∩ (C2 ∪ T2)) ∪ {v})|z ∈ T2 ∧ t ∈ T ∧ z ∈ rem↼

1 (t)}
10. split2 = {(z, split1(z))|z ∈ T2 ∩ T1} ∪ {(v, XOR)}
11. join2 = {(z, join1(z))|z ∈ T2 ∩ T1} ∪ {(v,XOR)}

Theorem 6.12 (The φY
FAT rule is soundness preserving) Let N1 and N2 be

two eYAWL-nets without OR-joins such that (N1, N2) ∈ φY
FAT. N1 is sound iff N2

is sound.

Proof By construction. Figure 6.6 visualises the φY
FAT rule and sketches the

proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.
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Figure 6.6: Fusion of Alternative Tasks Rule for YAWL nets: φY
FAT

6.1.7 Elimination of self-loop tasks

The Elimination of Self-Loop Tasks Rule for YAWL nets (φY
ELT) allows removal

of a self-loop task in a YAWL net. The φY
ELT rule makes use of the φR

FST and the
φR

ELT rule for RWF-nets (Definition 5.12 and Definition 5.29). The application
requirements are similar to those for the respective rules except that we refer to
tasks and conditions instead of transitions and places. In addition, we require
that t and p are not part of any cancellation region. Figure 6.7 visualises the
φY

ELT rule. Task t and associated arcs from t to p are abstracted in the reduced
net.

Definition 6.13 (Elimination of Self-Loop Tasks Rule: φY
ELT) Let N1 and

N2 be two eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1, split1, join1, rem1)
and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φY

ELT if there exists a
task t ∈ T1 and a condition p ∈ C1 ∩ C2 such that:

Conditions on N1:

1. •t = t• = {p} (p is the only input and output of t)

2. rem1(t) = ∅ (t does not reset)

3. rem↼
1 (t) = ∅ (t is not reset by any task)

4. rem↼
1 (p) = ∅ (p is not reset by any task)

Construction of N2:

2. C2 = C1
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3. T2 = T1 \ {t}
4. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2)))

5. rem2 = {(z, rem1(z)|z ∈ T2}
6. split2 = {(z, split1(z))|z ∈ T2}
7. join2 = {(z, join1(z))|z ∈ T2}

p t p

p tSE

p

YAWL net 

RWF- net

p tS tEpt

FST

R

ELT

R

Figure 6.7: Elimination of Self-Loop Tasks Rule for YAWL nets: φY
ELT

Theorem 6.14 (The φY
ELT rule is soundness preserving) Let N1 and N2 be

two eYAWL-nets without OR-joins such that (N1, N2) ∈ φY
ELT. N1 is sound iff N2

is sound.

Proof By construction. Figure 6.7 visualises the φY
ELT rule and sketches the

proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.

6.1.8 Fusion of AND-split and AND-join tasks

The Fusion of AND-split and AND-join tasks for YAWL nets (φFAND) allows for
the merging of structured AND-split and AND-join tasks into a single task in a
YAWL net. The φFAND rule makes use of the φR

FPP rule and the φR
FSP rule for

RWF-nets (Definition 5.21 and Definition5.3). In addition, we require that tasks
t, u, and conditions p1, ..., pN are not part of any cancellation region nor do both
t and u reset any places. Figure 6.8 visualises the φFAND rule. Tasks t and u have
been merged into a new task v and v takes on the split behaviour of u and the
join behaviour of t.

Definition 6.15 (Fusion of AND-split and AND-join Rule: φFAND) Let N1

and N2 be two eYAWL-nets without OR-joins, whereN1 = (C1, i, o, T1, F1, split1,
join1, rem1) and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φFAND if
there exists two tasks t, u ∈ T1, a task v ∈ T2 \ (T1 ∪ C1), and conditions P ⊆ C1

where |P | ≥ 1 such that:
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Conditions on N1:

1. for all p ∈ P : •p = {t} ∧ p• = {u} (all conditions in P have input t and
output u)

2. split1(t) = join1(u) = AND (t is an AND-split task and u is an AND-join
task)

3. for all p ∈ P : rem↼
1 (p) = ∅ (all conditions in P are not reset by any task)

4. rem↼
1 (t) = rem↼

1 (u) = ∅ (t and u are not reset by any task)

5. rem1(t) = rem1(u) = ∅ (t and u do not reset)

Construction of N2:

6. C2 = C1 \ P

7. T2 = (T1 \ {t, u}) ∪ {v}
8. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ (

N1• t× {v}) ∪ ({v} × u
N1• )

9. rem2 = {(z, rem1(z) ∩ (C2 ∪ T2))|z ∈ T2 ∩ T1} ∪ {(v,∅)}
10. split2 = {(z, split1(z))|z ∈ T2 ∩ T1} ∪ {(v, split1(u))}
11. join2 = {(z, join1(z))|z ∈ T2 ∩ T1} ∪ ({(v, join1(t))}
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Figure 6.8: Fusion of AND-split and AND-join tasks for YAWL nets: φFAND

Theorem 6.16 (The φFAND rule is soundness preserving) Let N1 and N2

be two eYAWL-nets without OR-joins such that (N1, N2) ∈ φFAND. N1 is sound
iff N2 is sound.

Proof By construction. Figure 6.8 visualises the φFAND rule and sketches the
proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.
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6.1.9 Fusion of XOR-split and XOR-join tasks

The Fusion of XOR-split and XOR-join tasks for YAWL nets (φFXOR) allows for
the merging of structured XOR-split and XOR-join tasks into a single task in a
YAWL net. The φFXOR rule makes use of the φR

FSP rule and the φR
FST rule for

RWF-nets (Definition 5.3 and Definition 5.12). In addition, we require that tasks
t, u, and conditions p1, ..., pN are not part of any cancellation region. Figure 6.9
visualises the φFXOR rule. Tasks t and u have been merged into a new task v and
v takes on the split behaviour of u and the join behaviour of t.

Definition 6.17 (Fusion of XOR-split and XOR-join tasks Rule: φFXOR)
Let N1 and N2 be two eYAWL-nets without OR-joins, where N1 = (C1, i, o, T1, F1,
split1, join1, rem1) and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φFAND

if there exists two tasks t, u ∈ T1, a task v ∈ T2\(T1∪C1), and conditions P ⊆ C1

where |P | ≥ 1 such that:

Conditions on N1:

1. for all p ∈ P : •p = {t} ∧ p• = {u} (all conditions in P have input t and
output u)

2. split1(t) = join1(u) = XOR (t is an XOR-split task and u is an XOR-join
task)

3. for all p ∈ P : rem↼
1 (p) = ∅ (all conditions in P are not reset by any task)

4. rem↼
1 (t) = rem↼

1 (u) = ∅ (t and u are not reset by any task)

5. rem1(t) = rem1(u) = ∅ (t and u do not reset)

Construction of N2:

6. C2 = C1 \ P

7. T2 = (T1 \ {t, u}) ∪ {v}

8. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ (
N1• t× {v}) ∪ ({v} × u

N1• )

9. rem2 = {(z, rem1(z) ∩ (C2 ∪ T2))|z ∈ T2 ∩ T1} ∪ {(v,∅)}
10. split2 = {(z, split1(z))|z ∈ T2 ∩ T1} ∪ {(v, split1(u))}
11. join2 = {(z, join1(z))|z ∈ T2 ∩ T1} ∪ ({(v, join1(t))}

Theorem 6.18 (The φFXOR rule is soundness preserving) Let N1 and N2

be two eYAWL-nets without OR-joins such that (N1, N2) ∈ φFXOR. N1 is sound
iff N2 is sound.

Proof By construction. Figure 6.9 visualises the φFXOR rule and sketches the
proof of this rule. The proof is given in terms of a number of transformations to
and from reset nets that are soundness preserving.
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Figure 6.9: Fusion of XOR-split and XOR-join tasks for YAWL nets: φFXOR

6.2 Reduction rules for YAWL nets with OR-

joins

A YAWL net with OR-joins requires special attention as the decision to enable
an OR-join task cannot be made locally as seen in Chapter 3. As verification
techniques for YAWL nets with OR-joins utilise reachability analysis using the
YAWL semantics as seen in Chapter 4 and hence, state space explosion is a real
concern. Our objective is to identify possible reduction rules for YAWL nets
with OR-joins that could be used under certain context assumptions so that
verification can be performed more efficiently.

To achieve this, we propose to apply reduction rules defined for nets without
OR-joins as presented in Section 6.1 to those parts of the net without OR-joins.
These reduction rules have been defined for tasks without OR-join behaviour.
However, the reset net transformations still hold and therefore, the reduction rules
also apply. In addition, these reduction rules do not affect the OR-join semantics
in the net. We now demonstrate this concept using an example. Figure 6.10
shows a YAWL net with an OR-join task G. First, consider task B and its
associated input and output condition. It is clear that the φY

FSP rule could be
used to abstract task B if we are dealing with a net without OR-joins. The same
is true for tasks C, E, and F . Applying the φY

FSP rule to the net would result
in the (top) reduced net as shown in Figure 6.11. In this reduced net, it is now
possible to merge tasks A and D into a new task X using the φFAND rule. Note
that task X takes on the split behaviour of D and the join behaviour of A. The
bottom net in Figure 6.11 shows the resulting net after applying φFAND rule to
the top net. When the original net in Figure 6.10 is compared with the reduced
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net in Figure 6.11, it is clear that the enabling requirements for the OR-join task
G are the same. As these reduction rules do not reduce an OR-join task, they do
not invalidate the OR-join semantics of task G.

A G

B

C

D

E

F

Figure 6.10: A YAWL net with an OR-join task G

GX

A GD

Figure 6.11: Reduced nets after applying the φY
FSP rule and the φFAND rule to

Figure 6.10

From the above discussion, we can see that it is possible to apply YAWL
reduction rules to those parts of a YAWL net that do not have any OR-joins.
Next, we present two additional reduction rules directly related to the OR-join
construct: the φFOR rule and the φFIE rule. Both reduction rules presented here
are provided under the context assumption of safeness. A condition is safe if it is
not possible to have more than one token at a time. This is especially important
for conditions which are on the path to an OR-join task. Figure 6.12 shows a
net with conditions c2, c3, and c4 that could contain more than one token at a
time. When task A fires, a marking c1 + c2 is reached. From that marking, A
can fire again and again, put more tokens into place c2. As a result, it is possible
for conditions c3 and c4 to have multiple tokens as well. The OR-join task C
will wait for both input conditions c3 and c4 to be marked before enabling. This
means that task C is only enabled after multiple firings of task B. By making
the assumption of safeness, we can ensure that if task B is enabled and fired
and tokens are put into the input conditions of task C, then more tokens cannot
arrive at C without firing task B again. Hence, the OR-join enabling rule can
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be localised in this particular circumstance. Next, we formalise this concept and
present two reduction rules specific for the OR-join construct.

A C

c1

B

c4

c3

c2

Figure 6.12: An example of a YAWL net with unsafe conditions

6.2.1 Fusion of an OR-join and another task

The Fusion of an OR-join and another task for YAWL nets (φFOR) rule enables
certain OR-join tasks to be abstracted from the net under the context assumption
of safeness. Figure 6.13 visualises the φFOR rule. The rule requires that all inputs
to an OR-join task are from one task (regardless of the split behaviour of that
task). In addition, tasks t and u are not allowed to have cancellation regions and
all output places for t as well as tasks t and u are part of the same cancellation
regions (if any). If all requirements are satisfied, tasks t and u are merged into a
new task v in the reduced net. Task v takes on the split behaviour of u and the
join behaviour of t.

Definition 6.19 (Fusion of an OR-join and another task Rule: φFOR)
Let N1 and N2 be two eYAWL-nets with OR-joins, where N1 = (C1, i, o, T1, F1, split1,
join1, rem1) and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φFOR if
there exists two tasks t, u ∈ T1, a task v ∈ T2 \ (T1 ∪C1) and conditions Q1 ⊆ C1

such that:

Conditions on N1:

1. for all p ∈ Q1 : •p = {t} ∧ p• = {u} (t is the only input and u is the only
output of all places in Q1)

2. t• = •u (output set of t and input set of u are identical)

3. join1(u) = OR (u is an OR-join task)

4. for all p ∈ Q1 : rem↼
1 (p) = rem↼

1 (t) = rem↼
1 (u) (t, u, and Q1 are reset by

the same tasks)

5. rem1(t) = rem1(u) = ∅ (t and u do not reset)

Construction of N2:

6. C2 = C1 \Q1

7. T2 = (T1 \ {t, u}) ∪ {v}
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8. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ (•t× {v}) ∪ ({v} × u•)
9. rem2 = {(z, rem1(z)∩ (C2 ∪T2))|z ∈ T2 ∩T1}⊕{(z, (rem1(z)∩ (C2 ∪T2))∪
{v})|z ∈ rem↼

1 (t) ∩ T2}
10. split2 = {(z, split1(z))|z ∈ T2 ∩ T1} ∪ {(v, split1(u))}
11. join2 = {(z, join1(z))|z ∈ T2 ∩ T1} ∪ {(v, join1(t))}

1

N

Figure 6.13: Fusion of an OR-join and another task Rule for YAWL nets: φFOR

Assume that task t is enabled at M and M → M ′. If t is an AND-split
task, M ′ marks all output conditions of t which are also input conditions of u
and u is enabled. If t is an XOR-split task, M ′ marks a subset of conditions in
•u. The unmarked conditions in •u cannot be marked again without potentially
adding more tokens into already marked conditions in •u and thus making this
condition unsafe. As a result, no more tokens can be put into •u under the
safeness assumption and u is also enabled. The same is true when the split type
of t is an OR-split task. Under the context assumption of safeness, we can see
that OR-join task u will fire once for every firing of t as t• = •u. Hence, we can
conclude that if there is a marking M that enables t, the reachable marking M ′

will enable OR-join task u. If there is no marking that enables t, then both t and
u are not enabled.

In the reduced net, tasks t and u are replaced by task v. The φFOR rule
requires that inputs for t and v are the same, outputs for u and v are the same,
the join behaviours of t and v are the same and the split behaviours of u and v are
the same. Therefore, a marking that enables t also enables v. After the sequence
tu fires, it puts tokens into u• depending on the split behaviour of u. As v has
the same split behaviour as u, the resulting marking after firing the sequence tu
is also the same as the marking after firing v. If it is not possible to enable t in
N1, it is also not possible to enable v in N2 and hence, the behaviour is still the
same.

The φFOR rule is very useful as it can potentially transform the net into one
without OR-joins. It is then possible to perform verification of the resulting
reduced YAWL net without OR-joins using reset net analysis as shown in Chap-
ter 4. However, the rule is quite restrictive because it requires that all output
arcs from a task to go into an OR-join and the OR-join could not have additional
input arcs from any other tasks. As a result, the φFOR rule is not applicable to
OR-joins with input arcs from multiple tasks. Hence, we propose a weaker rule
that is intended to remove arcs and not the OR-join. Even though the rule does
not remove OR-joins, it will help reduce the complexity of the model.
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6.2.2 Fusion of incoming edges to an OR-join

The Fusion of Incoming Edges to an OR-join for YAWL nets (φFIE) rule allows
for the merging of two or more conditions that have the same input task and the
same output task (an OR-join) into a single condition. Also, these conditions
cannot be in any cancellation region. Figure 6.14 visualises the φFIE Rule. The
φFIE rule is a weaker rule compared to the φFOR rule and it could also be applied
to nets that can be reduced by the φFOR rule.

Definition 6.20 (Fusion of Incoming Edges to an OR-join Rule: φFIE)
Let N1 and N2 be two eYAWL-nets with OR-joins, where N1 = (C1, i, o, T1, F1, split1,
join1, rem1) and N2 = (C2, i, o, T2, F2, split2, join2, rem2). (N1, N2) ∈ φFIE if there
exists two tasks t, u ∈ T1 ∩ T2, conditions Q ⊆ C1 where |Q| ≥ 2, and a condition
p ∈ C2 \ (C1 ∪ T1) such that:

Conditions on N1:

1. for all p ∈ Q1 : •p = {t} ∧ p• = {u} (t is the only input and u is the only
output of all places in Q1)

2. join1(u) = OR (u is an OR-join task)

3. for all p ∈ Q1 : rem↼
1 (p) = ∅ (conditions in Q1 are not reset by any task)

Construction of N2:

4. C2 = (C1 \Q1) ∪ {p}
5. T2 = T1

6. F2 = (F1 ∩ ((C2 × T2) ∪ (T2 × C2))) ∪ {(t, p), (p, u)}
7. rem2 = rem1

8. split2 = split1

9. join2 = join1

t

p1

pN

u t up

Figure 6.14: Fusion of Incoming Edges to an OR-join Rule for YAWL nets: φFIE

As conditions in Q1 = {p1, ..., pN} and p have the same input task t and
output task u, if some subset of places in Q1 is marked at a marking in N1, p
is also marked at the corresponding marking in N2. Under the assumption of
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safeness, if some conditions in Q1 cannot get marked, they cannot get marked
later as this would enable currently marked places to be marked twice, which is
not safe. If p cannot be marked, then conditions in p1, ..., pN cannot be marked.
Therefore, the OR-join enabling behaviour of u is identical in both nets regardless
of whether there is only one condition p or multiple conditions Q1.

Remark: Please note that reachability analysis needs to be carried out to
determine whether the safeness assumption holds for a net. Currently, the im-
plementation assumes safeness and no checking is done before applying the two
reduction rules (φFOR and φFIE).

6.3 Implementation

Reduction rules presented in this chapter have been implemented in the YAWL
editor. The algorithm requires two input parameters: a net in the form of an
XML file and the name of a particular reduction rule. The rule is then applied
exhaustively to the net and if it is possible to reduce the net, the reduced net is
returned as an XML file, otherwise null is returned. At the moment, the reduction
rules cannot be invoked individually from the editor. The tests are carried out
by first drawing the model in the editor and then exporting it as an XML file.
If a rule reduces the net then the net is exported back as another XML file.
Otherwise, a message is displayed to indicate that the net cannot be reduced by
the rule. The resulting XML file is then imported back into the editor so that
the reduced net can be displayed on the screen.

6.3.1 YAWL reduction rules

We first demonstrate how reduction rules can be applied to YAWL nets without
OR-joins using the example in Figure 6.15. The total number of elements in the
net is 27. Also note that task F has a cancellation region with five elements: c1,
c2, c3, C, and D. The editor displays F in grey and elements in the cancellation
region in red. To make the cancellation region more obvious, the screenshot
has been modified by adding a dotted line around the cancellation elements.
First, the φY

FSP rule is applied recursively to the net until the net cannot be
reduced further using this rule. This results in the reduction of elements from
27 to 15 and the reduced net is given in Figure 6.16. Note that the sequence of
tasks and conditions between G and L has been abstracted using this rule and
replaced by two conditions identified as null-135 and null-138. The same applies
for conditions between tasks B and H which are now replaced by a new condition
(null-136). As all elements in the cancellation region of F are cancelled by the
same task, the cancellation region of task F now contains only one condition (the
condition between tasks A and H - null-145). As the YAWL editor does not
display conditions without names or labels, tasks B and F are shown as having
a direct connection even though there is a condition in between them. The same
holds for the condition between tasks A and B and also between tasks F and
G. Therefore, there are only 12 elements shown in the diagram even though the
net has 15 elements. Next, the φFXOR rule is applied to abstract the XOR-split
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task G and the XOR-join task L and the resulting net is shown in Figure 6.17.
Finally, the φR

FST rule is applied to abstract task G and this results in the reduced
net with 10 elements shown in Figure 6.18.

Figure 6.15: A YAWL net without OR-joins

Figure 6.16: The reduced net after applying the φY
FSP rule to Figure 6.15

Next, we demonstrate how the two reduction rules for OR-joins ( φFIE and
φFOR) can be applied together with other YAWL reduction rules to a net with
OR-joins. Figure 6.19 shows a YAWL net with OR-join tasks D and H. First,
the φY

FSP rule is applied to minimise the number of elements in the net and this
results in reducing the number of elements from 20 to 12. Next, the φFIE rule is
applied to replace multiple conditions between A and D with just one (condition
null-12) and also for multiple conditions between E and H with just one(condition
null-11). Figure 6.20 shows two reduced nets for the net in Figure 6.19. The net
on the left is obtained after applying the φY

FSP rule exhaustively to the net in
Figure 6.19 and the net on the right is obtained after applying the φFIE rule to
the net on the left, resulting in 10 elements. Figure 6.21 shows two more reduced
nets. The net on the left is obtained by applying the φY

FSP rule to the right net
in Figure 6.20. The net on the right is obtained by applying the φFOR rule to the
left net. The reduced net on the right has only three elements with one input
place, one output place and a task in between, and hence, it is a trivial net.

We have seen how YAWL reduction rules can be used to reduce the number
of elements in a net. The same is also true for reset net reduction rules. The
reduction rules for RWF-nets presented in Chapter 5 have also been implemented
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Figure 6.17: The reduced net after applying the φFXOR rule to Figure 6.16

Figure 6.18: The reduced net after applying the φY
FST rule to Figure 6.17

in the YAWL editor and they will be used together with verification techniques
for YAWL nets without OR-joins.

6.3.2 Linking reduction rules to verification

As all reduction rules proposed in Chapter 5 as well as in this chapter are sound-
ness preserving, it is possible to perform verification on the reduced nets instead
of the original net. This improves the efficiency of the verification process. We
propose a three-step process for verification.

1. Reduction rules are applied exhaustively to a net until it cannot be reduced
further. For a YAWL net with OR-joins, YAWL reduction rules are applied
to obtain a reduced net. For a YAWL net without OR-joins, the net is
first translated to an RWF-net and reset reduction rules are then applied
to obtain a reduced RWF-net net for verification. The mappings between
different nets are also stored for error reporting.

2. Verification is performed on the reduced net as defined in Chapter 4.
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Figure 6.19: A YAWL net with OR-joins D and H

Figure 6.20: Reduced nets after applying the φY
FSP rule and the φFIE rule

3. If there are any warnings to be reported, the element names in the reduced
net are mapped back to the names of tasks and conditions in the original
net.

Reduction rules together with the three-step approach for verification using re-
duced nets are implemented in the YAWL editor. For each element in the reduced
YAWL net, a mapping to a set of original YAWL elements is kept. For each el-
ement in the reduced RWF-net, a mapping to a set of original RWF elements is
kept. These mappings are used for reporting error messages. Figures 6.22 and
6.23 show the results from the soundness property checks for nets in Figures 6.15
and 6.19 using reduction rules.

Figure 6.21: Reduced nets after applying the φY
FSP rule and the φFOR rule
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Figure 6.22: Soundness property results for the net in Figure 6.15

Figure 6.23: Soundness property results for the net in Figure 6.19

6.4 Related work

Reduction rules have been suggested to be used together with Petri nets for the
verification of workflows (cf. Chapter 4 of the book by van der Aalst and van
Hee [AH04]). Six reduction rules that preserve correctness for EPCs including
reduction rules for trivial constructs, simple splits and joins, similar splits and
joins, XOR loop and optional OR-loop are proposed [DAV05]. Some reduction
rules presented for EPCs such as reduction rules for simple splits and joins and
reduction rules for similar splits and joins are related to reduction rules that we
have defined for YAWL nets. However, these reduction rules for EPCs do not
take cancellation into account and the OR-join construct uses local semantics. In
Verbeek’s thesis [Ver04], the author proposes reduction rules for WF-nets based
on the reduction rules from Murata and Desel and Esparza [Mur89, DE95]. We
follow a similar approach with a set of reduction rules for workflow nets with
cancellation regions and OR-joins using reset nets. The difference is that our
approach takes into account possible cancellation regions in workflow.
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Summary

In this chapter, we have presented possible reduction rules for YAWL nets with
and without OR-joins. The reduction rules for reset nets proposed in Chapter 5
combined with the formal mappings from YAWL specifications without OR-joins
to reset nets provide us with the means to formally prove the correctness of reduc-
tion rules for YAWL nets without OR-joins. We have also proposed two reduction
rules for YAWL specifications with OR-joins which hold under the safeness as-
sumption. As a result, verification can be performed more efficiently.
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Chapter 7

Validation

This chapter demonstrates the need for complex constructs such as cancellation
regions and OR-joins by modelling a real-world business process as a YAWL speci-
fication with multiple cancellation regions and OR-joins. Chapter 3 highlights the
need for non-local OR-join semantics and proposes an algorithmic approach for
OR-join enabling analysis together with two optimisation techniques. Chapter 4
demonstrates verification techniques for four structural properties of workflows
with cancellation and OR-joins. Chapter 5 and Chapter 6 showed how reset net
and YAWL reduction rules could be applied to YAWL nets. To showcase the
findings presented in these chapters, we need a substantial and realistic process
definition that uses complex constructs such as concurrency, cancellation and
OR-joins.

7.1 Visa application process

In this chapter, we present such a process: the visa application for general
skilled migration used for entry into Australia. This process is modelled using
publicly available information from the website of Department of Immigration and
Multicultural Affairs1. The model represents the process from the viewpoint of a
case officer who handles the visa application. The webpage which discusses the
main steps for this process is http://www.immi.gov.au/migration/skilled/

post_lodgmnt/proc_timefrms.htm (see [Dep06b]). The process is modelled as
a YAWL specification named Visa application. The Visa application specification
consists of four nets: Overview, Perform main assessment, Check basic require-
ments, and Allocate marks. The process starts when a visa application is received
by the immigration department and ends when a decision is made to grant or to
deny the visa.

Figure 7.1 shows the Overview net and the typical process flow is explained
first. When an application is received, the case officer opens a file for the ap-
plicant, processes visa application fees and performs an initial assessment. If
the application is found to be complete, the officer continues with the main as-
sessment. If the application is incomplete, he/she sends an acknowledgement
letter to the applicant requesting further documentation. This is modelled as

1http://www.immi.gov.au accessed on 20 April 2006
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Figure 7.1: Overview : the main YAWL net in the visa application process
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an XOR-split task after the task Perform initial assessment. The Perform main
assessment task is modelled as a composite task and the internal working of this
task is captured in another net. After completing the main assessment, the case
officer might request more information, or he/she is ready to make a decision.
This is modelled as an XOR-split task. Condition c9 represents a state where
the officer is waiting for further documentation from the applicant. If he/she
receives the requested information, the main assessment task is performed again.
On the other hand, the designated time period could have expired, and the offi-
cer decides to perform the main assessment again if possible to stop processing
the application if it cannot be processed further with existing documentation.
Before the officer makes a decision, he/she checks to see if there is any change
in circumstances that need to be considered. The Check circumstances changes
task has a cancellation region containing condition c2. Removing a token from
c2 indicates that there is no need to wait for further circumstances changes. The
officer then makes a decision to either grant or deny the visa after taking into
account any changed circumstances. The Make decision task is an OR-join task
with two inputs c5 and c7. A token in c5 indicates that there are changes that
need to be considered. If a decision is made to deny the visa, the applicant is
then notified. Otherwise, the visa is granted. The process ends when the Finalise
application task is executed.

While an application is being processed, it is possible for two events to occur.
First, an applicant can decide to withdraw his/her application and secondly, an
applicant can notify the immigration department of changes in his/her circum-
stances - such as change of address, correction of errors, etc. Hence, the task
Open applicant file is modelled as an AND-split to indicate that two tasks (Wait
for possible withdrawal request and Monitor circumstances changes) could occur
in addition to the main flow starting with Process application fees task. These
two tasks represent external triggers that can be enabled when a notification is
received from the applicant. These triggers affect the main flow of the process
and are also captured in the model. Note that there is no YAWL notation to
represent external triggers. As a result, these two tasks are represented as nor-
mal tasks. A token in c6 indicates that there is some circumstances change that
needs to be taken into account. Similarly, a token in c4 indicates that a request
has been received for withdrawal. The Cancel application task is modelled as an
OR-join and when it fires, it removes tokens from conditions and tasks in the
net before the Make decision task. The application can be withdrawn until a
decision is made. The Make decision task removes tokens from conditions and
tasks associated with the trigger for application withdrawal.

Figure 7.2 shows the net for the composite task Perform main assessment
in the main net Overview. The net contains five tasks: Check documentation,
Check basic requirements, Allocate marks, Compare with pass marks, and Perform
medical checks. The Check basic requirements task and the Allocate marks task
are modelled as composite tasks. When the net ends, the process can be at
one of the following stages: insufficient documentation, fail, pass. If it is due
to insufficient documentation, further documentation will be requested from the
applicant. Otherwise, it indicates that the officer is ready to make a decision
about the visa application.
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Figure 7.2: A YAWL net for the composite task Perform main assessment

Figure 7.3 shows the net for the composite task Check basic requirements.
This net describes how checks for basic requirements are carried out. There are
five basic requirements for this class of visa [Dep06a]:

1. an applicant must be under 45 years of age at the time of application,

2. an applicant must have recent skilled work experience or have recently com-
pleted an Australian qualification as the result of two years full-time study
in Australia, or be an eligible Occupational Trainee or Working Holiday
visa holder,

3. an applicant must have a high level of English ability,

4. the applicant’s occupation must be listed on the Skilled Occupation List
(SOL), and

5. an organisation in Australia, known as the relevant assessing authority,
must assess the applicant’s skills as being suitable for this occupation.

The Initialise basic requirements check task is modelled as an AND-split followed
by five tasks, one to check each criterion. A decision is then made about the
applicant’s ability to satisfy a particular requirement and it is modelled as an
XOR-split. A token in condition cfail indicates that one requirement cannot be
satisfied. If an applicant does not meet all of the requirements, he/she will not be
granted a visa and the application is not processed any further. This is modelled
with a discriminator pattern, where a token in cfail will enable the Stop checks
task and all the other checks will be cancelled. If an applicant meets all five
requirements, the processing continues. This is modelled as an AND-join for the
Finalise basic requirements check task.

Figure 7.4 shows the net for the composite task Allocate marks. This visa class
uses a points system where marks are given based on the applicant’s circumstances
assessed on several criteria. The total mark is then compared against the current
pass mark for the visa class (110 points) to decide whether the visa will be granted.
The net models how these points are allocated for 11 criteria to calculate the
total points. Some criteria such as points for age, skills and English ability are
relevant to all applicants, while others such as points for Australian qualifications
and spouse skills are relevant to some applicants only. The Decidable applicable
categories task is modelled as an OR-split where a decision is made regarding the
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Figure 7.3: A YAWL net for the composite task Check basic requirements

relevance of a particular criterion. The net completes with an OR-join task that
waits for synchronisation of all active paths before calculating the total points
allocated to the applicant.

This concludes a high-level explanation of the visa application process. We
have introduced the YAWL nets that represent the control flow aspects of the
process here. We will refer to these nets throughout this chapter and a more
technical explanation of these nets will be provided in the relevant sections.

7.2 Illustrating the OR-join semantics

In this section, we discuss the OR-join analysis for the three OR-join tasks in the
specification: Cancel application, Make decision, and Allocate total points. The
structure of this section follows the structure of the implementation section (Sec-
tion 3.5) in Chapter 3. We provide a comparison of execution times for OR-join
enabling method calls with and without two optimisation techniques: Structural
restriction and Active projection. Structural restriction allows us to ignore tasks
and conditions in the net which are not on the path to the OR-join task under
consideration. This optimisation can significantly reduce the state space when
the OR-join task is isolated in a net. On the other hand, active projection allows
abstraction of tasks and conditions in the net which could not be marked from
the current marking. This optimisation can significantly reduce the state space
when the current marking marks only a few conditions and these conditions are
closer to the OR-join under consideration. In Chapter 3, we combine these two
techniques to obtain optimised results from OR-join enabling algorithm calls.
The results from the case study supports our proposal and it shows that opti-
misation techniques significantly reduce the time for OR-join analysis. In some
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Figure 7.4: A YAWL net for the composite task Allocate marks
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cases, we find that the OR-join analysis is ongoing for several hours and it cannot
be completed without the use of optimisation techniques.

The execution times shown below are recorded on a Toshiba laptop with
the following specifications: Celeron CPU 2.7GHz and 240MB of RAM running
Windows XP Home edition. All the figures are given in milliseconds and are
rounded to one decimal point. SRestrict+AProject indicates that structural
restriction is applied first and then active projection is applied before the OR-Join
call. AProject+SRestrict indicates that active projection is applied first and
then structural restriction is applied before the call. SRestrict indicates that
only structural restriction has been applied. AProject indicates that only active
projection has been applied. NoRestrict indicates that no restriction technique
has been applied. To minimise the effects of variations, each method is called 100
times consecutively. Furthermore, this process has been repeated three times for
sampling. Average execution times with confidence intervals of 95% are provided.

7.2.1 Enabling the cancel application task

The Cancel application task is within the main net Overview (Figure 7.1). It is
modelled as an OR-join with two inputs c4 and c6. A token in c4 indicates that
the case officer has received a request for withdrawal. A token in c6 indicates that
the application fees have been processed. According to the OR-join semantics in
Chapter 3, the Cancel application task is enabled when there are tokens in both
inputs (c4 and c6) or a token in either c4 or c6 and it is not possible for a token to
arrive at the other empty input place. Consider a marking c3+c6 where payment
has been processed but there is no request for withdrawal. At marking c3+c6, the
OR-join behaves as expected (returns FALSE) and the Cancel application task is
not enabled. Now, consider a marking c1 + c4 where the request for withdrawal
has been received but payment has not been processed. In this case, the Cancel
application task is not enabled until payment has been processed. That is, a
marking c4 + c6 enables the task. This is used to model business logic stated as
“You can withdraw your application by advising the Adelaide Skilled Processing
Centre in writing at any time before a decision is made. Any charges that you
paid at the time of application are usually not refunded.” [Dep06b]. Perhaps, a
more common scenario is where an applicant decides to withdraw the application
while it is being processed. For instance, marking c4+c7 represents a state where
the request for withdrawal has been received and the application is awaiting a
decision. In this case, the Cancel application should go ahead and it is enabled
at marking c4 + c7. The analysis returns TRUE as it is not possible to receive
a token in c6 from reachable markings of c4 + c7. Table 7.1 shows the execution
times for Cancel application task in Figure 7.1 for these markings. In general, we
can see that execution times with optimisation techniques are much faster than
the ones without optimisation. For marking c3 + c6, the execution times for OR-
join algorithm with both types of restrictions are at least four times faster when
compared to the execution times without any restrictions. Similarly, for marking
c1 + c4, the execution times are at least six times faster when compared to the
ones without any restrictions. Also, for marking c4 + c7, the execution times are
at least ten times faster when compared to the ones without any restrictions.
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OR-join: Cancel application Marking: c3 + c6 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 401.3 +/- 45.6
AProject+SRestrict 489.7 50.3
AProject 614.7 8.9
SRestrict 609.7 0.6
NoRestrict 2114.3 9.2

OR-join: Cancel application Marking: c1 + c4 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 213.3 +/- 8.9
AProject+SRestrict 296.7 0.6
AProject 437.3 15.5
SRestrict 437.3 0.6
NoRestrict 1833.3 23.4

OR-join: Cancel application Marking: c4 + c7 returns TRUE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 177.3 +/- 9.2
AProject+SRestrict 208.3 9.2
AProject 443.0 8.7
SRestrict 182.3 8.9
NoRestrict 1937.7 27.1

Table 7.1: Execution times for enabling analysis of the Cancel application task
in Figure 7.1

7.2.2 Enabling the make decision task

The Make decision task is within the main net Overview (see Figure 7.1). It is
modelled as an OR-join with two inputs c5 and c7. A token in c5 indicates that
there are some circumstances changes that must be taken into account. A token
in c7 indicates that the case officer is ready to make a decision. According to the
OR-join semantics defined in Chapter 3, the Make decision task is enabled when
there are tokens in both inputs (c5 and c7) or a token in either c5 or c7 and it
is not possible for a token to arrive at the other empty input place. Consider a
marking c5+ c6 where the applicant has reported a change in circumstances such
as a change of residential address and the case officer has not finished processing
the application. The OR-join behaves as expected and the Make decision task
is not enabled (returns FALSE). Consider another marking c7 where the case
officer is ready to make the decision and there are no circumstance changes to
consider. In this case, the Make decision task should go ahead (returns TRUE)
and it is enabled at marking c7. Table 7.2 shows the execution times for enabling
analysis of the Make decision task in Figure 7.1 for these markings. For marking
c5 + c6, we can see that the execution times for the algorithm with both types
of restrictions are nearly nine times faster when compared to the execution times
without any restrictions. This is because the Make decision task is located in the
middle of the net and a number of tasks and conditions that follow the OR-join
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can be removed before the OR-join call. Similarly, for marking c7, the execution
times are over 40 times faster when compared to the ones without any restrictions.
This is because in addition to the abstractions using structural restriction, active
projection removes most tasks and conditions as they cannot be enabled from
current marking c7.

OR-join: Make decision Marking: c5 + c6 returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 942.7 +/- 17.9
AProject+SRestrict 989.7 35.8
AProject 5442.7 38.8
SRestrict 1255.3 9.2
NoRestrict 8422.0 87.1

OR-join: Make decision Marking: c7 returns TRUE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 198.0 +/- 8.6
AProject+SRestrict 161.3 8.4
AProject 5192.7 24.0
SRestrict 233.0 5.2
NoRestrict 8244.7 32.4

Table 7.2: Execution times for enabling analysis of the Make decision task in
Figure 7.1

7.2.3 Enabling the calculate total points task

The Calculate total points task is within the Allocate marks net (see Figure 7.4).
The net is modelled as a structured net with an OR-split (Decide applicable cat-
egories) and an OR-join (Calculate total points). The Calculate total points task
waits for synchronisation until all active paths leading out of the Decide appli-
cable categories task have been completed. Consider a scenario where marks are
to be allocated for four criteria: skills, age, English ability and work experience.
Consider a marking cSC + cAC + cEC + cDW where marks for skills, age and En-
glish ability have been allocated but marks for work experience have not been
processed. The Calculate total points task is not enabled (returns FALSE) at that
marking as it needs to wait for synchronisation. It is only enabled when marks
have been allocated for all four criteria (i.e., at the marking cSC+cAC+cEC+cWC).
Table 7.3 shows the execution times for the OR-join enabling analysis of the Cal-
culate total points task in Figure 7.4 for these marking.

This example highlights the need for optimisation techniques. The net con-
tains an OR-split with 11 possible paths resulting in 211 − 1 = 2047 possible
combinations and hence, resulting in a large state space. As a result, OR-join
analysis (without optimisation) does not complete after letting it process for sev-
eral hours. We can observe that active projection makes a huge difference as it
is only necessary to consider active paths and not all possible combinations from
the OR-split, thus significantly reducing the state space. Structural restriction
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does not have an effect here as the OR-join is the last task in the net.

Calculate total points Marking: cSC + cAC + cEC + cDW returns FALSE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 30088.3 +/- 76.9
AProject+SRestrict 28255.0 609.3
AProject 21463.0 86.1
SRestrict * N/A
NoRestrict * N/A

Calculate total points Marking: cSC + cAC + cEC + cWC returns TRUE
Duration (100 calls) OJ 95% Confidence Interval
SRestrict+AProject 29864.7 +/- 140.2
AProject+SRestrict 22552.0 474.6
AProject 21036.7 726.4
SRestrict * N/A
NoRestrict * N/A

Table 7.3: Execution times for the OR-join analysis of the Calculate total points
task in Figure 7.4

7.3 Illustrating structural properties

In this section, we test to what extent verification functionality implemented in
the YAWL editor can be used to diagnose four structural properties: soundness,
weak soundness, irreducible cancellation regions, and immutable OR-joins. First,
we discuss these properties for the four YAWL nets in the Visa application spec-
ification.

1. Overview : the net is a large net with two OR-joins and a number of cancel-
lation regions. As it is a net with OR-joins and a finite reachability graph,
reachability results using the YAWL semantics can be obtained. Therefore,
three properties: soundness, irreducible cancellation regions and immutable
OR-joins are decidable. The weak soundness property check is performed
on the corresponding reset net where all OR-joins are first transformed into
XOR-joins. Only limited results are available with this approach.

2. Perform main assessment : This is a small net with two composite tasks. As
it is a net without OR-joins, weak soundness and soundness properties are
decidable using coverability and reachability results from reset nets. The
immutable OR-joins check is not applicable as there are no OR-joins in the
net. Irreducible cancellation regions check is also not needed as there are
no cancellation regions in the net.

3. Check basic requirements : This is a net with a large cancellation region.
As it is a net without OR-joins, weak soundness, soundness and irreducible
cancellation regions are decidable using reset net results. The immutable
OR-joins property check is not applicable here.
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4. Allocate marks : This is a structured net with an OR-split task and an
OR-join task. As it is a net with OR-joins and a finite reachability graph,
soundness and immutable OR-joins are decidable using the YAWL seman-
tics. The irreducible cancellation regions property check is not applicable as
there are no cancellation regions in the net. The weak soundness property
check is performed on the corresponding reset net where the OR-join is first
transformed into an XOR-join. Only limited results are available with this
approach.

Table 7.4 summarises various properties that can be solved for the nets in the
Visa Application process. The left most column describes the properties under
examination. The labels Y or N indicate whether a particular property can be
solved for a given net. The terms YAWL and reset indicate whether the YAWL
semantics or the reset net semantics is used to decide the property. The label
Y/N (reset) indicates that only some criteria of the weak soundness property
can be detected and the weak soundness property itself cannot be decided using
the reset net semantics (recall that this is due to the presence of OR-joins in the
Overview and Allocate Marks nets).

Net Overview Main Assessment Basic Re-
quirements

Allocate Marks

Soundness Y (YAWL) Y (reset) Y (reset) Y (YAWL)
Weak
soundness

Y/N (reset) Y (reset) Y (reset) Y/N (reset)

Cancellation
regions

Y (YAWL) N/A Y (reset) N/A

OR-joins Y (YAWL) N/A N/A Y (YAWL)

Table 7.4: Properties for Visa application process

In the reminder of the section, we discuss our experience with determining the
four structural properties: soundness, weak soundness, irreducible cancellation
regions and immutable OR-joins for the nets in the visa application process. We
start off by discussing the soundness property in Subsection 7.3.1.

7.3.1 Verifying soundness

A net is sound if and only if it satisfies three criteria: option to complete, proper
completion and no dead transitions. Different verification techniques are proposed
to detect the soundness property of nets with and without OR-joins. The two
nets representing composite tasks Main assessment and Check basic requirements
are nets without OR-joins. Thus, reset analysis is used to detect the soundness
property for these nets. For nets with OR-joins and a finite reachability graph,
reachability analysis is carried out using the YAWL semantics. Figure 7.5 shows a
screenshot of the editor with results of the soundness property check. The three
nets (Overview, Check basic requirements and Perform main assessment) are
shown to satisfy the soundness property and observation messages are provided
to indicate that these nets satisfy all three criteria. For the Allocate marks net,
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the analysis cannot be completed as it has more than 5000 reachable markings
and the editor uses the maximum number of markings of 5000 to assume that
infinite loops are present in the net. Hence, even though the Allocate marks
net satisfies the soundness property, the analysis is not completed. In the next
section, we will see how applying YAWL reduction rules can improve the time it
takes to perform the soundness check for the Allocate marks net.

Figure 7.5: Screenshot of soundness property check

7.3.2 Verifying weak soundness

A net satisfies the weak soundness property if and only if it has the weak option
to complete, proper completion and no dead transitions. The weak soundness
property check is performed using reset net coverability analysis for nets with
and without OR-joins. For nets with OR-joins, only limited results are avail-
able. Figure 7.6 shows a screenshot from the editor with the results of the weak
soundness property check for all nets. We can see that all nets satisfy the weak
soundness property.

Figure 7.6: Screenshot of weak soundness property check

We also found that the Check basic requirements net with 21 elements took
a long time to complete the check. This is because the corresponding reset net
contains 42 elements and as a result the weak soundness property results in 28
calls to the coverability algorithm (one for Weak option to complete, 19 for Proper
completion and eight for Dead transitions). It is already known that backwards
coverability algorithm can be expensive as it needs to calculate a finite basis of
the predecessors for the entire net for each coverable method call. As the weak
soundness property check requires 28 calls, the check is quite expensive for nets
with a large state space. This experiment highlights the need for optimisation
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techniques in verification. In the next section, we discuss how reset reduction
rules could optimise the weak soundness check for the Check basic requirements
net.

7.3.3 Verifying irreducible cancellation regions

c_fail

Check age

Check education

Check English efficiency

Skill assessment

Check against
 occupation list

Initialise basic 
requirements check

Stop checks

Finalise basic
requirements check

Figure 7.7: Modified net for Check basic requirements to detect reducible cancel-
lation regions

An element within a cancellation region of a task is not necessary if that
element can never be marked when the task is being executed. As indicated
fore, such elements are called reducible because they can be removed without
changing the behaviour. To decide the irreducible cancellation regions property
of a net without OR-joins, we perform analysis on the corresponding reset net. In
Figure 7.7, the cancellation region for the Stop checks task includes the Finalise
basic requirements check. As Finalise basic requirements check is an AND-join
task, it can never be executed while the Stop checks task is being executed.
Therefore, it should not be in the cancellation region of the Stop checks task.
Figure 7.8 shows the screenshot from the editor.

7.3.4 Verifying immutable OR-joins

An immutable OR-join is one that could not be replaced by either an XOR-join
or an AND-join. In Figure 7.9, the split behaviour of the task Decide applicable
categories has been changed from OR-split to AND-split for testing purposes. As
the net now contains an AND-split followed by an OR-join, the OR-join should be
more appropriately modelled as an AND-join. Figure 7.10 shows the screenshot
from the editor.
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Figure 7.8: Screenshot of the irreducible cancellation regions property check

7.4 Illustrating reduction rules

In the previous section, we have seen that when a workflow contains a large
number of tasks and involves complex control flow dependencies, verification can
take an extraordinary period of time or it is intractable. Applying reduction rules
before carrying out verification could decrease the size of the problem by cutting
down the size of the workflow that needs to be examined while preserving the
soundness property. As a result, reduction rules could potentially decrease the
average case complexity of performing verification. In Chapter 5 and Chapter 6, a
number of reset reduction rules as well as YAWL reduction rules were proposed.
In this section, we demonstrate how YAWL and reset reduction rules can be
applied to perform the verification in a more efficient manner.

As all of these reduction rules are soundness preserving, it is possible to per-
form verification on the reduced nets instead of the original net. The three-step
process for verification explained in Section 6.3 is used. Reduction rules together
with the new approach for verification using reduced nets are implemented in
the YAWL editor. The user can turn on or off both types of reduction rules be-
fore performing verification as shown in Figure 7.11. Table 7.5 shows applicable
YAWL and reset reduction rules for all nets in the Visa application process. It
also provides a comparison of the number of elements in a net before and after
applying reduction rules. It is possible to apply either YAWL reduction rules
only or reset reduction rules only. The numbers in various columns represent
the number of elements in the original net and in the corresponding reduced net
either for a YAWL net or a RWF-net. The row labelled Original (YAWL)
describes the number of elements in the original YAWL net. The row labelled
Reduced (YAWL) indicates the number of elements in the reduced YAWL net.
The YAWL rules row provides information on the applicable YAWL reduction
rules for each net. The rows labelled Original (reset) and Reduced (reset)
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Figure 7.9: Modified net for Allocate marks to detect immutable OR-joins

Figure 7.10: Screenshot of the immutable OR-joins property check
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Figure 7.11: Screenshot of configuration menu for reduction rules

indicate the number of elements in the original reset net and the reduced reset
net, respectively. The Reset rules row provides information on the applicable
reset reduction rules for each reset net. The row Reduced (both) provides the
number of elements after reducing the net using the YAWL rules and then using
the reset net rules. The last row Both rules provides the names of both types
of the applicable reduction rules. In this case, a YAWL net is reduced first using
the YAWL reduction rules and it is then reduced further using reset reduction
rules. The table also highlights that sometimes both YAWL and reset reduction
rules are necessary. For example, the Allocate marks can be reduced significantly
from 37 to 3 elements if YAWL reduction rules are applied first followed by the
reset reduction rules.

7.4.1 YAWL reduction rules

In this section, we focus our attention on nets with OR-joins and how YAWL re-
duction rules can aid in the soundness property check for these nets. As discussed
in the previous section, the Allocate marks net in the Visa processing specification
has a large state space and it is not possible to complete the soundness property
check as the editor uses the setting of 5000 to assume the presence of infinite
loops. Here, we describe how the Allocate marks net can benefit from applying
two YAWL reduction rules, the Fusion of Series Conditions Rule (φY

FSP) and the
Fusion of an OR-join with various splits Rule (φFOR) under the assumption of
safeness. The φY

FSP rule allows abstraction of tasks that are located between two
conditions provided that the task does not have any cancellation regions. All 11
tasks have one input and output and hence, the φY

FSP rule can be used to reduce
the task with its associated input and output conditions (see Figure 7.12 and Fig-
ure 7.13). On the other hand, the φFOR rule allows the abstraction of an OR-join
task under the assumption of safeness where all incoming arcs come from just one
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Net Overview Main Assessment Basic Requirements Allocate Marks
Original
(YAWL)

42 11 21 37

Reduced
(YAWL)

28 7 None 3

YAWL
rules

φY
FSP φY

FSP None φY
FSP,φFOR

Original
(reset)

89 23 42 2119

Reduced
(reset)

35 9 32 2051

Reset
rules

φR
FSP,φR

A φR
FSP,φR

FST φR
FSP φR

FST,φR
A

Reduced
(both)

35 9 32 3

Both
rules

φY
FSP,φR

FSP,φR
A φY

FSP,φR
FSP,φR

FST φR
FSP φY

FSP,φR
FST

Table 7.5: Applicable reduction rules for Visa application process

task. As a result, the net can be reduced further and the OR-join task can be
removed from the net. The reduced Allocate marks net becomes quite trivial with
just one input place, one output place and a task in between as shown in Fig-
ures 7.14. As a result, the soundness check is completed almost instantaneously.
This is a huge improvement considering the fact that the soundness check for the
Allocate marks net could not be completed in a reasonable time frame due to
state explosion.

Figure 7.12: An eYAWL-net for the
Allocate marks net

Figure 7.13: Applying the φY
FSP rule to

the Allocate marks net in Figure 7.12
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Figure 7.14: Applying the φFOR rule to the Allocate marks net in Figure 7.13

7.4.2 Reset reduction rules

Reset reduction rules can be applied to reduce the number of transitions and
places in a reset net. Reset reduction rules can be used together with YAWL re-
duction rules to further reduce a net. Some nets cannot be reduced with YAWL
reduction rules and in these cases, reset reduction rules become necessary for effi-
cient verification. This will speed up the time it takes to generate the reachability
set and coverability set. For instance, the weak soundness property check for the
Check basic requirements net cannot be completed within an hour due to a large
number of calls being made to the coverable method for reset nets. The Check
basic requirements net cannot be reduced using YAWL reduction rules. However,
it is possible to reduce the net using the φR

FSP rule (Fusion of Series Places).
Figure 7.15 shows the original reset net for the net in Figure 7.3 and Figure 7.16
shows the reduced net after applying the φR

FSP rule. The number of elements is
reduced from 42 to 32 and the checks are now completed more efficiently using
the reduced net.

Figure 7.15: An RWF-net for Check
basic requirements

Figure 7.16: Applying the φR
FST rule

to the reset net for the Check basic re-
quirements net in Figure 7.15

Summary

The first contribution of the chapter is a substantial and realistic process defini-
tion modelled as a YAWL specification with cancellation regions and OR-joins.
The second contribution is the validation of results presented in this thesis us-
ing this specification. In Section 7.2, we have presented performance results for
OR-join analysis. In Section 7.3, we have demonstrated how the four structural
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properties can be detected using verification functionality in the YAWL editor.
The results also highlight the need for further optimisation techniques during
verification. In Section 7.4, we have shown how reduction rules for reset nets and
YAWL nets can be used to carry out verification in a more efficient manner.
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Chapter 8. Conclusion

Chapter 8

Conclusion

This thesis addresses three issues related to workflows with cancellation regions
and OR-joins.

First, the thesis deals with the non-trivial task of deciding when an OR-join
task in a workflow is enabled. The proposed approach uses reset nets to capture
the non-local semantics of OR-joins and to provide an algorithmic solution to
determine OR-join enablement. An implementation in the YAWL engine for this
approach has been provided.

Second, the mapping from YAWL nets to reset nets has been exploited to
determine the correctness of workflows with cancellation regions and OR-joins.
Coverability and reachability analysis on reset nets have been proposed to de-
termine the properties of weak soundness and soundness. The properties of irre-
ducible cancellation regions and immutable OR-joins, are introduced as additional
correctness criteria. As a workflow with OR-joins cannot be mapped directly to
reset nets, a different verification approach is proposed using reachability and
coverability results based on the YAWL semantics. The YAWL editor has been
extended to provide the functionality to verify these properties using the results
presented in this thesis.

Third, a number of reduction rules for reset nets and for YAWL nets which
are soundness preserving have been presented. The proposed reduction rules for
reset nets represent a contribution to the body of theory on reset nets. Moreover,
YAWL reduction rules may assist in managing the complexity associated with the
verification of YAWL specifications with OR-joins. The support for both types
of reduction rules has been incorporated into the YAWL editor to extend the
verification functionality.

For each of the three issues mentioned, the solutions have been provided. Each
solution includes mathematical proofs as well as prototype implementations to
validate the proposal. In addition, a large example process, the visa application
process for general skilled migration to Australia, has been used to illustrate the
applicability of the findings presented in this thesis.
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