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1 Introduction

Nowadays, organisations are challenged to continuously improve their efficiency
and to respond quickly to changes in their environment, such as new business
opportunities, competition threats, and evolving customer expectations. It is
not surprising then that organisations are paying more attention to capturing,
analysing and improving their work practices in a systematic manner. The
methods, techniques and tools to do this are collectively known as Business
Process Management (BPM).

For IT departments, BPM provides an opportunity to align IT systems with
business requirements, and to re-organise existing application infrastructure to
better support the day-to-day operations of the organisation. BPM initiatives
often translate into requirements for IT systems. Here is where workflow tech-
nology comes into play. Business process models produced by business experts
are taken as a starting point by software architects to produce a blueprint for
a software application that coordinates, monitors and controls some or all of
the tasks that make up these business processes. Such software applications are
called workflows. An example of a business process is an order-to-cash process:
one that goes from the moment a purchase order for a product or service is
received by an organisation to the moment the customer pays for the products,
including aspects such as invoicing and shipment. After capturing this process
from beginning to end, an organisation may choose to add further details about
the people, legacy applications, messages and documents involved, and to deploy
a workflow application to coordinate this process.

You can build a workflow application using general-purpose software pro-
gramming platforms, e.g. as a bunch of Web applications, Enterprise Java
Beans and legacy applications connected together... But this defeats the pur-
pose of aligning the models produced by business people with the resulting IT
systems. This is why one should consider an alternative approach: to develop
workflow applications on top of a dedicated workflow management system.1

1The term business process management system (BPMS) is often used to refer to something
similar to a workflow management system. The difference is that a BPMS supposedly offers
richer functionality for analysing business processes, while workflow systems traditionally
focused on the coordination of tasks. However, the gap between these two is narrowing, and
it is difficult to differentiate modern workflow management systems and BPMSs.
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Many years ago, workflow was a bit of a dark art, practiced by deep-pocketed
companies which were able to afford expensive workflow management systems
and highly specialised consultants. But nowadays, workflow technology is widely
available and its benefits and pitfalls are more widely understood. A word
of warning though: While workflow doesn’t have to belong to arcane masters
of lore, it’s also not something to trivialise. If a workflow application is not
aligned with the business it’s been deployed in, it can be worse than a manual,
paper-based bureaucracy. It is therefore important that both business and IT
stakeholders follow a sound BPM methodology before attempting to deploy a
workflow application.

But assuming you’ve decided that you need a workflow system, it’s time to
make a choice. You can still choose to pay for a workflow system, or you can get
one for free. If you’re in for the latter, maybe YAWL is for you. YAWL, which
stands for Yet Another Workflow Language, is a fully open-source workflow
system (or “business process management system” if you prefer). Its tongue-
in-cheek name belies the fact that YAWL is rather unique. It’s based on a very
rich workflow definition language, capable of capturing all sorts of flow depen-
dencies between tasks. It has open interfaces based on Web standards, that
enable developers to plug-in existing applications and to extend and customise
the system in many ways. It also provides a graphical editor with built-in ver-
ification functionality, that helps solution architects and developers to capture
workflow models and to automatically detect subtle but potentially nasty errors
early-on in the piece. Finally, YAWL is arguably the most mature open-source
workflow management systems around. From its beginnings as an academic pro-
totype, YAWL has evolved into an enterprise-grade workflow engine thanks to
contributions from organisations and individuals who have used it. This demon-
strated commitment from its users and community of developers also ensures
the continuity of the system.

If you think YAWL might be for you, you may be wondering how to learn
more. This article provides a gentle introduction to the YAWL workflow system.
The aim of the article is to help people to get YAWL up and running with a
minimum of fuss. The article doesn’t cover all possible features and components
of YAWL. Instead, it focuses on some essential aspects that will help you to
become familiar enough with YAWL that you feel comfortable designing and
executing at least simple workflows. For more information, you may refer to the
manuals and guides available in the YAWL Sourceforge web site.2.

2 Terminology

Before jumping in and getting our hands dirty with a real workflow example,
let’s briefly agree on some basic terms.

Business Process: A set of interdependent activities that need to be per-
formed in response to a business event, to achieve a business objective.

2See https://sourceforge.net/docman/?group_id=114611
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Typical examples of business processes are “complaint handling”, “order-
to-cash”, or “credit card approval”.

Workflow Application: A software application that coordinates the tasks
that compose a business process, in whole or part. Sometimes the term
“workflow” is used as a shorthand for “workflow application”.

Workflow Specification: (Also known as Workflow Model) A description of
a business process to the level of detail required for its deployment into
a workflow engine. A workflow specification defines which tasks should
be performed, under which conditions and in which order, which data,
documents and resources are required in performing each task, etc.

Workflow System: A system that can be used to develop and to run a work-
flow application. A workflow system usually includes a process editor to
support the design of workflow models, a workflow engine to support the
execution of workflow models, and at least one worklist handler.

Workflow Engine: The runtime component of a workflow system responsible
for determining which tasks need to be performed and when, for maintain-
ing execution logs, and for delegating the performance of tasks to software
applications/services or to a worklist handler.

Case: (Also known as Workflow Instance) A specific execution of a workflow
model as a result of an event. For example, an order management workflow
is instantiated every time a new order arrives. Each of these orders leads
to a different case.

Task: (Also known as Activity) A description of a unit of work that may need
to be performed as part of a workflow. Workflow models are composed
of tasks. A task may be either manually carried out by a person or auto-
matically by a software application.

Work item: ( Also known as Task Instance) A particular instance of a task
that needs to be performed as part of a given workflow instance instance.

Worklist: A list of work items.

Worklist Handler: (Also known as Task Management Service) A software
component that manages work items issued by a workflow engine and that
assigns, prioritises and presents these work items to human participants
according to policies that may be configured in the workflow model.

3 Building a Simple Workflow Example

Designing a workflow typically begins with a process modelling exercise. A pro-
cess modelling expert sits down with a domain expert, and picks their brains on
“how things are done”. The knowledge gained on the sequencing and nature
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of the work done is then transformed into an executable workflow. Let’s take
a look now at an example transcript between a process modelling expert, Pro-
cessa Maree Experta, and her cousin, Domainic Experta, who runs the credit
application department of a company called Loans-R-Us.
Processa: So, how does credit application begin?

Domainic: Well, an application arrives in our office. Once we receive it, we
validate the claim.

Processa: What happens then?

Domainic: We determine what credit requirements there are for the applica-
tion, then we seek a credit report for the applicant.

Processa: So the credit report is requested after the credit requirements are
determined?

Domainic: Mostly. Sometimes we request the credit report first. Actually, the
order in which we do them doesn’t really matter.

Processa: Ah, so both tasks could be done at the same time?

Domainic: Yes, I guess they could.

Processa: Then what happens?

Domainic: Once we have both the credit report and credit requirements, we can
tell whether we need to do a large credit approval, or a small approval. Only
senior staff here are allowed to approve large credit applications.

Processa: So, what makes a credit application large?

Domainic: If the application is for $5, 000 or more, it’s considered large. Any
lesser amount is considered a small application, and can be done by anybody in
our department.

Processa takes this transcript, dumps it on your desk and tells you to imple-
ment a workflow to match. What’s more, she wants you to do it with YAWL.

This article is more about YAWL than its tool support. We’re going to
assume at this point that you can install and begin using the YAWL toolset
by following the manuals supplied with those tools. The toolset for YAWL is
available via sourceforge (http://sourceforge.net/projects/yawl/).

This specification will describe all possible valid ways a workflow manage-
ment system can coordinate work between its participants.

In a nutshell, a workflow specification in YAWL describes what work needs to
be done, when and by whom. A YAWL specification is composed of YAWL nets.
One YAWL specification can have several nets: one starting net and multiple
sub-nets. In this tutorial, we’ll keep things simple and we will only consider the
case of a YAWL specification composed of one net (the starting net). A net has
two mandatory elements: an input condition which acts as the starting point
(graphically represented like this: element) and an output condition which
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signals the end (the symbol). Figure 1 depicts the YAWLEditor with a brand
new specification open and with the specification’s starting net visible.

Figure 1: A New Specification and its Starting Net

It’s time to start modelling the work to be done. Typical workflow speci-
fications in YAWL will make significant use of atomic tasks. An atomic task
(represented here with a square) models a stand-alone piece of work that is ei-
ther manual or automatic, and it’s here that workflow designers starts earning
their money. Just how much work should a single atomic task represent? The
answer is not always obvious.

Looking again at Processa’s transcript, we decide that an initial atomic task
is needed for receipting and validating a claim. After that, two additional pieces
of work need to be done, but in no particular order. We’ll add an atomic task
each for determining credit requirements, and seeking a credit report. The next
step requires that both credit requirements are determined, and that a credit
report be ready. We need an extra task to run only once they are finished
which will decide, based on the application amount, whether we then send the
application on for a large or a small approval process. We expect large approvals
and small approvals to have differing work requirements, so we’ll model each
type of approval as a separate task.

In all, we’ve identified six distinct pieces of work. Place six atomic tasks
onto the starting net and give each a meaningful label. You should have the
skeleton of a workflow that looks something like figure 2.

We’re now ready to begin describing how the tasks in our starting net are to
be ordered in their execution. The transfer of work between two tasks is done
through a “flow”. Flows are depicted within YAWL as unidirectional arrows.
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Figure 2: Atomic Tasks Added to the Starting Net

For a YAWL specification to be valid, every task must be tied into a net via
flows that can be traced back to the net’s input condition, and which eventually
lead to the net’s output condition.

We’ll need a flow from the input condition to the Receive and Validate Ap-
plication task, then two flows from that task to the tasks Determine Credit
Requirements and Obtain Credit Report respectively. From each of these, a flow
must go to the task Choose Approval Process. From this task, we need a flow
going to the tasks Large credit approval and Small credit approval respectively.
From these last two tasks, we need flows to the final output condition.

By default a YAWL task can only have one incoming flow and one outgoing
flow. When we need more incoming flows to a task, we must unambiguously
state how the task should handle its inflows: should it wait for all of them?
Should it wait for only one of them? Or something in the middle? This disam-
biguation is done by decorating the task with a join. A similar situation holds
when a task has multiple outgoing flows. In this case, we need to decorate the
task with a split.

Figure 3 lists the available joins and splits that can be used on tasks, along
with a brief description of the behaviour to expect from tasks when using them.

Returning to our example, the tasks Receive and Validate Application and
Choose approval process both require decoration. The first of these two tasks
requires an AND-Split because the subsequent tasks can be done in parallel. The
second task should also have an XOR-split decorator to signal that either of the
subsequent tasks should be performed, but not both. With these splits and
joins in place, we can now connect the remaining tasks as depicted in figure 4.
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Name: Symbol: Description:
Split Types:

XOR-Split

The XOR-Split is used to trigger only one outgo-
ing flow. It is best used for automatically choos-
ing between a number of possible exclusive alter-
natives once a task completes.

AND-Split

The AND-Split is used to start a number of new
pieces of work simultaneously. It can be viewed
as a specialisation of the OR-Split, where work
will be triggered to start on all outgoing flows.

OR-Split

The OR-Split is used to trigger some, but not
necessarily all outgoing flows to other tasks. It
is best used when we won’t know until run-time
exactly what concurrent resultant work can lead
from the completion of a task.

Join Types:

AND-Join

A task with an AND-Join will wait to receive
completed work form all of its incoming flows be-
fore beginning. It is typically used to synchronise
pre-requisite activities that must be completed
before some new piece of work may begin.

XOR-Join

Once any work has completed on an incoming
flow, a task with an XOR-Join will be capable of
beginning work. It is typically used to allow new
work to start so long as one of several different
pieces of earlier work have been completed.

OR-Join

The OR-Join ensures that a task waits until all
incoming flows have either finished, or will never
finish. OR-Joins are “smart”: they will only wait
for something if it is necessary to wait. How-
ever, understanding models with OR-joins can
be tricky and therefore OR-joins should be used
sparingly.

Figure 3: Supported Splits and Joins in YAWL

We now need to say how information passes from YAWL to its participants
(e.g. workers and external applications) and how information comes back into
YAWL once they’re finished. This is done by attaching a decomposition to each
task. Typically, every atomic task needs to have a decomposition. Atomic
tasks that lack decompositions can exist: they represent “empty” steps and
are generally used to capture a point in the specification where we need to
synchronise certain tasks and start a new set of tasks.

In our working example, all tasks except one require a decomposition. It is
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Figure 4: Multiple Flows Between Tasks

enough at this stage to simply create a decomposition per task. To do this, you
need to right-click on each task and select the “decomposition” option. For this
example, we’ll choose the default engine work-list as the “type of decomposi-
tion”. This tells YAWL that when the task is ready to be executed, it should
be displayed in the default worklist that comes with the engine. Every instance
of the task will then appear in the worklist of human participants so they may
receive data relative to the task instance, work on that data, and finally return
work results to YAWL. Another type of decomposition, which we won’t illus-
trate in this tutorial, is to associate tasks to a Web service, like for example a
Web service that can send notifications to people via SMS and receive replies
from them also via SMS.

The one task in our example that does not need a decomposition is the one
labelled Choose approval process. This task does not need any participant in-
teraction because the decision on whether to choose either Large credit approval
or Small credit approval can be automatically determined with data available
to the workflow system.

Congratulations, you now have an executable YAWL workflow specification.
However, more effort is needed with respect to data and resourcing to achieve
real utility. All YAWL can currently do with this specification is walk a single
user through a default path of the workflow.
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4 Advanced Workflow Concepts

A specification capable of only walking a user through a path of a workflow is
hardly going to win us any awards in workflow automation. We still have at
least two major concerns to address before our specification becomes useful.

Firstly, we need to decide which participants should perform which tasks.
This is discussed in section 4.1. Secondly, we need to figure out what data these
participants need from the workflow system, what data they need to supply
the workflow system, and how the workflow system will use data to implement
automated choice between alternatives. Concerns involving workflow data are
covered in section 4.2.

4.1 Modeling Resourcing Requirements

It’s time now to add detail to our YAWL specification describing which partici-
pants should be doing particular pieces of the work specified. We’ll assume that
the entire workflow is to be carried out by the “Applications Department” of
Loans-R-Us. All employees within this department are capable of playing the
role Credit Officer, but a subset of these with several years of experience also
play the role Senior Credit Officer. Anyone playing the Credit Officer roll is
allowed to approve small credit applications. Only those playing the roll Senior
Credit Officer are allowed to do the final approval of large credit applications.

We therefore have a modeling requirement where every credit officer is capa-
ble of processing a credit application right through from it’s receipt to approval,
so long as the application is for a small amount. When it comes to the step of
approval for large credit applications, however, only senior staff are allowed to
do this approval.

We first need to establish an organisation model within a running YAWL
system where we identify those users from the applications department. For all
of these, we assign the Credit Officer role. For the subset of users recognised as
senior, we also assign an extra role of Senior Credit Officer.

Once this is done, a good first-pass is to both authorise and allocate the role
of Credit Officer to enact those tasks with a decomposition. Only the Large
credit approval task needs something different. For this task, we authorise and
allocate the Senior Credit Officer role. A user will not be offered a work-item
unless they play the specified role and that role is both authorised for, and
allocated to, do the work represented by the task. Different combinations of
these two attributes are pre-requisites for handling more complex scenarios.
Figure 5 is an example of the YAWLEditor specifying the necessary resourcing
constraints for the task Large credit approval.

4.2 Modeling Data Requirements

We now need to specify what data will be passed about by a running YAWL
system. Specifically, we need to describe what data participants will need from
YAWL to do their work, and what data they must return to YAWL once they’re
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Figure 5: Resourcing Constraints

done. We also need to have a way of moving data about in the running workflow,
including how we can use that data to automatically choose between branches
in a running workflow.

We stated before that task decompositions are used to define how a running
workflow interacts with a workflow participant. In fact, all nets of a YAWL
specification along with all tasks that require interaction with the external en-
vironment need a decomposition. Decompositions can have a number of param-
eters (or variables) defined for them, describing what data must be supplied to
a running net or task instance, and what data that net or task instance will
eventually deliver. Each parameter has a name it may be referenced by, a type
dictating valid values it may store, a designation indicating how that data may
be used, and a scope defining the visibility of the parameter.

Parameters can belong to one of two scopes, which we’ll name net scope, and
task scope. At runtime, every net and task instance with a decomposition will
have data stored as a number of parameters belonging to it. To get data from
a net instance to a task instance, or visa-versa, we require a data transfer. We
cannot directly transfer data from one task to another.

Valid designations for a task parameter are input, output or a combination of
both. A task parameter with an input designation is one where we expect data
to be delivered from a containing scope to that parameter at run-time. A task
parameter with an output designation can have its data output to a containing
scope once a task instance has completed.

Just like task parameters, net parameters may have input and output desig-
nations. But in addition to these two options, net parameters may have a local
designation. You can think of a net parameter with a local designation as a
local variable. They are used to store intermediate data during the execution
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of a process instance.
Data transfer from a net a task is achieved via inbound mappings. An in-

bound mapping is a statement that says how to transfer data from the net’s pa-
rameters to a task’s input parameters. Inbound mappings are evaluated when
the task starts. Conversely, once the task is completed, data is moved from
the task’s scope to the net scope by means of outbound mappings. An inbound
mapping is a statement that says how to move data from the task’s output
parameters to it’s containing net’s parameters. XPath expressions3 are used to
describe inbound and outbound mappings. Accordingly, the parameters of net
and tasks in YAWL are all encoded as XML documents.

Net Instance

Input

Output

Output

Task Instance

Local

External

Service

Input

Input

Output

Output

Output

Inbound

Mappings

Outbound

Mappings

Figure 6: Example Data Transfer between a Net and Task

Figure 6 depicts example data transfers over the lifetime of a task instance.
The task’s decomposition defines two input parameters and three output pa-
rameters. When the task instance starts, values for its input parameters are
populated by executing the input mappings for the task, which are then passed
onto the task’s external service. The default worklist handler is an example of
an external service, but there are many others and advanced users are able to
add virtually any service they want. The external service eventually finishes its
execution, resulting in values being supplied to the output parameters of the
task instance. The output mappings for this task instance are then executed,
resulting in a number of parameters in the task’s containing net instance being
updated with values from the task instance’s output parameters.

Now we have a basic understanding of data transfer in YAWL, let’s start
specifying the data transfer requirements of our workflow specification. The
data-types needed for our example will be limited to XML Schema string and
double simple types. We’ll go through our atomic task decompositions now and
add parameters to each task decomposition first before we add the necessary
data transfer mappings for moving data between tasks and the net.

Imagine that we have finished an exercise of determining what data must
be passed out of YAWL at each task of our specification, and what data must
be returned back into the system. We note through the exercise that even

3For more advanced workflows, XPath expressions may prove too limiting. Accordingly,
YAWL allows developers to use XQuery expressions for data transfer in such cases.
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though the tasks Large credit approval and Small credit approval are done by
different parts of the organisation, they have the same data requirements, and
can both use the same decomposition (which we’ll call Credit Approval). We
have a resulting parameter requirement per decomposition as per figure 7.

Decomposition Param-Name Type Designation

Receive and Validate Application ApplicationID string output

ApplicationID string input
Determine Credit Requirements

ApplicationAmount double output

ApplicationID string input
Obtain Credit Report

CreditReportRef string output

ApplicationID string input

Credit Approval CreditReportRef string input

ApplicationAmount double input

Figure 7: Parameters Required for Task Decompositions

To give you some idea of how this might look, figure 8 is a screenshot of
the YAWLEditor showing the decomposition for the task Determine Credit Re-
quirements with an input parameter ApplicationID, and an output parameter
AppplicationAmount. When running our specification, a participant will be of-
fered a work-item for an instance of this task. They will be given an application
identifier, and will work outside of the system, eventually generating an applica-
tion amount for that application. Figure 9 shows how the YAWL engine offers
an instance of this task for a participant to work with.

Generating an application amount may be as trivial as reading the number
off a pertinent form, or as involved as considering the business’s current risk
exposure, running calculations, and adjusting the figure to something the in-
surance company is more willing to accept. The exact nature of the work to
be done is left to the participant, and only data relevant to progressing the
workflow needs to be passed back into the system once they are done.

Because we can’t transfer data directly between tasks, we’re also going to
need a number of local parameters for the decomposition of our starting net.
Specifically, we’ll need matching ApplicationID, ApplicationAmount and Cred-
itReportRef local parameters at the net level.

With these local net parameters in place, we now need to specify how data is
passed between the net and tasks with XPath expressions. The XPath expres-
sions needed are fairly straightforward. For a task input parameter, we need
the expression to fetch and populate the value of this parameter with that of
its corresponding net parameter. For a task output parameter, the matching
net parameter needs an expression to retrieve the value of the task parameter.
Figure 10 shows an example of the queries needed for the Determine Credit Re-
quirements task. A similar exercise can then be conducted for the parameters
of the remaining tasks.

The only thing remaining to do with data in our specification is to deal with
any XOR-Splits. XOR-splits need a boolean XPath expression to be associated
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Figure 8: Establishing Parameters on a Task Decomposition

Figure 9: A Determine Credit Requirements work-item in the YAWL Engine
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Figure 10: Data Mappings for Determine Credit Requirements Parameters

with each outgoing flow of the split4. These expressions are evaluated once a
task instance completes. Thus, the expressions can only interrogate the state of
a net that a recently completed task has updated. Expressions that evaluate to
true indicate that a flow is to be taken. In both cases, a default flow is needed,
which will be taken if all outgoing flow expressions evaluate to false. In the case
of an XOR-Split, the flows are ordered. The first flow in order whose XPath
expression evaluates to true will be the only flow taken from a completed task.

The only task we need to consider in this regard is Choose approval pro-
cess. Consulting our transcript again, approval amounts of less than $5000 are
to be routed to the Small Credit approval task. Anything more requires Large
credit approval to be run. The XPath expressions needed to capture this choice
are shown in figure 11. Once this is specified, we are done. We have a work-
flow specification that ensures the right work and data gets routed to the right
participants at the right time.

5 Where To From Here

You’ve now seen how we can construct a workflow specification for YAWL. We’ve
used atomic tasks, with various types of splits and joins, along with resourc-
ing and data requirements to implement a simple credit application processing
workflow specification. But, there is much more to YAWL that we have not
covered in this article.

4The default flow of an XOR-split, however, is assumed to be always true.
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Figure 11: XPath predicates to choose between flows of an XOR-Split task

What you haven’t seen yet is how larger workflows can be constructed by
binding a number of nets together with composite tasks. We are also capable of
iterating through a number of instances of a single task using Multiple Instance
Task constructs. A single task can also be used to trigger the cancellation of
current work in other parts of the workflow, which might be used for modeling
a customer calling and canceling an order that is currently being processed.
Finally, we haven’t described conditions, which represent the state a workflow
is in after one task is finished but before another starts. Conditions allow us to
model two or more participants competing for the same work, or a user making a
decision on things that workflow systems cannot not automatically determine.
An example of this would be asking a participant to decide on whether the
aesthetics of some partially assembled work are appealing or not, and having
the workflow coordinate further work based on that choice.

What we’ve also glossed over here is how to actually use YAWL’s toolset.
We used used versions 1.4.5 of the YAWLEditor, and Beta 8.2 of the YAWL
Engine for the screenshots in this article. The components of YAWL, and
the manuals for their usage can all be found at Sourceforge, via the URL
http://sourceforge.net/projects/yawl/. Mailing lists and forums around
the components of YAWL are also available via this Sourceforge URL. And as
mentioned earlier, YAWL is the product of several years of research into work-
flow patterns. This research, along with other informative material is available
via the URL http://yawlfoundation.org/.
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